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Abstract
In this thesis, we apply machine learning to the problem of controlling mobile
robots in difficult, complex terrain. The motivation for this research is the
desire to have an autonomous rescue robot that is able to overcome rubble,
kerbs and other obstacles and perform a task such as finding survivors.
Traditionally, this control problem has been solved by deriving control
equations from mathematical models that encapsulate the interactions between
the robot and the terrain. As the terrain becomes increasingly complex, these
models become intractably difficult to construct.
We have developed three control agents for a mobile rescue robot. They
observe the terrain through the robot’s on-board sensors and use machine
learned models to decide on actions to take to achieve a goal. These models
encapsulate information that is automatically extracted from the performance
of a demonstrator. We use a human expert and an autonomous demonstrator
based on a trial-and-error forward search in simulation.
The first agent uses a simple Situation-Action formulation and is related
to Behavioural Cloning. It directly learns a model of the demonstrator’s behaviour. The second agent generalises this by learning from the demonstrator’s
successes and failures. It learns a model for the desirability of each action. The
third agent learns a probabilistic motion model that is used in a reinforcement
learning style short-range planner.
We have evaluated the control agents on unseen terrain in simulation and
reality. This includes evaluating, on the real robot, agents that were trained
purely in simulation. We have demonstrated that we can train control agents
that approach human levels of performance.
We conclude that it is possible to learn control agents for controlling mobile
robots in these complex environments and that even a simple Situation-Action
formulation can perform well on this task. The contributions of this thesis
include the application of machine learning to a robot control task that cannot
be easily modelled, an investigation of feature extractors for modelling complex
terrain, a survey of learning techniques for modelling the decisions to be made
in this domain and an autonomous search-based demonstrator from which we
learn viable behaviours for the real robot.
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Chapter 1

Introduction
This research develops techniques for learning controllers for robots to operate
in complex environments. It is motivated by the desire to have a mobile rescue
robot autonomously negotiate a pile of rubble.
Many dangerous tasks, such as firefighting, hazardous materials handling,
urban search and rescue and explosive ordinance disposal, are performed by
humans. The use of robots in these applications has been limited to those
directly controlled by expert human operators. Robot operators require extensive training and practice to competently drive the robots in these challenging
environments, some of which are shown in Figure 1.1. Trained operators are in
short supply and suffer from fatigue after prolonged periods of robot operation,
which can impair judgement and reduce performance. If some of these control
tasks could be delegated to an autonomous controller, the cognitive load on
the operator may be reduced and mission success can become less dependent
on operator skill. Automating these control tasks also opens the way for fully
autonomous operation in appropriate circumstances.
Complex interactions between robots and these environments cannot be
easily expressed in terms of control equations, making it difficult to use conventional system identification and mathematical modelling techniques to derive controllers (Ljung, 1999). In this thesis, we describe three control agents
which encapsulate the control task and learn by cloning human behaviour or
by interacting with simulated environments.

1.1

Control Agents

Our control agents decide on actions, given current and past sensing from
limited-range on-board sensors. Their aim is to move the robot in a specified
direction over complex terrain while staying within a navigation corridor. The
control agent is successful if the robot reaches the end of the corridor without
becoming stuck, flipping over or leaving the corridor at any point. Our control
agents are reactive, meaning that they make decisions based on the past and
present sensor data, rather than constructing and following longer term plans.
1
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CHAPTER 1. INTRODUCTION

(a)

(b)

(c)

(d)

Figure 1.1: (a,b): Examples of robots that perform dangerous tasks. (c,d): Complex environments in which robots may operate.

By formulating the higher level behaviour specification in terms of a navigation corridor, we allow a higher level process, such as an external planner, to
be more expressive in its constraints as compared to a behaviour specification
consisting of only a desired position and orientation. Such a specification is not
without precedent – the DARPA Grand Challenge of 2005 (dar, 2004) specified
the desired path for the robots by way of a series of navigation corridors.
For each agent, a training system generates training data. This data is
used by the control agent to learn a model that it uses, as part of its policy,
to decide which actions to take, given its sensing.
The three agents share the same structure, as shown in Figure 1.2. They use
machine learning to model different aspects of their policy, make use of different
training data and perform different amounts of planning and deliberation at
runtime.
The first is a reactive Situation-Action agent which uses machine learning
to directly model the policy, based on observations of a demonstrator’s policy
decisions. This formulation is commonly used for robot control and forms the
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Figure 1.2: The common structure of the Control Agent and Training System.
Sensing includes errors to the path and navigation corridor specified
by higher level processes.

basis for Behavioural Cloning (Bain and Sammut, 1996).
The second is a reactive Action-Model agent that is a generalisation of
the Situation-Action control agent. It uses machine learning to model a value
function from examples of desirable and undesirable behaviour, allowing it to
learn from the demonstrator’s successful actions as well as their mistakes.
The third is a Short Range Planning agent which plans using a motion
model that is learned from examples of the robot’s response to different actions in different environments. This formulation is a type of Reinforcement
Learning, which is also commonly used to produce autonomous agents (Sutton
and Barto, 1998). Despite the fact that it does create a plan, we still call this
control agent reactive as the plan is only used to choose the next action to take,
after which it is discarded. At the next control cycle the agent constructs a
new plan with fresh information.

1.1.1

Situation-Action

Our first control agent uses a reactive Situation-Action formulation. The controller’s policy consists of a mapping from its situation to an action. A situation consists of a set of features derived from past and present sensing. This
includes the difference, or error, in the robot’s heading and lateral position
relative to the navigation corridor. This controller does not deliberate or plan,
it just reacts.
It is very difficult for humans to generate this mapping. By the time a
human is expert at the control task, the decision making process that defines
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their policy is largely subconscious and unavailable to introspection. However,
they are able to demonstrate their decision making by performing the control
task.
The training system samples the demonstrator’s policy. As the demonstrator performs the control task in a training environment, the training system records the situations that they observe and the actions that they select.
This training data reflects the demonstrator’s decision making processes, which
make up their policy, including their assumptions about unseen parts of the
environment and any forward planning performed on the basis of available
sensing.
A decision tree learner uses this training data to build a decision tree that
directly models the demonstrator’s policy. All of the demonstrator’s decision
making, including assumptions and planning, are “compiled” into this model,
which is used at runtime to map directly from situations to actions.
The use of a human expert as the demonstrator is a form of Behavioural
Cloning (Chambers and Michie, 1969; Sammut, 1992; Bain and Sammut, 1996;
Bratko et al., 1998; Isaac and Sammut, 2003). In contrast to other techniques
for Learning from Demonstration (Pomerleau, 1991; Atkeson and Schaal, 1997;
Bentivegna and Atkeson, 2002; Abbeel and Ng, 2004), Behavioural Cloning
provides the ability to gain an insight into the demonstrator’s subconscious
decision making process by extracting human readable rules from the model
of their behaviour. To our knowledge this is the most complex application of
Behavioural Cloning to real robot control thus far attempted.
To model the human expert’s behaviour, we use the J48 decision tree
learner (Witten and Frank, 1999), which is based on C4.5 by Quinlan (1993).
This learner generates rules that are human readable, allowing us to gain insights into the problem and the demonstrator’s behaviour. As we will show,
we are not required to sacrifice performance in return for a human readable
model. In fact, our experiments indicate that many of the best performing
machine learning techniques in this domain also happen to generate models
that can be deciphered by humans.
It is time consuming to obtain training examples from human operators and
yet the complexities of our task mean that large quantities of training examples
are necessary. Human demonstrators also seek to maximise the chance of
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success so many unusual situations are under-represented in the training data.
As Sammut et al. (1992) observed, they “give few examples of what to do when
things go wrong” .
To address these two issues, we have also developed an autonomous demonstrator that generates training examples using an A* policy search in a high
fidelity physics simulation. The search process finds a path through the terrain
by using trial-and-error, directed by a heuristic that attempts to move towards
the centre of the prescribed path and in the specified direction. The trial-anderror process does not commit to decisions until it has found a path and relies
on the simulator’s ability to save and re-load world states at random. This
may be thought of as similar to a human observing the terrain and envisaging
where the robot may go based on future actions. The simulator may be seen
as a more accurate analogue to the human’s imagination.
This demonstrator cannot be used on the real robot as it is highly impractical to perform the large number of world-state resets that are required.
Despite this unrealistic ability, the paths that result are realistic and may be
used for learning. The use of simulation allows us to generate many more
training examples over a wider variety of terrains than would otherwise be
possible. It also allows us to detect and automatically generate examples of
appropriate behaviour in unusual situations.
We describe this control agent in further detail in Chapter 4.

1.1.2

Action-Model

During its policy search, the autonomous demonstrator encounters examples
of actions that should not be taken. These are actions in situations that result
in the robot getting stuck, leaving the prescribed corridor or flipping over.
While the Situation-Action agent learns from the examples of situation-action
pairs that lead to success, it is not able to learn from examples of actions that
should not be taken.
Motivated by action-value functions in reinforcement learning (Sutton and
Barto, 1998), our second control agent extends the Situation-Action agent by
learning a model for the outcome of each action in a given situation, in the form
of a value function. The value function maps from each situation-action pair
to a value determined by the future outcome (a positive or negative reward)
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after taking the action in the situation. The best action to take in a situation
at run-time is the one that maximises this value function.
It is difficult for humans to generate this value function. We learn it by
demonstration. In the training system, the same A* search based demonstrator performs policy search in randomly generated simulated environments.
Training data consists of situation-action pairs that were observed during this
search. The training system assigns future reward values to these examples
based on the forward search. The rewards reflect eventual success or events
that lead to failure, such as flipping the robot. A decision tree learner generates
a model that approximates this value function.
By learning a mapping from situations and actions to values, rather than
from situations to actions, this control agent improves on the Situation-Action
control agent in its ability to learn what to do “when things go wrong”. This
agent is able to explicitly learn to avoid situations and actions which may lead
directly to failure.
This control agent maintains the ability to model the demonstrator’s policy, complete with “compiled in” assumptions, planning and other decision
making. It also maintains the ability to provide an insight into the decision
making encapsulated in the policy by way of human readable rules that may
be extracted from the model.
Such an agent may be regarded as a degenerate instance of a Reinforcement
Learning agent. A* search serves as the exploration policy and the decision tree
learner serves as the Q-function approximator. We describe this control agent
and its connection with Reinforcement Learning in further detail in Chapter 5.

1.1.3

Short Range Planning

The Situation-Action and Action-Model agents use relevant features over past
and present sensing to define each situation. The feature space is large since
a single instance of a situation encapsulates all of the information that the
control policy requires to make its decisions, including information about terrain that will not be encountered until several steps into the future. In our
third control agent, we decompose the situation into states that only consider
a small number of features, representing terrain that may be reached in one
step. We then perform short range planning between these states to find the
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path that maximises the probability of success.
This approach is motivated by the observation that the robot’s motion in
response to a one-step action only depends on the terrain that is reachable in
the next step. Terrain sensed further away may well decide future outcomes
and, thus, affect the current decision. However, it cannot affect the result
of the next action. We use a Markov Decision Problem (MDP) approach to
implement a receding horizon short-range planner that is used in real-time to
decide the next action.
A decision tree learner is used to learn the local motion model for the robot
in its environment. The training system provides examples of the motion of the
robot in response to actions taken in a variety of terrains. The demonstrator
executes an arbitrary policy that explores the range of possible actions in
representative local terrains. The training data consists of the observations
of the terrain around the robot, the action that was taken and the relative
motion that resulted. Machine learning is used to generalise these samples
into a probabilistic motion model.
At each control step the motion model is used to generate a MDP which
plans ahead to the sensing horizon. The MDP is solved to find the leastcost path that maximises the probability of success. This control agent may
be regarded as a model-based Reinforcement Learning agent. The learned
motion model encapsulates the response of the robot to the local terrain and
the MDP is used to compute the appropriate policy. This control agent can
compactly describe many situations that the first two agents would struggle
to represent. However, it requires significantly more computation at runtime
in order to find this path. We describe this control agent in further detail in
Chapter 6.

1.2

Experiments

Complex terrain is difficult to characterise and reproduce. The US National
Institute of Standards and Technology (NIST) has developed standard test
methods for response robots (Messina, 2006). These test methods include
standardised terrains, called Stepfields, that are used to evaluate robots that
operate in complex terrains (Jacoff et al., 2008). These include robots used
for Urban Search and Rescue, Explosive Ordinance Disposal and Law Enforce-
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Figure 1.3: Emu, the robot used in the experiments in this thesis. In this photograph it is fitted out with a moving sensor arm for the RoboCup
Rescue Robot League competition.

ment. We describe stepfields in further detail in Section 7.1.6.
We use the NIST specified Stepfields to develop and evaluate the above
controllers with a mobile robot in both real and simulated complex environments. The robot we have chosen is a skid-steering four-wheel-drive platform,
shown in Figure 1.3. It is small enough to fit comfortably through standard
doors and yet able to overcome terrain that might be encountered in an urban environment, including low kerbs and steep ramps. It is equipped with a
range imager and a heading-attitude sensor. A laser rangefinder provides an
estimate of the robot’s 2D position.
The standard task that we use is known as the “Stepfield Dash”, shown in
Figure 1.4. The robot is placed at one end of a row of stepfields and its goal
is to reach the other end without leaving the stepfields or touching the walls.
We test the ability of the control agents using four different types of stepfields,
all based on the NIST “Orange” stepfield specification.
Geometric and Structured Random stepfields require relatively simple control strategies to achieve human levels of performance. In contrast, Irregular
stepfields contain obstacles that need to be detected and avoided for successful
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Figure 1.4: The robot, Emu, near the start of a Stepfield Dash comprised of Geometric stepfields. The movable arm and sensor head in Figure 1.3 has
been replaced by a fixed arm for the purpose of our experiments. The
range imager is situated in the metal box near the top of the arm and
points toward the terrain in front of the robot. The heading-attitude
unit (orange) is mounted at the very top of the arm. Bumpers on top
of the arm prevent damage should the robot tip over.

traversal. Simple control strategies fail on Irregular stepfields as it is often
necessary to follow the patterns in the stepfield rather than the corridor. Unstructured Random stepfields are the most difficult and in practice even a
human operator rarely overcomes them. We have also used more natural terrain elements, such as ramps and loose lengths of wood. We describe these
additional test terrains further in Chapter 7.
We have replicated these terrains and the robot, complete with sensors, in
a custom built physics simulator. The simulator has the ability to generate
random stepfield terrains of each of the four types. We use the simulator as a
training environment and as a test environment, in order to evaluate a variety
of controllers.
Concerns have often been expressed about the use of simulation for learning
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and for evaluating techniques that are to be used on real robots. Brooks
and Matarić (1993) sum these up in three broad categories. First, it is too
tempting to make the simulated environment “easy”, both by adjusting the
simulator’s behaviour and by providing information not available in reality –
“Simulations are doomed to succeed”. Second, simulations diverge from reality
in their overall behaviour, particularly in their stochasticity. Third, simulation
introduces artefacts that do not occur in the real world.
We take several measures to address these concerns. We validate the simulator according to methods developed by NIST (Pepper et al., 2007), which
aim to reduce the divergence between the behaviour of the simulated and real
robots. We ensure that the control agents running in simulation are only
able to obtain information from simulated sensors, rather than directly from
the physics engine. Finally, we test a sample of the controllers on the real
robot in order to compare performance and ensure that the best controllers
in simulation also perform well in reality. We discuss these in more detail in
Section 7.1.3.
We find that we are able to train control agents, based on training data
gathered in simulation, that are able to perform at a level that is comparable
to that of a human expert. We have also shown, through our real robot
experiments, that the results we obtain in our simulator are a reflected in the
real world.

1.3

Contributions

The focus of this thesis is on the contributions in machine learning applied to
robots in complex environments. Here we list the primary contributions and
innovations.
Behavioural Cloning in a Complex Environment
We have successfully applied Behavioural Cloning to a task that requires modelling a human expert’s behaviour at a complex task, with a large and complex feature space. In doing so, we have maintained the ability to obtain
insights into the decision making of the demonstrator by using a model from
which human readable logic rules may be extracted. This application is significantly more complex and unstructured than past work in Behavioural Cloning
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(Chambers and Michie, 1969; Sammut, 1992; Bain and Sammut, 1996; D’Este
et al., 2003) and Goal Directed Behavioural Cloning (Isaac and Sammut, 2003).
Search Based Demonstrator for Situation-Action Learning
It is expensive to obtain examples from a human expert. We have developed a
demonstrator that is able to produce training examples in place of the human
expert. This demonstrator does not require conventional system identification and modelling. The use of an autonomous demonstrator also provides a
mechanism for automatically detecting unusual situations and generating examples of policy actions that should be taken. This replaces heuristic example
synthesis in techniques such as those used by Pomerleau (1991).
Action-Model Controller
We have developed a new control agent based on our Situation-Action agent
that learns a value function. This allows it to learn to from examples of the
demonstrator’s successful behaviour as well as from their failures. It differs
from approaches such as Inverse Reinforcement Learning (Abbeel and Ng,
2004) as the demonstrator directly provides samples of the value function. We
use a decision tree in two different, novel, ways in order to approximate this
value function.
Short Range Planning Controller
We have developed a controller that makes use of a Markov Decision Problem
in order to plan forward from the robot’s position and determine the best
action to take to maximise the probability of success.
Our controller makes use of a novel formulation for the transition function.
A decision tree is used to learn a general model for the behaviour of the robot,
based on simulated experience. This model is used at runtime to generate a
terrain specific transition function.
Feature Extractors for Machine Learning in Complex Terrain
We have developed novel feature extractors for complex terrain, sensed using
a range imager on-board the robot. Our control agents do not classify terrain
into drivable surfaces and obstacles. Instead, their decision making includes
considering the way in which the shape of the terrain affects the movement
of the robot. We use expert knowledge to distil this shape information into a
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lower dimensional set of features that can be used for machine learning and
decision making.
Our feature extractor therefore performs a different task to those used by
Nüchter et al. (2006), Manduchi et al. (2004), Thrun et al. (2006) and Urmson
(2005) where the aim is to classify the terrain into a drivable surface and
impassable obstacles. It also differs from representations, such as those used
by Green (2007), where the aim is to reproduce the terrain for mapping and
forward simulation in a memory and processor efficient manner.
Learning on Simulated and Real Robots in Complex Environments
We have successfully trained control agents in simulation and run them, unmodified, on the real robot in real terrain with success rates approaching human performance.
There have been examples of prior work in moving policies for mobile robots
from simulation to reality, such as by Abbeel et al. (2006a); Ng et al. (2004).
However, their work focused on learning the equivalent of control equations
for well defined inputs and outputs, albeit for tasks that require very precise
control. We have been able to do this in a task that requires considerably more
complex decision making and interpretation of the input features and where
the mapping from input to output is highly discontinuous. In the process,
we have shown that a simulator that has been validated on performance has
sufficient fidelity to be used for generating training data for use by the control
agent in the real world.
We have also developed a novel simulation of the range sensor, which we
use to improve the accuracy of our simulated training data. This simulation
makes use of the graphics processor and is computationally more efficient than
other implementations of range imagers in physics simulators, such as that of
Polverari et al. (2006). Simulating a range imager with characteristics similar
to the physical sensor allows us to use exactly the same representation and
sensor processing on the simulated robot as on the real robot.

1.4

Thesis Outline

In Chapter 2 we present an overview of machine learning applied to the
problem of controlling mobile robots in complex environments. A particular
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emphasis is placed on the various approaches to robot mobility in complex
terrain.
In Chapter 3 we describe the demonstrators that provide our agents with
training data. We then describe the way in which we extract the features that
form our agents’ representation of the environment.
In Chapters 4, 5 and 6, we describe in detail the theory, justification and
implementation of the Situation-Action, Action-Model and Short Range Planning control agents respectively.
In Chapter 7 we present the experimental setup that we used to evaluate
our control agents and detail the results of evaluating these controllers in both
simulation and on the real robot.
In Chapter 8 we propose ways in which our control agents may be improved
and other related possibilities for future work before we summarise the thesis.
In Appendix A we survey a sample of machine learning techniques that
represent those in common use. We evaluate these in both crossvalidation as
well as on-task, by using them in controllers for our robot.
In Appendix B we explain some of the specific learning techniques that we
make use of.
In Appendix C we present additional results from our experiments.
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Chapter 2

Background
Our work is concerned with the application of machine learning to the problem
of controlling a mobile ground robot over complex and unstructured terrain.
In this chapter, we describe previous work that motivates and forms the basis
of the research that we present in this thesis.
We divide this chapter into two sections. We will first discuss machine
learning techniques with an emphasis on techniques that make use of learning
by demonstration. We will then highlight previous work that we draw on in
sensing and interpretation of terrain for the purpose of autonomous mobile
robot control.

2.1

Machine Learning for Robot Control

The task of generating behaviours for controlling real robots has been formulated as a machine learning problem in many different ways. The focus of our
work is on learning on the basis of observing another agent. An agent learns
from observation if it learns its behaviour by observing the performance of a
demonstrator agent. In this context, a behaviour is a mapping from a description of the state of the world, as provided to the agent through the robot’s
sensors, to an action that the agent commands the robot to take. This is also
called a policy or a controller.
There are several different ways in which the agent may learn its behaviour
and we will discuss three that relate to our work. We first discuss Learning
by Imitation and Behavioural Cloning, which seek to learn the demonstrator’s behaviour. We then discuss Inverse Reinforcement Learning, in which
the agent seeks to learn the value function that the demonstrator is assumed
to be optimising. The final technique that we discuss is related to System
Identification, where the demonstrator is used to excite, or exercise, the robot
and its environment and from which the agent learns a model for the robot
and its environment.
15
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Learning by Imitation

In Learning by Imitation, the agent aims to imitate a demonstrator’s behaviour. The agent observes the states that the demonstrator encounters and
the demonstrator’s responses and uses these observations to build a model of
the demonstrator’s behaviour. During deployment, when presented with a description of the world state, the agent uses the model to choose an action with
the goal of matching the action that the demonstrator would have chosen if
given the same state description.
Learning by Imitation is useful if we already have a demonstrator agent
who is able to demonstrate the performance of the desired task and we wish to
create an autonomous agent that can also perform the task. The most obvious
application is where the demonstrator is a human expert. Human experts
are difficult to duplicate and suffer from fatigue. They do not always behave
consistently and make mistakes. In contrast, an autonomous agent that is
able to clone a human expert’s behaviour can be easily replicated and can run
as long as there is computing power available. The clone may even perform
better than the human expert. In some cases, the agent may be able to ignore
mistakes made by the human expert if they conflict with what the expert more
usually does. This produces a “cleaned-up” version of the original behaviour
(Michie et al., 1990).
One may ask why there is a need to clone a human’s behaviour by observation and imitation if the human knows how to perform the task. The human
expert could simply explain how the task is performed and the procedure
programmed into the autonomous agent. Unfortunately, it is often the case
that by the time human experts are proficient, they can no longer articulate
their decision making process. The skills have become “subcognitive”. There
are many skills that are only useful once they become subcognitive, ranging
from driving robots and flying planes right down to a mundane task such as
walking. Although these useful skills are no longer available to introspection,
human experts can still demonstrate the performance of the task. A century
ago, a mathematician by the name of Alfred Whitehead summed this up in
an interesting quote that has been reproduced in several publications on this
topic (Bain and Sammut, 1996; Sammut, 1996; Michie, 1998).
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“It is a profoundly erroneous truism, repeated by all copy-books and
by eminent people when they are making speeches, that we should
cultivate the habit of thinking of what we are doing. The precise
opposite is the case. Civilization advances by extending the number of important operations which we can perform without thinking
about them.” – Whitehead (1911)
Even if the demonstrator is another autonomous policy, it may be useful
for an agent to imitate its behaviour. The process of learning by imitation
“compiles” the demonstrator’s arbitrarily complex decision making processes
down into a model of the demonstrator’s behaviour. The demonstrator may
require certain resources such as processing time, special software or additional
information due to the way in which it is implemented. If the resulting behaviour only depends on the input state description, it may be possible for
the agent to imitate its behaviour more efficiently and without these special
resources.
Most approaches to Learning by Imitation follow a similar template. A
demonstrator performs the task and sensor data describing the state of the
world is collected. This sensor data is processed by a sensor processing and
feature extraction phase. The resulting features are provided, either online or
in batch form, to a machine learning technique that results in a model of the
demonstrator’s behaviour. This model is used online by the learning agent to
make control decisions.
Chambers and Michie (1969) used this formulation to balance an inverted
pendulum on a moving cart in simulation. This built on earlier work by
Widrow and Smith (1964) where a neural network, implemented in hardware,
was used to control a physical inverted pendulum. Since then, Learning by
Imitation has been applied to tasks of increasing complexity, including that
of as flying simulated aircraft (Sammut et al., 1992; Sammut, 1992), driving
vehicles (Pomerleau, 1991; Abbeel and Ng, 2004; Hamner et al., 2005), controlling container cranes (Šuc and Bratko, 1999a) and playing physics games
(Bentivegna et al., 2004, 2002). Argall et al. (2009) provide a general overview
of some recent work in other areas of Learning from Imitation and broader
Learning from Demonstration.
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Bias in State Space Sampling

An important factor that was observed by Sammut et al. (1992) and which we
also discuss in Section 3.2.3 is the problem of bias in sampling of the situation
space caused by the operator. They referred to this effect as “Good Pilots
are Bad”. Although data from erratic pilots was noisier due to the larger
number of errors made in control, they also contained more examples of the
pilot correcting errors.
The result is that the training data covered more of the situation space.
Policies learned from this data had a lower probability of encountering unseen
situations during runtime than policies learned from good pilots who rarely
made errors. Clearly, a solution that allows for both the use of a good pilot
and good coverage of the situation space would be ideal and they propose incorporating disturbances into the simulation of the aircraft in order to artificially
produce the need for the good pilot to exhibit error-correction behaviours.

2.1.3

Complex State Spaces

Much of the work in learning from observation has been concerned with problems where the state of the system may be considered as fully modelled by
a handful of state variables. Even in problems where the sensing is high dimensional, such as where the robot’s sensor is a camera (Bentivegna et al.,
2002) or a laser scanner (Hamner et al., 2008), a separate data processing step
(which may itself be the subject of machine learning) generates very abstract
features, such as the location of an object.
Very few have attempted to combine both the understanding of high dimensional state spaces and learning a behaviour from demonstration. A notable
early exception is work by Pomerleau (1991). They were able to use Learning
from Observation to train an agent to steer a full sized van along a variety
of roads. The state space consisted of 32 × 30 pixels, derived from a camera. A neural network was used to perform both the necessary dimensionality
reduction and to model the demonstrator’s behaviour, which required both
identifying curves in the road from the 32 × 30 pixel image and determining
the correct steering angle.
Our application also requires that behaviours be learned directly from a
high dimensional state space. We discuss our solutions in Section 3.3.
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Behavioural Cloning

Of particular note is a type of Learning by Imitation, known as Behavioural
Cloning (Michie and Camacho, 1995; Bain and Sammut, 1996; Bratko et al.,
1998). This term was first used by Michie et al. (1990) to describe a version
of Learning by Imitation where the goal is to generate “articulate models of
inarticulate (“subcognitive”) skills.”.
The foundations of Behavioural Cloning were heavily influenced by expert
systems (Michie and Camacho, 1995). To generate an expert system, a human
expert produces a set of rules by introspection. These are used to construct a
system with the aim of making the same decisions that the expert would have.
Unfortunately, it is often the case that by the time a human is expert at a task,
the decision making process becomes “subcognitive” and no longer available to
introspection. Michie and Camacho (1995) provide a simple example. A touch
typist can rapidly locate each key on the keyboard in order to type but as the
knowledge of where the keys are is subcognitive, they are ordinarily unable to
label a blank keyboard without trying to type a key and observing where they
place their finger.
The goal of Behavioural Cloning is to recover this subcognitive skill in
the form of human readable rules. These rules provide an insight into the
subcognitive decision making processes. In a way, the fact that the rules are
also machine readable and can be used in a controller is almost a side effect.
A Behavioural Cloning problem is structured in the same way as described
previously. A human expert demonstrates the task while their perception
and actions are recorded. These recordings, known as traces, are input into a
machine learning technique. Unlike other approaches to Learning by Imitation,
however, the machine learning technique is a decision tree learner or other
technique that is capable of generating rules that are human readable.
A useful property of having human readable rules is that the resulting
controllers are transparent. During execution, it is possible to see why the
different decisions are being made and what the decisions mean. This aids
troubleshooting verification and can result in greater confidence in the reliability of the resulting system.
This contrasts with other approaches that use other machine learning tech-

UNSW PhD Thesis: Learning Robot Behaviours by Observing and Envisaging. Raymond Ka-Man Sheh, 2010.

20

CHAPTER 2. BACKGROUND

niques that cannot generate rules that can be interpreted by humans, such as
Neural Networks or instance based methods. These models are extremely difficult to interpret and they yield few insights that may be used to construct
new agents, tune learning or assist in troubleshooting. While it is possible to
test these controllers, it is often difficult to verify that they will work correctly
when deployed.
A variant of Behavioural Cloning uses observations of a demonstrator in
order to learn qualitative models (Šuc, 2003; Šuc and Bratko, 1999b,a) that
are then used to generate controllers for controlling robotic systems such as
container cranes. The purpose of the demonstrator is not to provide the desired
mapping from situations to actions. Instead, the traces of training data are
used to induce qualitative constraints on the possible controllers that might be
suitable. Controller optimisation is then performed within these constraints.

2.1.5

Goal Direction

An interesting aspect of situation-action learning is that it can “develop working controllers that have no representation of goals” (Bain and Sammut, 1996).
However, this means that only a fixed behaviour can be learned. The autopilot
of (Sammut et al., 1992; Sammut, 1992) is severely limited in its abilities if
it can only fly the various manoeuvres – takeoff, turn and so-on – in exactly
the same way as was demonstrated. This also results in a lack of robustness
as the resulting controller can fail completely if it encounters a situation that
was not represented in the training data.
A solution to this problem is Goal Directed Behavioural Cloning. Isaac
and Sammut (2003) applied this to the problem of generating an autopilot
that could fly a variety of courses, including those that had not been seen
during training, in the presence of turbulence. This is a two level approach.
The upper level, called the anticipatory level, involves learning what the state
variables should be in order to achieve the goals. For example, this could be
the rate of climb that an aircraft needs to achieve in order to pass through a
point in space at a particular height. The second level, called the reactive level,
involves learning the control inputs required to achieve these state variables.
Isaac and Sammut (2003) used model trees to generate PID controllers for the
reactive level while the anticipatory level was produced with a regression tree.
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By splitting the problem into two, each half of the problem is able to
generalise more effectively. The anticipatory level learns to set target values
in order to achieve the higher level goals, which are largely unaffected by
turbulence or variations in system behaviour. The reactive level then learns
to take control actions to minimise the error to these target values. This
behaviour generalises across large areas of state space, including areas that
were not observed during training. In contrast, a Situation-Action policy is
unlikely to be able to make informed decisions outside regions of state space
that were not observed during training.
Depending on how the higher level goal is specified, the anticipatory level
may be trivial and not require learning. Hamner et al. (2005) employ a related
method of using Learning from Imitation to learn a reactive controller that
can respond to a goal. Their problem was learning the steering angle of a car
in order to avoid obstacles. Their goal consisted of a desired path. Instead of
turbulence, their robot encountered a variety of obstacles strewn close to and
over the desired path that had to be avoided.
Their equivalent of the anticipatory level was to simply take a point on the
path a fixed distance from the robot. The learning that was required involved
tuning the parameters for an existing mathematical model, which was based on
attraction to this goal point and repulsion from obstacles. The model directly
output steering and velocity commands. The parameters to this model were
learned from traces of a human demonstrator, who drove the robot.
Our application requires the ability to specify a desired path that the robot
should follow. However, like the work by Hamner et al. (2005), our main
problem is that of the sensed environment requiring deviations from this path,
rather than accounting for random perturbations due to turbulence. As we will
discuss in Section 3.3.3 where we present our corridor features, our equivalent
of the anticipatory level is also a simple transformation from the higher level
goal specifications to the inputs of our learned model. However, the dynamics
of our system are too complex for a mathematical model to encapsulate either
the model for the demonstrator or (as we will discuss shortly) the model for
the system. Instead, in our Situation-Action control agent in Chapter 4, we
learn this model from scratch.
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Learning a Value Function

A more abstract approach to learning from a demonstrator is to use the observed examples in order to learn a value function. The agent then uses this
value function to determine its policy. A benefit of learning a mapping from
states to values, rather than actions, is that it allows the agent to incorporate
additional background knowledge in its policy. This background knowledge
may be explicit, such as a weighting on the values, or implicit, in the way in
which the values are learned or used.
The value function can represent traditional Reinforcement Learning style
rewards. Atkeson and Schaal (1997) assume that the demonstrator is optimal. The agent learns a model for the reward function that favours states that
the demonstrator encountered. Alternatively, in Inverse Reinforcement Learning or Apprenticeship Learning (Russell, 1998; Ng and Russell, 2000; Abbeel
and Ng, 2004), the demonstrator is assumed to be implementing a policy that
optimises against an unknown reward function. The task of the agent is to
model that reward function based on observed examples. In both cases the reward function is then used to generate a policy via conventional reinforcement
learning.
Our Action-Model control agent, discussed in Chapter 5, also uses a value
function based on a model that is learned from demonstration. However,
our methods differ somewhat from that of Inverse Reinforcement Learning
as our value function is learned from both the demonstrator’s successful and
unsuccessful actions.

2.1.7

Learning a System Model

A third role that the demonstrator can play in the process of building an autonomous agent is in exciting the system that the agent is to control. The
agent observes the behaviour of the system in response to the demonstrator’s
actions and learns a model of the system. Other techniques such as reinforcement learning may then be applied to learn a policy using this model.
This scheme may be used when a parameterised system model exists but
where the parameters themselves are unknown. The operator excites the system and the traces are used to learn these parameters. Assuming the model
is mathematical, this can be considered system identification (Ljung, 1999).
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An impressive example of this scheme in action is work by Ng et al. (2004);
Abbeel et al. (2007); Ng et al. (2003a,b). This work resulted in an autonomous
controller that was able to pilot a remote controlled helicopter and perform a
variety of slow aerobatic manoeuvres, including sustained inverted flight. The
human expert demonstrator played two roles in this work. They excite the
system so that data may be collected to learn the system model. They also
provide a trajectory that defines the value function for a reinforcement learner,
which performs policy gradient ascent in the learned model to produce a policy
that controls the real helicopter.
An interesting aspect of this work, highlighted in Ng et al. (2003a), is that
their learned model is stochastic, to mirror the real system, but they perform
policy gradient reinforcement learning. They are able to do so by fixing the
sequence of random numbers provided by the random number generator that is
the source of the model’s stochasticity. This “freezing” of the random number
generator effectively makes the model deterministic across a single run and
allows them to more efficiently learn a policy through policy gradient ascent. In
Chapter 3, we describe our use of search through a stochastic simulator, where
we must also “freeze” the simulator’s stochasticity (by caching the results of
simulated actions, rather than by freezing the random number generator) in
order to perform the search.

2.2

Autonomous Control of Ground Robots

Autonomous ground robots have been the subjects of a wide variety of research. Our primary focus is on robots that must operate in complex and
unstructured terrain where the primary challenge is in sensing and interpreting the environment. In this section, we will first give a very brief overview of
the various families of autonomous ground robots and where our application
fits into this spectrum of work. We will then highlight previous work with an
emphasis on environment and terrain sensing, modelling and interpretation.

2.2.1

Families of Autonomous Robots

In this thesis we are concerned with the control of low speed mobile robots
in complex and unstructured terrain. Low speed means that inertia has only
a minimal effect on the control of the robot system. We define complex and
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unstructured terrain to be terrain that can only be reliably traversed by a
robot if the robot’s controller explicitly considers the way in which variations
in the terrain affect the robot’s behaviour. Robots that operate under these
conditions include robots for urban search and rescue, rough terrain supply
vehicles and planetary rovers. We can categorise all autonomous mobile robots
along the two dimensions of speed and terrain complexity.
Robots that operate at low speed in highly complex terrain occupy one
quadrant. In the opposite quadrant are robots that operate at high speed
and over simpler terrain. Robots that autonomously drive on highways fall
into this category. The main challenges are sensing and reacting in time,
predicting what may happen and accounting for the dynamics of the robot
and its environment.
In the other two quadrants are robots that operate at low speed in simple
terrain and those that operate at high speed over complex terrain. Examples of
the former include factory, warehouse and dockside automation robots, where
separate challenges such as safety are important. The DARPA Urban Challenge robots also operate in this quadrant where, once again, safety precludes
faster operation.
Examples of the latter include perhaps one of the higher profile applications
of autonomous robots, the DARPA Grand Challenge. They may not operate
at highway speeds or over terrain as complex as search and rescue or planetary
exploration robots but the challenge comes from a combination of speed and
a variety of terrains that each have a different effect on the robot.

2.2.2

Planning over Rough Terrain

One way of traversing unstructured terrain is to perform a search through
possible paths and use simulation in order to generate an estimate of the
robot’s future behaviour. Early work in this direction includes that by Gat
et al. (1990) and Shiller and Gwo (1991); Shiller (1999) while more recent
examples include Howard (2007). The terrains, which, in their applications
are the surfaces of extraterrestrial bodies, are modelled in patches of varying
slope. A mathematical model of the robot is used to determine how the robot
may behave on the different patches and determine a suitable path through
the terrain. Restrictions on the complexity of the interactions that may be
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represented by these models limit the use of these techniques to terrain that
can be modelled as smooth surfaces.
Green (2007) used a related approach to build an agent that can drive an
off road vehicle over rough terrain. Instead of using mathematical models to
determine traversability, the robot is accurately modelled in a high fidelity
physics simulator, along with the terrain in the area around the robot. This
allows the agent to deal with terrain that is of a greater roughness and complexity than in the past. The agent then performs forward planning in simulation
to find a sequence of points, configurations or control actions that can drive
the robot from the starting location to a goal configuration, in the presence of
various static and dynamic constraints.
We also make use of forward planning in simulation for our autonomous
search based demonstrator, which we will describe in Section 3.2 (and in fact
we use the same physics engine as Green (2007)). However, in our application
it is very difficult, if not impossible, to generate a plan that is meaningful over
more than the next step because, as we will discuss further in Section 3.3, our
sensing is on-board and restricted in range. In contrast, planning approaches
such as Green (2007) assume the presence of sufficient information to generate
meaningful plans over several control cycles.
Our use of machine learning to learn a model from the simulation also serves
to average out the stochasticity in the simulator. In contrast, planners applied
to this problem have difficulty in handling stochasticity in the simulator. Green
(2007) addresses this problem by using a separate reactive controller to manage
deviations between the robot’s actual movements and those predicted by the
forward planner.

2.2.3

Terrain Traversal using Monocular Vision

An alternative approach to sensing of the terrain is to use onboard vision.
For instance, Thrun et al. (2006) and Saxena et al. (2005) both implemented
systems that use monocular computer vision, in conjunction with machine
learning, to detect terrain features for the purpose of mobile robot control. The
scales are very different – the former was in the context of the 2006 DARPA
Grand Challenge while the latter was implemented on a toy car. However, the
principles are very similar.
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In both cases, laser rangefinders are used to detect drivable surfaces or
obstacles. These are then used to train machine vision algorithms that operate on monocular images in order to detect similar terrain when the laser
rangefinders cannot be used. In the case of Thrun et al. (2006), learning was
performed online, with drivable surfaces visible to both the camera and laser
used to train the vision system in order to detect drivable surfaces that could
only be seen by the camera. In contrast, Saxena et al. (2005) use a separate
training stage where obstacles are labelled in the camera image using information from a laser range scanner mounted alongside the laser. The resulting
vision system was able to detect obstacles using the camera images alone.
Monocular images are an attractive source of information for terrain classification because the necessary sensors are low in cost and easy to use. However,
they are poor at detecting 3D structure in unknown terrain, where surface
texture and lighting can cause problems. Indeed, Thrun et al. (2006) learn
to detect the drivable surface online precisely to account for these variations
where the goal is to not so much detect the 3D structure, but to find areas
that are similar to those that the laser rangefinders have already deemed safe.
In our application, the 3D structure is the primary concern.

2.2.4

Terrain Traversal using Onboard 3D Sensors

3D sensors are often used on-board mobile robots, especially those that operate
in complex and unstructured terrain. We regard a sensor as 3D if it allows
the shape of the driving surface to be reconstructed1 . Traditionally, this has
been in the form of stereo vision, however more recently 3D scanners and range
imagers have become popular.
Perhaps one of the most impressive applications of stereo vision has been
on the Mars rovers Spirit and Opportunity. Maimone et al. (2007) provide
an overview of their vision and navigation systems. A particularly notable
feature of their work is that the vision system is severely limited in available
processing time.
Talukder et al. (2002) also use stereo vision to detect obstacles by using fast
operations in the image plane to detect clusters of points that are unlikely to
1

These are sometimes called “2.5D” sensors as they generate data that only allows for
the reconstruction of a 2D manifold in 3D space, rather than a value for every point in 3D
space as a true 3D sensor would.
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represent drivable surfaces. Although they applied their work to a passenger
vehicle driving on unpaved roads, the principles are applicable to vehicles of
all sizes.
Poppinga et al. (2008) use a combination of both stereo vision and a timeof-flight range imaging camera to classify surfaces that their RUGbot robots
may traverse. Rather than directly using the shape of the terrain, they first
perform a Hough transform on the point cloud generated by their sensors and
then detect patterns in the Hough space that indicate the presence of the
various terrain types such as flat flooring, valleys and rough terrain.
All of these techniques make use of the point cloud but their primary goal
is to ultimately classify the terrain into classes that represent some measure of
traversability. There has been work in extending this principle to classifying
terrain into classes that represent different behaviours that might be suitable
for traversing them, such as the work of (Dornhege and Kleiner, 2007). This
contrasts with the work of Green (2007) described earlier where the actual
shape of the terrain is important to the controller in determining a sequence
of actions that should be taken.
Decision making at the level of control actions to overcome specific terrain
shapes (rather than detecting and avoiding them) is rare among controllers for
wheeled and tracked vehicles. However, it is often necessary for legged robots,
where foot placement requires knowing exactly where the supporting surfaces
are. A typical example is in the work of Kolter et al. (2009), who use a stereo
vision system on a small quadruped robot. They place particular emphasis on
accounting for occluded parts of the terrain, an important consideration when
planning foot placement.
An alternative sensor that has been often used for generating 3D data
from mobile robots is the line scanning laser rangefinder, either mounted at
an angle to the direction of travel (Thrun et al., 2003; Urmson, 2005; Thrun
et al., 2006; Dornhege and Kleiner, 2007) or on a rotating mount (Sheh et al.,
2006a; Nüchter et al., 2006). These devices are highly accurate and are often
used to generate full maps of enclosed and outdoor areas. However, units that
are fast enough to generate dense 3D points have, until very recently, been too
large and power hungry to mount on smaller mobile robots such as the ones
that we use.
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A major problem with using stereo vision for 3D terrain sensing is that its
performance varies with surface texture. As many, including Poppinga et al.
(2008), have pointed out, this can result in large areas devoid of 3D data. Line
scanning laser rangefinders, either mounted at an angle to the direction of
travel or on a rotating mount, are accurate and are significantly less affected by
surface texture. However, they either require additional mechanical complexity
in order to rotate the scanning plane or require the vehicle to be moving in a
manner that can be estimated with considerable accuracy. They are relatively
slow as they build up their 3D data by scanning a single point measurement
beam.
In contrast, time-of-flight range imagers (Oggier et al., 2004) are significantly less affected by surface texture. They are also fast, capturing an entire
range image at video frame rates. As we will describe in Section 3.3, they
do have other issues. As range imagers have only recently become widely
available, relatively little work has been done in using them as terrain sensors
for mobile ground robots. Apart from Poppinga et al. (2008), we have also
performed earlier experiments in mapping (Kadous et al., 2005b; Sheh et al.,
2006b) and for autonomy in complex terrain (Kadous et al., 2006a; Sheh et al.,
2007; Kadous et al., 2005a).

2.3

Discussion

The components for creating agents that can learn to control mobile robots
in complex and unstructured terrain exist. Various groups have used sensors
that are able to supply the agent with terrain information. While earlier
sensors have been limited to stereo vision, which is often affected by problems
with surface texture, more recently range imagers have allowed dense range
images to be captured at video frame rates. Traditionally this information
has then been used in conjunction with mathematical models to plan paths.
Recent advances in computing power and simulation have also made simulators
that can faithfully recreate mobile robots and their interactions with complex
terrain. Machine learning techniques that can learn various models that allow
systems to be controlled on the basis of demonstration have also progressed,
with the aid of advances in computing power.
In this thesis, we combine these techniques. Our framework is that of
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Learning from Demonstration. In the spirit of Pomerleau (1991), our three
control agents use machine learning to model one or more of the demonstrator’s interpretation of the high dimensional state description, the response of
the robot system and the appropriate policy to achieve the higher level goal.
However, our problem requires significantly more complex decision making.
As our robot senses and interacts with complex terrain, the relationship between actions, situations and outcomes are significantly harder to define than
for many other control tasks.
We do implement Behavioural Cloning as discussed by Bain and Sammut
(1996). Our approach is similar to the reactive layer of a goal directed reinforcement learning formulation, where the heading and lateral offsets of the
robot to the corridor form the goal variables that we wish to minimise. Unlike
more general Learning from Demonstration, we are able to extract rules from
our learned models that give us insights into the problem and can be used
to help determine why our controllers succeed or fail. We extend this ability
to our other controllers where we use another autonomous controller as the
demonstrator. Although we cannot call this Behavioural Cloning as we are
not producing rules that mirror a human’s subcognitive skill, we are still able
to benefit in a similar way from the production of human readable rules. As far
as we are aware, the complexity involved in interpreting the state description
and robot-terrain interactions in our application exceeds that of any previous
application of Behavioural Cloning or Learning from Imitation.
Although Learning from Demonstration and related techniques have been
used for very impressive control tasks such as model helicopter aerobatics (Ng
et al., 2004) or avoiding obstacles (Hamner et al., 2005), those tasks are primarily challenges of precisely modelling the system or controller. In general they
already know how the system works and have mathematical models for generating convenient state descriptions from sensor data and more mathematical
models, with some unknown parameters that are learned, that describe how
those state descriptions change with control inputs. In contrast, in our work
we have very little prior knowledge of how our robot will react to control inputs in a given environment nor a convenient state description. We simply
cannot reliably say for certain what is or is not important in a map of the
terrain, resulting in a high dimensional state space. Our robot can interact
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with the environment in very complicated ways. Modelling all of these multicontact interactions is intractable without resorting to some form of physics
simulation.
Therefore, like Green (2007), we use more general physics simulation to
replace the domain specific mathematical models of the system and environment. These physical models are still generated by hand and, ultimately, the
physics simulator still uses mathematics to perform its simulations. However,
we leverage the abilities of the simulator to model a larger number of general
terrain types and interactions than would be practical with domain specific
mathematical models.
This allows our robots to tackle much more general terrain and, as importantly, allows us to validate our models to ensure that they behave like the
real robot in situations that matter, rather than situations that are mathematically convenient. As we will show, we can build these simulated models
with only limited information about the real robot system and yet still achieve
performance that is very close to that of the real robot.
However, unlike Green (2007), we do not directly use simulation online.
Rather, we use it as a way of generating training data for the Learning from
Demonstration process. This allows us to gather larger quantities of training
data. The learning process also averages the stochastic simulator’s behaviour.
This means that a “lucky” or “unlucky” simulation run, which succeeds or
fails unusually, is less likely to cause undesirable behaviour in the robot.
In the next chapter, we will outline the demonstrators and feature extractors that we use to generate our training data and convert sensor data to a
feature space that is useful for learning. We discuss our simulation, including
simulator validation, along with general results in Chapter 7 where we discuss
our experiments while we discuss our three control agents in Chapters 4, 5 and
6.
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Experimental Setting & Data
Representation
In this chapter, we describe the experimental setting and sensor data representation common to the three control agents presented in this thesis.
We begin with a description of the infrastructure that supports the human
expert demonstrator and an alternative, autonomous, A* search based demonstrator. The role of the demonstrator is to demonstrate performance of the
control task. This means generating a sequence of actions that succeeds in
driving the robot over the terrain.
We will then introduce the feature extractors that we use in our three
control agents. These feature extractors, and corresponding data processing,
collate the history of sensor data and convert it to sets of features that are
amenable to learning.

3.1

Human Expert Demonstrator

We use a human expert as one of the sources of training data for the SituationAction control agent. Human experts can demonstrate the task using either
the real or simulated robots. They do not observe the terrain or robot directly.
Instead, they are presented with visualisations of the same sensor data from the
range imager and localisation sensing module that is provided to the control
agent. To present this more limited sensor data, we replace the conventional
user interface (Kadous et al., 2006b,c) with a much simpler interface, shown in
Figure 3.1. In response to this data, they send action commands to drive the
training robot. This interface is designed to provide the demonstrator with
similar information to that which is available to the control agent but with
visualisation that allows them to more easily interpret the data. We were less
concerned about user interface design factors as the human expert was already
familiar with the robot and direct interpretation of its sensor data.
The upper panel displays the robot’s heading and lateral errors with respect
31
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(a)

(b)

(c)

(d)

Figure 3.1: The user interface for driving the robot in simulation (a) and reality
(c). Views of the simulated and real robots, which cannot be seen by
the operator, are presented in (b) and (d) respectively.
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to the navigation corridor. The centre panel shows the range camera’s depth
image. As this can be difficult for a human to interpret, we also include the
reflectance image provided by the range camera, which more closely resembles
a conventional camera image. Below this is a panel that displays the robot’s
roll, pitch and heading error to the corridor respectively. In the last panel are
buttons representing the actions that the operator can command.
We train the control agent using only one human expert as the demonstrator. Multiple demonstrators, with different driving styles, may serve to
confuse the learning process (Sammut et al., 1992). The author was the human expert for the purpose of collecting the training data in the experiments
in this thesis. He has had considerable experience operating rescue robots in
complex terrain as a robot operator competing in the RoboCup Rescue Robot
League competition over several years.

3.2

A* Search Based Demonstrator

The demonstrator’s job is to generate control actions that succeed in driving
the robot over the stepfield. These actions are recorded by the training system,
along with the situations in which they were taken, and these records are used
by the control agent to learn how to control the robot.
In the previous section, we used a human expert to generate these sequences
of control actions. However, human experts are in short supply and it is
arguable if using multiple experts would improve matters. The difference in
driving styles is likely to confuse the control agents (Sammut et al., 1992).
Human experts also suffer from human factors such as fatigue, which increases
the probability of mistakes, can result in inconsistent actions that may confuse
the learner1 and limit the amount of training data that may be gathered.
To overcome these difficulties, we have built an autonomous demonstrator.
This demonstrator uses an A* search based trial-and-error forward search in
the simulated environment in order to find a viable path through the terrain.
Once this path is found, it is replayed in simulation to generate the sequences of
situations and actions that are then presented to the control agent for learning.
We run this demonstrator simultaneously over several computers and col1

Although as we mentioned in Chapter 2, the “Cleanup Effect” means that some inconsistency can be ignored.
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lect significantly more training data than we can with a human demonstrator.
In the course of our work, we collected training data from the autonomous
demonstrator that would have required over 1,000 hours of human expert
demonstration time.

3.2.1

Search as a Demonstrator

The human expert observes data from the range imager, interprets this data
and decides on an action. If the human expert later finds out that the action
was incorrect, it can’t be undone and corrected. This is one reason why we
use experts – they’re more likely to select a good sequence of actions, based
on what they see.
In the real world, committing to an action is unavoidable. Once the robot
has moved, it is impossible to undo the action and put it back exactly where it
was. It is impractical to approximate this by physically moving the robot back
to past locations. However, in a simulator, we can easily save the simulation,
or world, state. We can then perform an action and, if necessary, restore the
world state. This ability to “undo” an action allows us to perform trial-anderror search in the simulator to find a sequence of actions that will allow the
robot to drive from one point to another over the simulated terrain, and the
corresponding sequence of situations that the robot encounters on the way.
A Summary of A* Search
We implement the search based demonstrator using A* (Hart et al., 1968) as
the underlying search algorithm. We chose A* as it is a commonly used, well
understood technique.
In summary, A* is an (estimated-) best-first graph search algorithm which
aims to find the lowest cost path between a starting node and one of a set of
goal nodes. It assigns each node x a cost f (x) = g(x) + h(x), representing the
estimated cost of the best path between the start node and the closest goal
node, assuming the best path passes through x. This is based on both the
node’s cost from the start g(x) and a heuristic h(x), which uses background
knowledge of the domain to estimate the cost to the goal. The heuristic should
ideally be admissible, meaning that it should never over-estimate the cost to
the goal. We discuss admissible heuristics later in this section.
The search algorithm maintains a priority queue of nodes in the graph,

UNSW PhD Thesis: Learning Robot Behaviours by Observing and Envisaging. Raymond Ka-Man Sheh, 2010.

3.2. A* SEARCH BASED DEMONSTRATOR

35

sorted by f (x). Each node in the queue also contains the path to reach it
from the start node. At initialisation, this queue contains a single node, the
starting node. At each iteration, the node in the queue with the lowest f (x)
is removed from the queue and tested to see if it satisfies the goal.
If the node satisfies the goal, the path to reach it is returned as the best
path to the goal. If not, it is “expanded”. This means its children are found,
h(x) evaluated for each of the children and then they are entered into the
queue and the queue re-sorted by f (x).
Our Search Problem
Our search is performed through the space of action sequences. The graph
through which the search is performed is a tree2 . Each node in the tree is
reached by way of a unique sequence of actions. The nodes store the simulator
world state that results from taking that sequence of actions from the start
node. Each expanded node also has one child for each action that may be
taken starting from that node. As there are 8 possible actions in our robot
control task, each expanded node has 8 children, one for each action.
To expand a node, for each of the 8 actions the node’s simulator world state
is loaded into the simulator and the action command sent to the simulated
robot. When the action completes, the new simulator world state is stored in
a new node corresponding to the action and the process repeats.
The start node corresponds to the simulator state where the robot is at its
starting location. The goal nodes in the search correspond to simulator states
where the robot lies within a predefined goal box.
We use discrete actions as the cost metric so the cost from start g(x) is
simply the depth of x in the tree. Since each action is taken for a fixed period
of time, we can also consider the cost to be a measure of time so g(x) represents
the time from start to node x, h(x) represents the estimated best time-to-goal
from node x and f (x) represents the total estimated start-to-goal time of the
fastest path passing through node x.
2

This is a tree rather than a general graph. Due to simulator stochasticity and the use
of floating point numbers, we assume that it is impossible to arrive at precisely the same
simulator state by two paths.
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Search in a Stochastic Simulator
We are treating the problem of finding a path from the start state to the goal
state in simulation as a tree search. The nodes represent world states with the
robot (usually) in a different location at each node. The edges representing
actions that aim to move the robot from one location to the next. We do not
know the locations of each node until we take an action in the simulator.
The simulator is stochastic. This means that from one location, if the same
control action was taken twice, the robot will arrive at two different locations.
It is very difficult to perform a graph search in an environment where the graph
keeps changing as the search progresses.
However, the A* search process, as implemented, never performs the same
action from the same location twice. It performs the action the first time
and caches the result in its priority queue. As a result, while the underlying
simulator may be stochastic, each action and thus each sampling from the
underlying source of stochasticity is only performed once. The result is then
“frozen” for the life of the search.
This technique resembles the idea behind the Pegasus algorithm by Ng and
Jordan (2000) where policy iteration was performed in a stochastic numerical
simulator. In the case of Pegasus, the stochastic simulator was made deterministic for the duration of the policy iteration search process by replacing the
random number generator with a fixed sequence of random numbers that were
re-used over the course of the search. In our case, we fix the results of taking
each action in each location, therefore our simulator becomes deterministic
through the course of the search.
An obvious problem with eliminating stochasticity in this manner is that
it is possible for a very unlikely transition to be “frozen” for the life of the
search process. For example, the robot may take a simulated action near an
obstacle and by chance the robot “gets lucky” and scrapes past. That result
will be “frozen”. However, these transitions are not frozen between different
searches. We rely on the fact that we use the search based demonstrator to
generate many runs in order to average out these effects.
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An Inadmissible Heuristic
The A* algorithm is only guaranteed to find the lowest cost path to a goal
state if h(x) is admissible, meaning that it will never over-estimate the cost
to the goal. Consider a node xn , one of its children xn+1 and the lowest cost
path from the start to the goal that passes through xn and xn+1 . Prior to the
expansion of xn , the estimate of the cost (or duration) of this path is given by
f (xn ). After xn is expanded, the cost of this path is given by f (xn+1 ). A useful
interpretation of this is that the estimated cost between xn and xn+1 , which
forms part of f (xn ), is replaced by the actual cost between the two nodes,
which forms part of f (xn+1 ).
If h(x) is optimistic and underestimates the cost to the goal (meaning that
h(x) is too small), f (xn ) < f (xn+1 ) and the estimate of the path cost increases.
When a node is expanded, the estimated cost of the path through its children
will tend to be longer than the estimated cost of the path through its siblings
and the search tends towards breadth-first. While breadth-first search is slow,
it is guaranteed to find the optimal path.
In contrast, if h(x) is pessimistic and overestimates the cost to the goal
(meaning that h(x) is too large), f (xn ) > f (xn+1 ) and the estimate of the
path cost decreases. In this case, the search becomes closer to a search that is
greedy in h(x) and is no longer guaranteed to find the lowest cost path to the
goal. There is no way for a node’s siblings or ancestors to have an estimated
cost-to-goal that is better than that node’s children3 .
It is impossible to generate a useful admissible heuristic in our application.
In the limit, the terrain can, unbeknownst to the search, consist of a funnel
that leads directly to the goal. From any point, the robot may take any action
and roll to the goal. To be admissible for any set of terrain where this was
a possibility, the heuristic would need to be h(x) = 1. Apart from being
completely uninformative, this will reduce the search to breadth-first. This is
intractable in this domain, where the tree branches at a factor of 8 and there
may usually be 10 or 20 nodes between the start and goal.
We define the heuristic function to be the difference between the robot’s
3

The search will only backtrack once it encounters a region of the graph where h(x) is
no longer pessimistic. Note that a “black hole” region, where the robot makes no progress
regardless of action, will never have a pessimistic h(x).
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position and orientation and the goal position and orientation, divided by a
coefficient a. The expression for the heuristic function is given by Equation 3.1.
The position and orientation of the robot at node x is defined as (xx , yx , θx )
while that of the goal is (xg , yg , θg ). A weighting coefficient, wθ , which has
units of meters per radian, is applied to the angle to make it comparable to x
and y which are expressed as a distance. We define |θx − θg | to be the angular
difference, wrapped from −π to π.
1
h(x) =
a

q
|xx − xg |2 + |yx − yg |2 + (wθ × |θx − θg |)2

(3.1)

The cost may be regarded as being in units of time. In this case, we can
interpret a as the estimated closing speed to the goal. Although this heuristic
will never be truly admissible, using this intuitive interpretation helps us to
tune the behaviour of the search by choosing a.
Consider if we set a to some speed that we may reasonably expect the robot
to achieve. It may move faster than this on flat or easy terrain and it may
move slower than this on difficult terrain.
If the terrain is particularly difficult, the robot’s closing speed to the goal
will be less than a and h(x) is optimistic and admissible. In contrast, when
on particularly easy terrain, the robot’s closing speed to the goal will be faster
than a and h(x) is pessimistic and inadmissible. As long as the path that the
search has encountered continues to be easy and keeps revising f (x) down, it
will have no reason to consider any other path, even if terrain along another
path may be even easier. The search is, in effect, satisfied with terrain that
allows it to close its distance to the goal with a speed of a and assumes that
once it has found terrain where it can achieve this speed, it is “good enough”
and that it should just proceed greedily towards the goal.
This behaviour is useful because the search process is time consuming.
The simulator is tuned to operate in approximately real time. As each action
is taken for one second, each node expansion takes 8 seconds if there are 8
possible actions. By adjusting a, we can specify the closing speed that we will
be satisfied with. A smaller (slower) a will mean that we are satisfied with
a slower path in return for less time spent looking for better paths. A larger
(faster) a will mean the search spends more time looking for a better path that
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can reach a speed of a.

3.2.2

Sensing in Search

The search based demonstrator generates its action sequence in a very different
manner to both the human expert and the three control agents that we will
train using the data that this demonstrator generates. Instead of observing the
terrain, making decisions and executing them, this demonstrator tries different
actions in the search for a sequence that works.
The search based demonstrator only uses data from the localisation sensing
module which is used to calculate the heuristic h(x). However, the final path
that it returns must obviously be the result of the demonstrator accounting
for the effect of the terrain. What is this demonstrator’s equivalent of sensing?
The human expert and the control agents are able to make decisions based
on the terrain by observing the images from the range imager. The search
based demonstrator makes its decisions based on the way in which the simulated robot moves on the terrain. The terrain can only affect the robot’s
movements by physical contact so the search based demonstrator’s equivalent
to sensing can be considered as “touch”. At a given point in the final path
that is returned by the demonstrator, the search based demonstrator’s equivalent to a sensing horizon consists of all of the terrain that was touched by the
simulated robot in the trial-and-error search starting from that point. There
are three important implications of using the search based demonstrator that
are easier to explain if we make this connection between the area over which
we allow the search to be performed and the equivalent sensing horizon.
The Case for Additional “Sensing”
In Behavioural Cloning, one generally attempts to construct the training system and controller such that the demonstrator and controller use the same
information. There have been exceptions (Sammut et al., 1992) but even in
these cases the important state parameters are still available to both agents,
they just sense them via different means.
However, when we use the search based demonstrator, it becomes difficult
to ensure that the demonstrator and controller have access to the same information. We can restrict the effective sensing horizon of the search based
demonstrator to match the robot’s actual sensors but doing so is not neces-
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Figure 3.2: A robot needs to turn around in order to move towards the goal. In
deciding which way it should turn, it has no knowledge of the terrain
underneath or around it but it can assume that the wall it sees in the
right of the camera frame continues unseen to its right.

sarily fair on the search based demonstrator as the human is able to make
predictions about unseen terrain based on what they can see and their past
experience.
Consider the situation where the robot starts facing directly away from the
goal and must decide which way to turn to move towards the goal as shown
in Figure 3.2. The agent – human or autonomous – has no sensor data about
the terrain under the robot or between it and the goal. Despite this, the
sensor data is still useful to the human. If a wall can be seen to the right, the
human expert may, based on their experience with walls, make the reasonable
assumption that it is likely that the wall continues, unseen, to the right of the
robot and that to avoid it, it would be best for the robot to turn left.
However, if the search based demonstrator were limited to the same sensing
horizon as the robot, by restricting the search to only considering robot states
in terrain that can be seen by the robot’s terrain sensors, it would be unable to
find any path that would move it closer to the goal. To address this problem,
we always allow the search based demonstrator to search over the area of
terrain between itself and the goal, even if the area cannot be seen by the
robot’s sensors. By allowing the search process to extend beyond what the
robot can normally see, the search based demonstrator replaces the human
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expert’s experience-based predictions with the actual behaviour of the robot
over a concrete instance of what might be “beyond the sensors”.
For an individual training run, this is unrealistic and clearly the A* search
based demonstrator has an advantage over the human demonstrator and the
control agent. However, consider what happens when the search based demonstrator encounters several different terrains that look identical to the sensors.
Through its forward search, it chooses different actions in the different situations. From the control agent’s perspective, this will look like a distribution
over actions for, as far as it can tell, the same situation. The aim of the learning technique would be to learn a model that returns the action that is most
likely to be correct4 .
The Dangers of a Large Search Area
The terrain that is within the sensing horizon may be useful in predicting what
might be in the terrain in the immediate but unsensed vicinity. However, this
usefulness drops off rapidly for terrain that is further away. If we let the search
range over a much wider area than is visible in the sensors, we do run the risk of
introducing noise as the paths produced by the demonstrator contain decisions
that are influenced by terrain features that are so far away that current sensing
is unable to meaningfully predict them.
The Dangers of a Small Search Area
So far, we have discussed the reasons for making the search based demonstrator’s “sensing” reach further than the real robot’s sensing, but not too much
further. However, there is also the potential for the opposite problem and that
is where the demonstrator’s sensing horizon is shorter than that of the robot’s
sensors. This means that the search based demonstrator will be unable to
distinguish between terrains that the robot’s sensors are able to.
Consider the case where the search based demonstrator terminates its
search just prior to an obstacle that is detectable in the robot’s sensors. It is
likely that the search based demonstrator will simply drive the robot straight
towards the obstacle. However, were the search based demonstrator able to
search further, it would have returned a path that avoided coming so close to
4

Later, we will use not only the classification from the learning technique but also the
full distribution, in which case this ability becomes even more useful.
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Robot

Figure 3.3: The limit of the A* search and data collection. The robot starts in the
location shown and the A* search finds a path to the goal point. The
search is terminated at the goal line and only data between the robot
and the data collection limit is used for learning.

the obstacle.
These examples are not useful for learning as they introduce noise that,
unlike the previous case, do not help the control agent to learn to predict what
it cannot see.
Selecting a Search Area
As a compromise between these three issues, we limit the search based demonstrator to an area shown in Figure 3.3. This corresponds to an area that is 1m
in front of the robot’s starting position and is slightly larger than the robot’s
actual sensing horizon if it were on flat ground, facing the goal at the start of
the search. As the robot moves towards the goal, the search based demonstrator’s effective sensing horizon at each step shortens. To avoid the search based
demonstrator considering less terrain than is visible in the robot’s sensors, we
search right up to the goal line but we only use points in the found path that
are no closer than 0.5m to the goal line for the purpose of training the control
agent.

3.2.3

Starting Points

We have just discussed the reason why it is preferable not to use the A* search
based demonstrator to perform the full control task of driving the robot from
one end of the stepfield to the other.

UNSW PhD Thesis: Learning Robot Behaviours by Observing and Envisaging. Raymond Ka-Man Sheh, 2010.

3.2. A* SEARCH BASED DEMONSTRATOR

43

To ensure that we comprehensively sample the different situations that the
robot may encounter, we do not start each A* search from the start of the
stepfield. If we were to do so, the robot will see an unreasonable proportion
of situations that represent the robot mounting the stepfield. Instead, for the
main set of training data, we randomly place the robot on the stepfield, within
the navigation corridor. This ensures that the search based demonstrator
provides demonstrations of how the robot should be driven in order to mount
the stepfield, drive on the stepfield itself and dismount from the end of the
stepfield to return to flat ground.
In addition to randomly placing the robot on the stepfield, we start the
search with the robot in random orientations. This means that the search
based demonstrator also provides examples of how to turn the robot on the
stepfield in an appropriate fashion so that it can drive down the navigation
corridor. There are different ways of turning on the stepfield, such as simply
commanding a turn or performing a “three-point turn”. The method of turning
on the stepfield depends on the terrain. The intention of this randomisation is
to provide examples of these so that the control agent can learn how to perform
these turns in the appropriate situation, such as when corners are encountered.
We note that although we randomised the starting locations and orientations slightly for the human expert demonstrator, we could not sample as
many different locations and orientations as we could with the search based
demonstrator as it was impractical to generate the additional training runs
that would have been necessary for a comprehensive sampling of the space.
Searching for Paths from Pre-Failure States
The human and search based demonstrators generate examples of the desired
behaviour by performing the control task. As they both seek to maximise
the chance of success, the examples will tend to be skewed towards those
that are on paths to success. Situations that are near failure, such as when
the robot is immediately in front of an obstacle, are likely to be well underrepresented. This is particularly the case for the search based demonstrator,
which always returns a near-optimal path. As these demonstrators are “too
good”, as Sammut et al. (1992) observed, they “provide few examples of what
to do when things go wrong”.

UNSW PhD Thesis: Learning Robot Behaviours by Observing and Envisaging. Raymond Ka-Man Sheh, 2010.

44

CHAPTER 3. EXPERIMENTAL SETTING & REPRESENTATION

A less proficient demonstrator will generate more examples of what to
do when in undesirable situations as they are more likely to encounter such
situations. However, their traces will be contaminated with the sub-optimal
actions that resulted in the robot getting into undesirable situations in the
first place. Ideally, the training examples should include examples of what
to do “when things go wrong” without being contaminated with examples of
behaviour that resulted in “things going wrong”.
We have implemented a two-stage learning process that aims to provide
these examples using the A* search based demonstrator. First, a controller is
learned using training data from the A* search based demonstrator. We chose
to use the Action-Model control agent from Chapter 5 with both the Planes
and Deviations and Block Patterns feature extractors described in Section 3.3
as this controller. This controller was deployed in simulation in a variety of
randomly generated terrain. The simulator was instrumented to detect failure
events. These are when the robot flips over, leaves the corridor or takes actions
that do not result in movement.
The simulator recorded the configuration of the random terrain and the
position of the robot in the control cycle prior to each of these events happening. We refer to these as pre-failure positions. We collected 1,304 examples
of these pre-failure positions. We then perform a second round of training
data collection using the A* search based demonstrator, where each run starts
from one of these pre-failure positions. This process focuses the generation of
examples on areas of situation space where the control agent is known to fail.
The demonstrator provides examples of what the control agent “should have
done”. These training examples are added to the training examples obtained
previously and machine learning performed again.
Interestingly, while the A* search based demonstrator was successful in
finding a path from random locations about 91% of the time, when started
from these pre-failure situations it only succeeded 53% of the time, 687 out
of the 1,304 attempts. This seems to suggest that the pre-failure situations
are a combination of situations that are truly very difficult to overcome and
situations that the representation and machine learning are unable to model.
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An Example

In this section we will present a typical example of an A* search for a path
through the simulator. The robot starts at a random location in the terrain. In
Figure 3.4 we have made this location at the start of the stepfield for clarity.
The goal point, from which the A* search based heuristic is calculated, is
shown as a brown circle. The goal line, past which we regard the search as
complete, is shown as a line.
In the upper part of Figure 3.4 we have the search visualisation. The
current best node in the tree is marked with a small green circle while the robot
positions that result from every action that has been attempted are shown as
small red circles. The stepfield blocks themselves are marked as larger circles
only for the purpose of visualisation, the A* search is not informed of them
except via their effect on the robot.
After all eight actions have been attempted, the search process finds the
node x that maximises f (x). This is the node that results from taking the
f orward action, the location of which is shown as a small green circle in
Figure 3.5. The path from the starting node to this new best node is shown
as a green line. Note that while this is currently the best path, it will soon be
revised because, as can be seen from the lower part of Figure 3.5, if the robot
continues it will become stuck on the taller red blocks.
The search progresses in this fashion and Figure 3.6 shows the progress
after 37 nodes have been evaluated and 292 actions attempted. The best first
action has now been revised from f orward to f orwardlef t in order to line
the robot up with the red blocks that form two rails, however the robot has
once again become stuck as it fell off the rails to its left (towards the top of
the page). The search process will eventually go back along the path until it
reaches the point where the robot “fell off”, at which point it will find the
appropriate action to keep the robot on the rails so that it ultimately reaches
the goal.

3.3

Sensor Processing and Feature Extraction

In this section, we will describe the sensor processing and feature extractors
that we use in this thesis. The Situation-Action and Action-Model control
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Children of current node

Current node in
search tree

Goal line

Goal point

Stepfield

Figure 3.4: A simple example of an A* search. The upper diagram shows the A*
search tree while the lower diagram shows a view of the simulator. The
coloured circles in the upper diagram represent the stepfield blocks obtained from groundtruth and are only for visualisation and debugging
purposes. In this diagram, the robot has attempted each of the eight
actions and the eight resulting positions are shown in the upper figure
as small red dots.
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Current (best)
node in search tree

Figure 3.5: The second iteration of the A* search that commenced in Figure 3.4.
The search process has decided to expand the node that resulted from
taking the forward action. However, this results in the robot colliding
with the tall red blocks so none of the subsequent nodes result in any
forward movement.
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Current best path

Current (best)
node in search tree

Figure 3.6: 37 iterations into the search that commenced at Figure 3.4. The search
process has backed up from the path originally chosen in Figure 3.5
and is searching down a path that takes it to the left of the corridor.
Unfortunately, in this diagram, the current path results in the robot
becoming high centred on the rails.
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agents share the same sensor processing and feature extraction while the Short
Range Planner makes use of a restricted set of the same features.
It should be noted that in the discussion of each of the three control agents,
the term “state” will be defined slightly differently. In the Situation-Action
control agent (and in the rest of this chapter), the state is defined by the tuple:
s =< f0 , f1 , ..., fn >

(3.2)

where < f0 , f1 , ..., fn > consist of numeric features extracted from past and
present sensing. In the Action-Model control agent, we supplement this definition with several “abstract” terminal states, which represent the possible
outcomes from the various actions that the robot may take. This is defined in
Section 5.6.1. Finally, in the discussion of the Short Range Planner in Chapter 6, we use a definition of state that is more consistent with its traditional
meaning in the Markov Decision Process literature. This alternative version
of state is defined in Section 6.1.1.
When we talk about features in general, we refer to the description of the
robot’s state that is used by the various control agents to make decisions. This
state description consists of three groups of features that are generated from
the agent’s world model. The world model consists of the history of sensor
information.
The first set is terrain features that describe the shape of the terrain in
front of and around the stepfield. These features are computed by one of
our two terrain feature extractors, which we call the Block Patterns feature
extractor and the Planes and Deviations feature extractor. Both of these
feature extractors take as input a height map, which is a map of the height
of the terrain around the robot. This height map is part of the world model
and encapsulates past and present sensor data from the range imager and
localisation sensing module.
Next we have two corridor features that describe the position of the robot
relative to its navigation corridor. These consist of the offset in yaw between
the robot and the corridor and the lateral offset of the centre of the robot from
the centre of the corridor, normalised to the width of the corridor. These features are computed based on information from the localisation sensing module.
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Finally we have two inertial features that describe the robot’s inertial measurements – roll and pitch. These are calculated directly from the quaternion
provided by the localisation sensing module, which describes the robot’s orientation relative to the global co-ordinate frame.
The three types of features that make up the feature vector, and the flows of
data from the sensors that generate them, are shown in Figure 3.7. In the rest
of this section, we will describe the terrain features in greater detail, including
the sensor processing required to transform the raw sensor data into a form
from which we can extract features. We will then describe the process by
which our corridor and inertial features are computed. We defer a discussion
on the specific sensors, robot and terrain to the experimental setup sections of
Chapter 7.

3.3.1

Terrain Features

The role of the feature extractor is to transform the high dimensionality raw
sensor data from the terrain sensor into a set of numeric features that compactly describe the important aspects of the robot’s situation.
The detailed shape of the terrain around the robot plays an important part
in the autonomous agents’ decision making process. The need to represent this
level of detail requires a higher dimensional feature space than in most control
problems.
In most control problems, the mapping from sensor data to a set of descriptive features is well defined. In highway driving, image processing routines may
segment out the road and obstacles. In autonomous flying, the mapping from
airspeed, pressure, inertial, GPS and internal sensors to useful state variables
such as 6DOF position, velocity, acceleration and engine power are well defined. As a result, the controller only needs to deal with a handful of features
in its state description.
In contrast, our control problem has no well defined state features that can
describe the terrain. We simply do not know precisely what sorts of patterns
are important. This means we must use a feature space that is large enough
for us to have confidence that it encapsulates enough of the important aspects
of the terrain for the controller to make informed decisions. Although we do
not know precisely what the important aspects are, as we will explain in this
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Figure 3.7: The flow of data from the world, through sensing, sensor processing
and feature extraction, to the feature vector s =< f0 , f1 , ..., fn >.
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section, there are several guidelines that we can follow.
We have developed two different feature extractors. The first, which we
refer to as the Block Patterns feature extractor, is a simple discretisation of
the terrain map and represents a feature extractor that provides minimal additional information about the task. The second, which we refer to as the Planes
and Deviations feature extractor, is a feature extractor that was inspired by
interviews with robot operators and eye tracking experiments. It aims to capture the characteristics of the terrain that are likely to be important for the
human operator.
Both feature extractors share a common sensor processing stage. This stage
generates a height map, which is a discretised robot centric map of the height
of the surrounding terrain. This is generated from the history of sensor data
from the range imager and the localisation sensing module. We discuss our
robot’s sensors in greater detail in Section 7.1.5.
We will first discuss the characteristics that we regard as useful in a feature extractor followed by the common sensor processing stage. We will then
present the two feature extractors that we have developed.
Desirable Characteristics for the Feature Extractor
The purpose of a feature extractor is to transform the high dimensional sensor
data into a lower dimensional set of features which discard information that is
irrelevant while retaining information that should influence the decision making
process.
Doing this helps the learning algorithm to generalise across situations. The
feature extractor maps many situations, which appear different to the sensors,
to identical feature vectors. This means that some background assumptions
are being applied that assume that the differences between these situations are
irrelevant and may be generalised out. For example, the feature extractor may
ignore the area of the terrain far behind the robot, implying that it is irrelevant
to the decision making process. This concept is similar to that of inductive
bias in machine learning, where the learning algorithm applies assumptions
that allow it to generalise across the feature space.
The feature extractor also reduces the dimensionality of the learning problem, helping the learning algorithm to learn from a limited amount of training
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data by reducing the effect of random and irrelevant measurement variations.
Finally, the feature extractor and associated sensor processing produces
features that have consistent meanings. For instance, each feature produced
by our feature extractors will always correspond to the same location relative
to the robot. In contrast, the raw pixels from the range images will correspond
to different parts of the terrain depending on the tilt of the robot and the height
of the terrain itself.
We have discussed how it is desirable for feature extractors to reduce dimensionality. However, there are opposing arguments that call for an increase
in resolving ability, which generally requires higher dimensionality. Robots
that operate in complex terrain can benefit from an improvement in the resolving ability of the features. For example, an increase in the resolving ability
of terrain features representing terrain near the side of the robot may improve
the ability to distinguish between situations where the robot is about to clip
an obstacle from those where the robot just misses the obstacle. However, an
increase in the resolving ability of the feature extractor generally requires an
increase in the number of features to be extracted and an increased specialisation of those features.
In our application, the need to look far forward is regarded as being somewhat less important as we assume that there is a viable path within the navigation corridor so we limit the area of the representation to the area that is
generally visible in the past and present terrain sensor data. This area extends
around 1m in front of the robot and 30cm to either side. Although beyond the
scope of this thesis, a suitable extension involves the controller reporting back
to a higher level planner the fact that no path exists.
Terrain Sensor Processing
We make use of an intermediate representation, called a Heightmap, in order
to abstract away some of the characteristics of the range imager, such as its
position, field of view and the need to perform a projection to obtain 3D points.
A height map is a fixed size grid of cells, centred on the robot’s position and
aligned with the robot’s heading, but horizontal relative to the world. The
height map also accumulates measurements over time, allowing the feature
extractor to extract features from terrain that is no longer visible, such as
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underneath the robot. This serves as the memory for our reactive control
agents.
Each entry in the height map represents the observations of the height
of the terrain in that cell (or the fact that no observation has been made).
Heightmaps and their variations, including occupancy grids, are commonly
used in robot motion planning and behaviours (Latombe, 1991).
The generation of the height map is shown in Figure 3.8. Data from the
range imager and localisation sensing module is combined with information
about the robot’s geometry. The position of the range imager relative to the
robot’s origin is used to generate a set of 3D points, called the point cloud.
These represent the range imager’s observations in terms of points in 3D space
around the robot, in the robot’s co-ordinate frame. Information about the
geometry of the robot is also used to determine if any parts of the robot are
visible in the range image, so that these could be removed from the point
cloud.
For each point in the point cloud, the corresponding cell in the height
map is located by taking that point’s (x, y) position and that point’s height z
recorded in that cell. The robot’s motion, as determined by the localisation
sensing module, is also used to add points from the previous height map to
the cells of the current height map. This allows the height map to represent
points in the terrain that are no longer visible, such as areas underneath and
behind the robot as shown in Figure 3.9.
The localisation sensing module only provides the 2D change in position
between the two sets of data. We compare the current set of points from the
current range image with those from past observations to determine the change
in the robot’s height. Once all of the information available has been recorded
in the height map, the average observed height in each cell is calculated and
reported as that cell’s height. Although we could express this probabilistically,
based on the number and spread of observations, doing so adds additional
complexity that we regarded as being unnecessary.
The spatial resolution of the height map is constant while the resolution of
the range imager varies with distance from the sensor. When we choose the
resolution of the height map, we trade off several factors5 . If it is too coarse,
5

Here we only discuss the tradeoffs from the perspective of generating a map of the terrain.
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Robot on the terrain

Sensor data
(Range Image and
Localisation)

(x,y) +
Orientation

Point cloud
(relative to robot)

Height map
(relative to robot)

Figure 3.8: Generating a height map from sensor data.
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Robot on the terrain
in a new position

Sensor data
(Range Image and
Localisation)

(x,y) +
Orientation

Previous height map
(shifted by change in position)

Point cloud
(relative to robot)

New height map
(relative to robot)

Figure 3.9: Generating a height map from sensor data, incorporating data from
the previous height map.
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many points in the terrain become aliased to the same cell. This prevents the
height map from encapsulating the finer structure in the terrain.
Conversely, a resolution that is too fine greatly increases the computation
time and space requirements. In particular, increasing the resolution of the
grid to beyond what the range imager is capable of accurately resolving beyond
around one robot length or so yields no benefit. Worse yet, if the size of each
cell becomes significantly smaller than the space between actual measurements,
the resulting height map will have many cells with no measurements scattered
throughout it, which will require additional processing to account for.
We selected a resolution of 25mm per cell for the height map, which roughly
corresponds to the resolving distance of the range imager at a distance of one
robot length. For computational efficiency reasons we limit the range of the
height map to 1m in front and behind the robot and 1m either side of the
robot, yielding a grid of 80 × 80 cells for a total of 6,400 cells.
By abstracting the range imager, localisation sensing module and robot
geometry away, the height map allows us to substitute other sensors that can
obtain a terrain profile, such as external maps or laser range scanners6 .
Block Patterns Feature Extractor
The Block Pattern feature extractor was selected as an example of a naı̈ve
feature extractor that makes use of minimal background information about
the task. The area around the robot is divided into a regular grid of cells.
Each cell reports the average height of the terrain that it covers. This height
is relative to the robot’s height (defined as the height of its centre). The
numerical terrain features are defined by these heights.
This is perhaps the simplest feature extractor possible, however it still incorporates some background knowledge, in the form of the overall area covered
by the features and the resolution of the cells. Objects and patterns in the
terrain that are smaller than the grid cells will be “averaged out” over the
area of the cell and won’t appear. However, a loss of the ability to represent
high frequency components in the terrain affects more than just the ability to
In Section 3.3.1 we will discuss the resolution tradeoff in terms of generating features for
machine learning.
6
Although we do not use it for this work, separate research in our Rescue Robotics team
involves generating full 3D maps of environments using rotating scanning laser rangefinders.
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detect small objects. Sharp edges in the terrain are also high frequency and as
resolution decreases, the ability to accurately detect their existence and position also decreases. For terrain that is relatively smooth, this is not as critical.
However, in terrain such as irregular stepfields and other environments where
there are sharp edges, the loss of the ability to accurately represent the locations of edges in the terrain can be critical as it is often necessary to precisely
align the robot with these edges in order to successfully traverse the terrain.
These characteristics indicate that a high resolution grid would allow the
agent to observe the terrain at the highest level of fidelity. While it is true
that a high resolution grid would encapsulate the most information about the
terrain, the increase in dimensionality means that it is harder for the machine
learning algorithm to find patterns in the features that may be used for decision
making.
Less obviously, a high resolution grid can hide the larger, more important
features in the terrain. In a high resolution grid, the large object in the terrain
is covered by many of the cells. The machine learning techniques do not make
use of the fact that the attributes that represent the cells are spatially related
so the agent has to see many examples in order to conclude that all of the cells
are related and represent the same feature. In reality, what tends to happen is
that random variations in the training examples result in one or two cells on
the object being used in the decision making process with most of the object
being ignored entirely.
In view of these tradeoffs, we use the grid shown in Figure 3.10. The grid
covers an area 0.8m wide and 1.5m long, centred on the robot, with each cell
5 × 5cm in size, yielding a total of 16 × 30 = 480 grid cells and, thus, 480
features. We compute the height of each cell in this grid by sampling from
the higher resolution underlying height map. If there are no observations in a
particular cell we regard the feature that the cell represents as unknown.
Planes and Deviations Feature Extractor
The Planes and Deviations feature extractor was developed through informal
interviews with human expert operators. We also conducted experiments with
human operators while they drove the robot with the remote user interface.
Eye tracking equipment was used to determine the parts of the image that
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1.5m

0.8m

Figure 3.10: The grid pattern around the robot for the Block Patterns feature
extractor.

were of particular interest to the operator.
We found that in general, human operators were concerned by two factors.
The general shape of the terrain determined overall strategy. For example,
the terrain may be a slope, a valley or a hill crest at a particular orientation.
Significant deviations from this plane, such as holes and pillars, corresponded
to specific points that the robot should attempt to avoid or to hit with one of
its wheels. We also found that areas immediately in front of and to either side
of the robot were particularly important for lining up the wheels with features
in the terrain.
The area immediately in front of the robot, between the line of the wheels
or tracks, was of interest for positive obstacles that may block the robot. The
existence of holes may also limit the options for turning. The areas immediately
in front and to the either side of the robot are of interest in determining if there
is a wall, post or negative obstacle that is close by and prevents the robot from
either driving forward or turning towards that side. The area further ahead,
between half and one robot length, represents terrain that the robot may
encounter in two or three decision cycles time. This area is of interest for the
general shape of the terrain and the existence of walls and major obstacles.
This information gives the controller time to avoid obstacles while there is still
room to manoeuvre.
This feature extractor deliberately avoids representing terrain that is far
to the sides of the robot, even though these areas may be important if the
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Figure 3.11: The Regions of Interest for the Planes and Deviations feature extractor. The overlapping regions are separated into the smaller regions
(A) and larger regions (B). Figure (C) shows the robot overlaid to
indicate scale. Note that the robot is facing towards the top of the
page in this diagram and that the regions of interest are symmetrical
around the robot’s front-back axis.

robot needs to turn. In general, these areas are unlikely to be observed by
the forward-facing range imager. In future work, alternative sensors may provide information in these regions in which case additional experiments may
be required to determine how important these regions are and assign features
accordingly.
We divide this area into several regions of interest, shown in Figure 3.11.
There are 26 overlapping regions, covering an area 0.9m wide and 1.25m long
and biased towards the front of the robot. Each region is defined by 3 features
that describe the plane of best fit through the region and 3 that describe the
maximal deviation from that plane in the region. This yields a total of 156
features.
For each area, a plane of best fit through the terrain is calculated. This
plane encapsulates the general shape of the terrain in that area and, with its
neighbouring areas, represents patterns such as hills, valleys and ridges. The
plane is represented by the average vertical height h relative to the centrepoint
of the robot (but in the world-horizontal co-ordinate frame), the angle θ between the world Up vector and the normal vector and the angle φ between the
robot Forward vector and the projection of the normal vector onto the hori-
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Data point with greatest
deviation from the plane

Z
(world up vector)
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Y
(robot forward
vector projected
on to ground
plane)

X
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projected on to
ground plane)
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Figure 3.12: A single Region of Interest, consisting of (A) the three parameters
(h, θ, ϕ) describing the plane of best fit through the points in the
region, and (B) the three parameters (x, y, z) describing the point
that deviates the most from this plane. For clarity, we have not shown
the point cloud through which the plane of best fit is calculated.

zontal plane. These are shown in Figure 3.12(A). This yields three features,
(h, θ, φ).
We express the slope and direction of slope separately (rather than using a
more conventional pitch and roll representation) as we believe that the slope
and direction of slope are separate quantities that mean different things. We
believe that separating them in this fashion will help the subsequent learning
algorithms to generalise more effectively.
We represent the specific location of the largest positive or negative feature,
as computed by the maximum deviation from this plane. The location of this
feature is expressed in terms of its position within the area of interest, (x, y, z)
as shown in Figure 3.12(B) and contributes the remaining three numerical
attributes.
Compared to the grid-based feature extractor, the planes-and-deviations
feature extractor encapsulates significantly more background information from
the operator interviews and eye tracking experiments. It also produces a state
description that is considerably more concise, 156 features compared to 480.
Although each region of interest is considerably larger than the cells in the
block patterns feature extractor, each region of interest is more informative and
the use of planes of best fit allows for a higher level relational concept of slope
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and direction of slope to be expressed. Although the lower resolution means we
lose the ability to represent high frequency patterns, we partially regain this
ability by way of the deviations from this plane, which are expressed as floating
point numbers and can thus represent a deviation even more accurately than
the higher resolution block patterns representation.
The use of human-generated background information carries with it the risk
that the performance of the feature extractor will depend on the quality of the
background information supplied. Extra effort is also required to develop this
background knowledge – the locations of the areas of interest will differ from
robot to robot.
Terrain Feature Extractors for the Short Range Planning Agent
The preceding discussion focused on feature extractors that provide a set of
features for making a decision on the next action to take. This is applicable
to the Situation-Action and Action-Model control agents in Chapters 4 and
5 respectively. These control agents make their decisions in one step so the
terrain features need to encapsulate all of the information that they need.
The Short Range Planning agent in Chapter 6 uses the feature extractor
in a slightly different manner. As we will describe in Chapter 6, it divides
the decision making problem up into small parts, each of which only involve
determining the way that the robot may behave for the next control cycle.
This means we can limit the area of terrain that the feature extractor needs to
represent to the area that the robot is likely to be able to be in contact with
over one control cycle.
Of course, there is always a small chance that the robot may move very far
in one time step. Imagine if the robot is perched at the top of a very steep
slope, a single move may see it roll a very long distance. However, we regard
this as being highly improbable and so we limit the feature extractors in order
to reduce the number of features that the machine learning algorithm needs
to cope with.
We limit the Block Patterns feature extractor to an area of 12 × 14 = 168
cells, each 5 × 5cm in size as shown in Figure 3.13. The Planes and Deviations
feature extractor is limited to the central area shown in Figure 3.14. We
should point out that while in the Situation-Action and Action-Model control
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0.7m

0.6m
Figure 3.13: The grid pattern around the robot for the Bock Patterns feature
extractor when used with the Short Range Planner control agent.
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Figure 3.14: The Regions of Interest for the Planes and Deviations feature extractor with a restricted set of regions for the Short Range Planner control
agent. The overlapping regions are separated into the smaller regions
(A) and larger regions (B). Figure (C) shows the robot overlaid to
indicate scale.

agents, the Block Patterns feature extractor had more features (480 for the
Block Patterns feature extractor, compared to 156 features for the Planes
and Deviations feature extractor) the difference is considerably less for these
restricted versions. The 168 cells of the Block Patterns feature extractor for
the Short Range Planning control agent yields 168 cells while the 23 regions
of interest for the Planes and Deviations feature extractor for the Short Range
Planning control agent yields 138 features. This is because the Planes and
Deviations regions of interest are focused around the robot while the Block
Patterns cells are evenly distributed. As we remove features that represent
areas that are distant from the robot, we remove more Block Patterns cells
than we do Planes and Deviations regions of interest.
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Note that even though the area and number of features returned by the
feature extractor is reduced, the feature extractor is applied several times in
the same control cycle so the control agent is still informed about a larger area
of the visible terrain.
Each grid cell in the Block Patterns feature extractor, or Region of Interest
in the Planes and Deviations feature extractor, represents one and 6 features
respectively as before. However, we must modify our interpretation of height.
In the Situation-Action and Action-Model control agents, the feature extractor
is only used to evaluate features for the robot’s current location. In the Short
Range Planning control agent, it must also evaluate features at hypothetical
future locations. We are not able to predict the height of the robot at these
future locations so we cannot express the height of the grid cell or plane of
best fit in terms of height relative to the robot. Instead, for the Short Range
Planning feature extractors, we define the height of the grid cells or planes of
best fit to be relative to the average height of the height map over the area
that the feature extractor is evaluated.
Alternative Feature Extractors
One solution to the problem of needing a high resolution in order to detect
sharp edges while needing larger cells in order to detect larger patterns is to
extend the block pattern feature extractor to multiple levels. Several grids
of varying resolutions are overlaid onto the terrain as shown in Figure 3.15.
This increases the dimensionality of the problem considerably. We performed
preliminary tests of this feature extractor. However, we found that the increase
in dimensionality caused difficulties with learning and resulted in minimal
improvement in performance. Further work may improve this aspect, but we
decided that doing so was beyond the scope of this thesis.
Another method by which information about high frequency components in
the terrain – the accurate positions of edges, for instance – may be maintained
without using a high resolution grid is by aligning the grid with the major
features in the terrain. We discuss this feature extractor further in (Sheh
et al., 2007). The resulting attribute vector consists of one attribute per grid
cell as in Section 3.3.1 plus three attributes that represent the translation and
rotation of the grid relative to the robot.
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1.5m

0.8m

Figure 3.15: An example of a block pattern feature extractor with multiple levels
of overlapping grids. All three grids are applied concurrently.

This feature extractor makes the strong assumption that the terrain consists of features that form a regular grid. Although the most obvious terrain that satisfies this condition is the random stepfield, many structured and
semi-structured environments also satisfy this condition. Significant examples
include stairs, mismatched pitch-and-roll ramps, kerbs and areas strewn with
pipes, beams and other straight objects.
An advantage of this feature extractor is that it also provides an estimate of
the robot’s movement by matching patterns seen in the range image. However,
this estimate is more prone to erroneous matches than the localisation sensing
module that we describe in Section 7.1.5. We did not pursue this feature
extractor as we found it introduced additional complexity and did not work as
well in general terrain as we had hoped.

3.3.2

Inertial Features

Our two inertial features consist of the robot’s pitch and roll, fpitch and froll .
These are calculated directly from the quaternion representing the robot’s orientation relative to the global co-ordinate frame as provided by the localisation
sensing module. We discuss the localisation sensing module in further detail
in Section 7.1.5.

3.3.3

Corridor Features

The controller is informed of its task by way of the corridor features. These
consist of two numeric values representing the heading offset fCorrH and lat-

UNSW PhD Thesis: Learning Robot Behaviours by Observing and Envisaging. Raymond Ka-Man Sheh, 2010.

66

CHAPTER 3. EXPERIMENTAL SETTING & REPRESENTATION
Edge of Navigation
Corridor
fCorrH

fCorrX

Center of Navigation Corridor
(desired path)

Figure 3.16: The two features defining the navigation corridor (running towards
the upper left corner in this diagram). The robot is not drawn to
scale in this diagram. The robot (facing towards the top of the page)
makes an angle fCorrH with the corridor and is fCorrX from the
corridor centreline (normalised to half the corridor width). Note that
only the centre of the robot need remain within the corridor.

eral position fCorrX of the robot relative to the externally imposed navigation
corridor as shown in Figure 3.16. Note that fCorrX is normalised to the width
of the corridor. If fCorrX ∈ [−1, 1] then the robot is within the corridor. This
helps the policy generalise to corridors that are a slightly different width to
those on which it was trained.
This corridor is defined in the global 2D co-ordinate frame. We use the
position estimate from the robot’s localisation sensing module to determine
its location within this corridor. We discuss our sensing hardware in greater
detail in Section 7.1.5.
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Summary

In this chapter, we have described the demonstrators, or trainers, that generate the training data that our control agents learn from. A human expert
demonstrator, operating either the simulated or the real robot via a user interface, is monitored by the training system. It records the sensor data that the
human expert observes and the actions that are commanded. An autonomous
demonstrator, operating in simulation, generates paths by performing forward
search. The training system records the situations that it encounters along the
found path, along with the actions taken along that path.
We have also described the sensing and sensor processing that is involved
in producing the history of sensor data that forms the world model, and the
features that are extracted from this world model to form the agents’ representation of the world state.
In the next three chapters, we describe the three different control agents
that we have developed.
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Chapter 4

Situation-Action
Our Situation-Action control agent, and associated training system, models
and aims to replicate the behaviour of a demonstrator. The training system observes the demonstrator as they perform the control task. It records
the situation that the robot encounters and the action that the demonstrator
commands at each control step.
We define the situation as the history of sensor data collected by the robot
up to that point in time. The control agent inputs these records to a feature
extractor and machine learner that build a model of the demonstrator’s behaviour that generalises from these observations. When the control agent is
deployed to control the robot, it uses the feature extractor and model to map
from new situations that are encountered to actions that should be taken. The
components of this control agent are shown in Figure 4.1.
In this chapter we will first describe the three sources of training data. We
collect training data from a human expert demonstrating the control task on
a real robot, a human expert demonstrating the control task in simulation
and an automated A* search based demonstrator operating in simulation. We
will then describe the machine learning and control components of the control
agent. We start with pure Situation-Action approaches, which include Behavioural Cloning, followed by two extensions that aim to improve the ability
Control Agent

Training System
Demonstrator

Sensing

Training
Data

Machine Learning

Model

Controller

Action
Sensing

Action

Training World
Deployment World

Figure 4.1: The overall of the Control Agent and Training System. This is repeated
from Figure 1.2.
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Training System
Demonstrator
(human expert or autonomous policy search)
Action
Training Data
Logger

Sensing
Training World
(real or simulated robot + environment)

Figure 4.2: The expanded structure of the training system. Sensing includes the
robot’s heading and lateral position errors relative to a pre-specified
path and corridor.

of the control agent to avoid and recover from mistakes.

4.1

Training System

The training system encapsulates the demonstrator, who demonstrates the performance of the control task, and the logger, which records their performance
and logs training data. The control task is performed in discrete time steps.
At each time step the logger records the data from the robot’s sensors and the
action that the demonstrator commanded. These sequences of training data,
referred to as traces in Behavioural Cloning terminology, are examples of the
demonstrator’s behaviour and are provided to the control agent in batch form.
The overall structure of the training system is shown in Figure 4.2.
We have implemented three different training systems. The first two are
the same as the training systems used in Behavioural Cloning. A human
expert operator demonstrates the control task on the real robot or on the
simulated robot. The third training system uses an automated A* search
based demonstrator, which is only able to operate in simulation but is able
to generate more training data in a practical amount of time than a human
expert.
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Training World

The training world consists of the robot, complete with sensors and actuators,
and the environment in which the robot operates. The robot and environment may be real or simulated. We discuss the real and simulated robot and
environment in detail in Chapter 7.
The purpose of the training world is to provide an environment in which
the demonstrator may demonstrate the control task. It is important that the
sequences of sensor data generated by the training world are representative
of the sensor data that the control agent will observe when deployed. This
is influenced by three aspects of the training world. These are the training
robot’s sensors, the physical behaviour of the training robot and the scenarios
or environments that the training robot encounters.
Sensing
The ultimate aim of the Situation-Action control agent is to take the action
that the demonstrator would have taken if presented with the robot in the
same immediate environment. In this context the immediate environment is
everything that can be known about the robot and its surroundings that can
affect the robot’s physical behaviour. It is impossible for the learner or controller to directly perceive the immediate environment. Instead, they perceive
the immediate environment through the robot’s sensors. This information is
processed by the feature extractor to a state description, consisting of a set of
features that is input to the learner itself.
It is important that the mapping from the immediate environment to a set
of features is the same in the training world as it is in the deployment world.
The feature extractor itself does not depend on the training world and can be
made identical with little difficulty. However, there may be variation in the
sensing between the training and deployment robots which may cause a variation in the way that the features ultimately reflect the immediate environment.
Where we generate training data using the human expert demonstrator
and the real robot, the sensor that generates the training data is the same as
the one that is used in deployment. Therefore, the combination of sensors and
feature extractor is identical.
Where we use the simulated robot for training, we use sensors that are
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modelled on the real sensors, with matching specifications such as field of
view and maximum range. However, there are still differences in the sensor
data. The noise model of the real range imager is highly complex and is not
captured in its entirety by the additive white Gaussian noise model used in
the simulator. The localisation sensing module also has a somewhat simplified
noise model. We discuss these approximations in Chapter 7.
We have tested to see if this difference is reflected in the features that are
generated by our two feature extractors. We constructed identical scenes in
both simulation and reality and, using this noise model in simulation, generated features using both feature extractors. We found that while the simulated
noise model is simplistic and generates range images that look somewhat different to the eye as compared to the real range images, it results in features
that match those generated in reality. The noise reducing pre-processing and
averaging process involved in extracting the features from the range image
effectively eliminate the differences caused by the simplistic noise model.
Behaviour
Unlike the Action-Model and Short Range Planning control agents that we
will describe later in this thesis, the Situation-Action control agent only aims
to learn the behaviour of the demonstrator rather than the physical behaviour
of the robot. However, it is still important that the training robot’s physical
behaviour matches that of the deployment robot. There are three main reasons
why consistent physical behaviour between the training and deployment robots
is important to the Situation-Action control agent.
The physical behaviour of the training robot provides the transitions between successive situations. The heightmap generation process, presented in
Section 3.3, integrates successive observations to build a local map of the terrain. It is important that these histories of observations from the training
robot are representative of those that will be encountered on the deployment
robot.
The physical behaviour of the robot also governs the distribution of situations that are encountered. Apart from the starting situation of each training
run, each situation is the result of the previous situation, the action that the
demonstrator selected and the physical behaviour of the training robot in re-
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sponse to the situation and action. Therefore, the physical behaviour of the
robot biases the distribution of situations that are encountered towards situations that it can achieve. This distribution is likely to differ between the
training and deployment robots if their physical behaviours differ. As these
distributions differ, it becomes more likely that the control agent will encounter
situations during deployment that will be very different from what the demonstrator experienced during training.
Finally, the physical behaviour of the robot affects the behaviour of the
demonstrator. We do not assume that the demonstrator is perfect, especially
in Behavioural Cloning where the demonstrator is human. We rely on the
training system detecting the same failure conditions as in evaluation. If the
physical behaviour of the simulator differs from that of the deployment robot
there is a risk that the situations and actions that lead to success or failure will
differ. If the simulated robot has a lower centre of gravity than the deployment
robot, for example, actions that may cause the deployment robot to flip over
may in fact succeed in training, resulting in misleading training data.
The physical behaviour of the robot also affects the behaviour of the demonstrator directly. A human demonstrator can become accustomed to the training environment. If it does not behave the same way as the deployment robot
they may inadvertently adjust their behaviour to compensate. Likewise, the
autonomous A* search based demonstrator uses the simulator to make its decisions by trying a variety of action sequences and reporting one that achieves
the goal. A difference in physical behaviour between the training and deployment robots may lead to this demonstrator generating behaviours that are
entirely unsuited to the deployment robot.
If the same robot is used in training as deployment, there will be little or
no difference in physical behaviour. We also train control agents in simulation
and deploy them on the real robot where this match is no longer guaranteed.
We use simulator validation, described in Section 7.1.3, to ensure that the
qualitative physical behaviour of the simulated and real robots match.
Training Scenarios
The training scenarios, being the combinations of terrains and goals that the
robot and demonstrator encounter in training, should be representative of
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those that the deployed robot will encounter. It would be ideal for them to
be identical but given the huge variety of terrains that might be encountered,
this would be impossible.
Instead, the control agent generalises from the observed terrains to make
its decisions about new, unobserved terrains. If the control agent encounters
situations during deployment that are similar to those that the demonstrator
experienced during training, these decisions are more likely to be correct. As
the situations encountered during deployment become more dissimilar to those
encountered during training, these generalisations become more unreliable and
the controller becomes more prone to failure.
Stepfields provide us with a practical way of constructing random, yet
reproducible, environments in simulation and reality. As we will discuss in
Section 7.1.6, stepfields are designed to represent general complex terrain and
their wide variability allows them to be surrogates for more general terrains.

4.1.2

Demonstrator

The Situation-Action control agent is an implementation of Behavioural Cloning
if we use a human expert as the demonstrator. As we discussed in Section 2.1.4,
Behavioural Cloning grew out of a desire to automatically generate rules that
describe the behaviour of a human expert. This was as an alternative to having a human expert perform introspection and manually specify the rules that
govern their decision making process. Our use of a decision tree learner allows
us to generate these rules.
We also use an A* search based controller to demonstrate the control task.
Although this demonstrator does not make use of the sensor data from the
terrain sensor, as we describe in Section 3.2, it has its equivalent of terrain
sensing in the process of performing its trial and error forward search. This
process is similar to Behavioural Cloning and brings with it the benefit of being
able to produce rules that provide an insight into the agent’s decision making
process. We avoid calling it Behavioural Cloning as we are not producing rules
that clone the behaviour of a human.
The major advantage of the search based demonstrator is the fact that it is
completely autonomous. It can be run for days at a time in simulation across
multiple computers to generate large quantities of training data in a wide
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variety of randomly generated environments. In contrast, the human expert
can only run in real time and suffers from fatigue. This limits the variety of
environments in which they can practically demonstrate their behaviour.
However, the human expert is able to control the robot in the real world,
removing the problem of a discrepancy between the physical behaviour of the
simulated and real worlds. The search based controller is unable to do so as it
requires the ability to perform a trial and error search. Another major advantage of the human expert is that they bring a significant amount of background
knowledge to the task, such as the notion of safety margins and the ability to
recognise specific patterns. In contrast, the search based demonstrator will
pick a path that optimises its more simplistic reward function which can lead
the robot close to dangerous situations.
As we will show in the results of Chapter 7 and discuss in Section 4.4, this
means that for the same quantity of training data, the control agent trained
on training data from the human expert demonstrator outperforms the control
agent trained on training data from the A* search based demonstrator. However, the advantage is reduced when we consider the significantly larger amount
of data that the A* search based demonstrator can generate. In the next chapter, we will highlight another advantage of the A* search based demonstrator
that results in performance that is, in some cases, significantly better than
that of the control agent trained on data from the human expert.

4.1.3

Logger

The final component of the training system is the logger. The role of this
component is to record the sequences of situations that are encountered by the
robot at each control step, and the demonstrator’s action that was chosen at
each control step. In Behavioural Cloning parlance, these sequences are known
as traces. We should point out that the demonstrator does not necessarily
make use of the situation. The A* search based demonstrator does not use
data from the terrain sensor to make its decision.
Each record contains the raw data from the range imager, the estimate of
the robot’s 2D position and orientation from the localisation sensing module
and the action that the demonstrator performed following the collection of
this sensor data. This record is sufficient for the feature extractors described
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Figure 4.3: The structure of the machine learning component.

in Section 3.3 to generate the features that form the state descriptions.

4.2

Machine Learning Component

The role of the machine learning component is to produce a model of the
demonstrator’s behaviour, based on the examples provided by the training system. In conjunction with the feature extractor, this model generalises these
examples and allows the controller to make decisions with the aim of replicating the behaviour of the demonstrator during deployment. The generalisation
allows the control agent to decide on actions in situations that were not encountered during training.
The machine learning component consists of two stages, shown in Figure 4.3. The first is the feature extractor, which we discussed in Section 3.3.
It transforms the raw description of the situation into a lower dimensional set
of numeric features that are amenable to machine learning. In the process, the
feature extractor performs the first stage of generalisation since many different situations, with differing sensor data, will correspond to the same set of
features. In this control agent, we define our state description as the tuple:
s =< f0 , f1 , ..., fn >

(4.1)

where fn are the features extracted from the training data.
The features extracted from a training example become the attributes of
an instance of training data with the corresponding action that was taken
becoming the class label for that instance, (s, a). The second stage of the
machine learning component is the machine learning algorithm itself. It takes
these instances and produces a model that generalises these instances to map
from state to an action: s → a.
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During runtime, the controller must determine the action to take for each
situation that is encountered. It does this by extracting features from the
situation as was done in the machine learning component and then using the
model to map from these features to the action that should be performed. As
the actions to be output are discrete, this task is one of classification. The
class labels are the actions that the robot can perform.
We use J48, a decision tree learner implemented in the Weka machine
learning package by Witten and Frank (1999). J48 is based on the C4.5 algorithm by Quinlan (1993). The Weka package allows us to easily instrument the
learner, interface it with our software infrastructure and perform comparisons
with other learning techniques.
Decision tree learners have several characteristics that make them attractive for this task. They generate decision trees as their models, from which
can be extracted human readable rules. This allows us to gain an insight into
the controller’s decision making process.
In contrast, most other machine learning techniques generate models that
are difficult or impossible for humans to extract meaning from. Examples
include the hyperplane and kernel definitions for Support Vector Machines,
network weights for Neural Networks or the individual training instances for
memory based techniques such as Locally Weighted Regression or K-Nearest
Neighbours. While meta-learning techniques such as bagging and boosting can
improve the performance of learners such as J48, we avoid using them as they
also serve to obfuscate the underlying decision making process.
The process of recursively splitting on the most informative attribute gives
the decision tree the ability to perform implicit dimensionality reduction. Uninformative attributes are ignored if they do not help in distinguishing between
training examples. This is an advantage in a domain such as ours, where there
are many attributes and where some attributes are very informative in only a
limited area of attribute space.
While the recursive nature of the splitting process allows the decision tree
learner to focus on attributes that are informative in restricted areas of attribute space, it also leads to the problem of reducing the number of training
examples available in subsequent levels of recursion.
We have tested the abilities of the J48 decision tree learner against sev-
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Figure 4.4: The structure of the controller component.

eral other learning techniques. As we will show in Appendix A, decision trees
in general and J48 in particular perform well on this task. Out of the machine learning techniques surveyed, including Locally Weighted Regression,
Naı̈ve Bayes, Support Vector Machines and several meta-learning techniques,
no technique performed significantly better than J48. We also surveyed a variety of different growing and pruning parameter settings for J48 and found
that no combination appeared to perform significantly better than the default
parameters.

4.3

Controller

The final part of the control agent is the controller itself. It consists of two
components. It contains the model, produced by the machine learning program
during the learning stage. It also contains a duplicate of the feature extractor
used during learning. The controller generates control actions for the robot
once per second. At each cycle, live sensing is input into the feature extractor,
which generates a state description. The model classifies this state description,
labelling it with an action. This action is output as the control action. The
controller is shown in Figure 4.4.

4.3.1

“Stuck” Detection

One failure that has been observed in this controller is where the controller
repeatedly takes an action which fails to move the robot where another action
would have succeeded. The human operator often makes similar mistakes,
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where an action that was thought to be the best in fact does not move the
robot. This may be caused by an unseen obstacle near or under the robot or
the human operator making a mistake in their decision. However, the human
operator is able to see that the robot has not moved and, after a few attempts,
tries the “next best” action.
This controller does not keep any explicit history. The only memory in the
system is the terrain map that forms part of the feature extractor, as discussed
in Section 3.3. As a result, it cannot detect that it has not moved. As the
situation has not changed, this controller must return the same action and
so the robot becomes stuck, repeating the same failed action even if another
action would succeed.
Steps since Last Motion
One solution that is applicable to Behavioural Cloning is to count the number
of actions that have been taken since the robot last moved, both during training
and during runtime. This may be calculated during sensor processing, based
on observing changes in the range image, or it may be calculated based on data
from the localisation sensing module. This count is provided to the control
agent as an extra feature. This allows the control agent to learn to identify
situations where the demonstrator’s first action was not successful and they
subsequently tried a second action. We implemented this approach in our
earlier work on Behavioural Cloning (Kadous et al., 2006a).
There are three problems with using this solution in our current work. The
first is that it relies on learning a different behaviour if the robot is stuck.
Human generated training data is already very limited and the number of
these stuck situations are even rarer. This also means that the demonstrator
has provided at least one example of an action that was incorrect as they got
the robot stuck in the first place, contaminating the examples with an example
of behaviour that should not be imitated.
The second problem is that this solution relies on the demonstrator making
a mistake and then selecting another action. Although this is occasionally
encountered in human demonstration, it is never encountered when using the
A* search based demonstrator. An action that does not move the robot will
never be on the best path returned by the A* search based demonstrator.
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The final problem is that while this method will detect if the robot has taken
several actions without moving, it will not detect cycles, where the robot takes
actions that alternate between two or more states without making any overall
progress towards the goal.
Choosing the Next Best Action
We have implemented an alternative method for detecting and breaking out
of both cases where the controller takes actions that cause no motion or where
the controller takes actions that cause the robot to alternate between states.
Instead of attempting to learn what to do if the robot has not moved, this
method detects when an action has failed to move the robot in the desired
direction and uses the model to determine the “next best” action to take.
A decision tree is usually used to classify attribute vectors in new instances.
However, as we discuss in Section B.2.2, we can also use the decision tree to
estimate the probability distribution over class labels for a given instance. Our
attribute vector is denoted s =< f0 , f1 , ..., fn > and we wish to determine the
probability distribution over actions, P̂ (a|s). We interpret this probability to
be an estimate of the probability that the demonstrator would take action a
in a situation described by the features in state description s.
We estimate this probability based on the observed training examples X s
that reach the same leaf as the attribute vector s in our instance. This estimate
is generated using Bayes rule with a Dirichlet prior. For simplicity, we use a
Dirichlet prior with zero parameters which means that our estimate is simply
the likelihood function, or the ratio of observations of each action over the
total as shown in Equation 4.2.
Xas
P
P̂ (a|s) = P (X |a) =
Xas0
s

(4.2)

a0 ∈A

During runtime, the controller keeps a history of past locations l0 , l1 , ..., ln ∈
{< X, Y, Θ >} provided by the localisation sensing module, and the actions
that were taken in those locations. At each control cycle, the controller uses
this history to determine the number of times each action has been attempted
in the current position. We denote the number of times action a has been
attempted at location l as Revisited(l, a). To reduce the effect of measurement
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noise, we regard any locations within 1cm and 1◦ as being the same location.
If the robot has never visited the current location before, this will be zero
for all actions. If the robot is stuck in the one position or is alternating
between positions, Revisited(l, a) will be non-zero for the actions that have
been attempted. These counts are used to compute a penalty for each action
according to Equation 4.3. We use P enaltyF actor of 0.8.
P enalty(a, l) = P enaltyF actorRevisited(l,a)

(4.3)

The controller’s policy, in a given location l and observing features s, is to
take the action with the greatest product of its probability and the penalty
factor as shown in Equation 4.4.
π(s) = argmax(P̂ (a|s) × P enalty(a, l))

(4.4)

a∈A

The intended effect is that if the robot is stuck, the controller persists with
the “best” action until the product of the penalty and its probability of being
the best action drops below that of the next best action, at which point the
controller switches action. In this way, if several actions are equally likely to
have been the action that the demonstrator would have chosen, the controller
will switch between them relatively quickly. In contrast, if the model returns a
high probability of a single action being the one that the demonstrator would
have chosen, the controller will persist at taking that action until its penalty
factor drops far enough for other actions to be attempted. This technique also
allows the controller to break out of cycles of “thrashing”, where the robot
alternates between two or more locations.

4.3.2

Examples near Failures

We have also evaluated this control agent using data generated by the A*
search based demonstrator, starting from “Pre-failure” conditions. We discussed this in Section 3.2.3. The A* search based demonstrator normally
demonstrates the control task starting from random positions and orientations
on the training terrain. We supplement these with training data gathered
from positions and orientations just prior to the failures of a preliminary controller. The purpose of these additional examples is to generate traces that
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demonstrate what to do “when things go wrong” (Sammut et al., 1992).

4.4

Summary

The Situation-Action control agent attempts to model and replicate the behaviour of the demonstrator. We have used three different sources of demonstration. We implement Behavioural Cloning where a human operator demonstrates the control task, either in simulation or reality. We have also implemented an autonomous A* search based demonstrator, operating in simulation.
We have then learned models, using the J48 decision tree learner, that attempt
to encapsulate the demonstrators’ decision making processes.
We have also implemented two solutions to problems that arise in a domain
with a high dimensional state space such as ours. The first problem is that of
detecting when the robot has become stuck or is alternating between states.
A situation-action controller usually has no memory of the sequence actions
that it has performed. If its policy makes an error and commands an action or
sequence of actions that results in no overall movement, it can become trapped
as it will keep executing the same action or sequence of actions without success,
until randomness in the environment happen to allow it to break free. We
have implemented a “stuck detection” technique that adds a small amount of
memory, in the form of the history of past locations and actions, to prevent the
controller from repeatedly taking one action that does not cause it to move.
We have also used pre-failure training examples, introduced in Section 3.2.3,
in an attempt to address the problem of the demonstrators biasing their training examples away from problematic situations. A preliminary policy is used to
generate common failures. Training is then repeated starting from situations
just prior to these failures, so that the demonstrator may provide examples of
how to recover from them.
In the next two chapters, we will continue our discussion with the ActionModel and Short Range Planning control agents, which aim to improve on
the performance of the Situation-Action control agent. We will then present
experiments in Chapter 7 that evaluate the performance of these three control
agents and examine how their abilities differ.
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Action-Model
Our Action-Model control agent expands on our previous Situation-Action
control agent, described in Chapter 4, by including the ability to learn from
the demonstrator’s mistakes. When a state is encountered, the Action-Model
control agent considers each action in turn, weighing up the probability that
it will lead to ultimate success against the probability that it will lead to
immediate failure.

5.1

Motivation

The Action-Model control agent was motivated by the observation that the
previous Situation-Action control agent only considers examples of what it
should do. It cannot learn from examples of what not to do. This is not a
problem if we assume that coverage of the state space is sufficient to ensure that
all states, including states that are close to immediate failure, are represented
in the training data. However, this is not a valid assumption in our domain.
Apart from the problem of having a large state space, the sampling of these
states for state-action pairs that lead to the goal will tend to be biased away
from states that are close to failure. This is because these states are often not
part of the best path to the goal.
We attempted to address this in Section 4.3.2 where we added training
examples of actions that recover from states close to failure. As we will show in
the experimental results, however, this only provides a marginal improvement
at best.
Can we do any better? We notice that the search based demonstrator encounters many failures in its trial-and-error search. The states just prior to
the failures may not be on a successful path so we may not see any examples
of which action to take to achieve the goal. However, the search based demonstrator already generates examples of actions that lead to immediate failure
from these states as part of its search process. Can we learn from these?
83
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Figure 5.1: The grid world domain for our simplified example. The agent’s state
is its position and it can take one of the four actions ↑, ↓, ←, →. It
aims to move from a random start state in the bottom row to any goal
state in the top row without falling into the hole.

5.2

A Simplified Example

Consider a much simpler grid world domain shown in Figure 5.1. The simple
agent’s state s is defined by its < x, y > position and it can choose from one of
four actions a ∈ {↑, ↓, ←, →}, each of which has a small probability of moving
in an adjacent direction. The agent starts in a random location in the starting
area at the bottom of the grid and its task is to get to the goal area at the top
of the grid. The robot dies if it falls into the hole.
We first consider how the Situation-Action control agent might construct
a policy. A demonstrator demonstrates the performance of the task of reaching the goal without falling into the hole. The training data, which consists
of state-action pairs, is shown in Figure 5.2(a). The state is represented by
grid position and the action represented by the arrow. For simplicity we assume that the demonstrator always takes the same action in the same state.
Note that the state space is not sampled completely as the demonstrator only
provides a limited number of examples.
We use nearest neighbour to generalise these observations to a policy over
all states. For states without observations that are equal distances to observed
states, we use voting among the nearest states with ties broken arbitrarily.
This results in the policy shown in Figure 5.2(b). We have also highlighted in
green the decision surfaces between changes in policy action.
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(b)

Figure 5.2: (a): An example of training data, consisting of state-action pairs (state
represented by grid cell position, action represented by arrow), that a
demonstrator provides from their on-task performance. (b): A policy
that results from performing nearest neighbour generalisation. Decision surfaces, which separate cells with different policy actions, are
outlined in green.

This policy chooses a sensible action in most cases but it does little to avoid
the hole and in at least one case it drives the robot straight into the hole. This
is because the demonstrator didn’t provide enough examples of what to do
“when things go wrong”. They stayed away from the hole so well that they
didn’t provide any examples of what to do near it. This was instead left up to
the generalisation process which generalised the wrong way.
Now consider how the agent can construct a policy if the demonstrator was
the A* search based demonstrator, which performed a trial-and-error search
of action sequences in order to find its path.
If we record both the state-action pairs that lead to the goal as well as
those that lead to immediate failure, we come up with training data shown in
Figure 5.3(a). The training data is now a tuple of state-action-outcome with
state and action represented by grid cell and arrow respectively and outcome
represented by ◦ if it eventually leads to the goal and × if it leads to immediate
failure. We denote actions that lead to eventual success as a◦ and failure a× .
We now generalise these training examples. Our aim is to preserve the
simplicity of the Situation-Action formulation as much as possible while incorporating this additional information. We use the following scheme, which
is simply the nearest neighbour algorithm with the condition that if an action
was observed to fail in a given state, that action cannot be the policy action
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(a)

(b)

Figure 5.3: (a): An example of training data that a demonstrator provides, consisting of state-action-outcome tuples (outcome represented by ◦ or ×
at base of arrow). This includes both on-task (◦) and failure (×) experience. Actions are stochastic, resulting in the failure of the ↑ action
next to the hole. (b): A policy that results from generalising based on
the rules described in the text.

for that state.
• If in a given state s we observe a demonstrated action a◦ , the policy is
to take action a◦ .
• If in a given state s we have no observations at all, we find the nearest
state with an action that leads to eventual success a◦ and take action a◦ .
• If in a given state s we observe an action a× that lead to immediate
failure, we find the nearest state with an action a◦ 6= a× and take that
action.
This policy over all non-terminal states is shown in Figure 5.3(b). While
this policy is not globally optimal, it is an improvement on the policy in Figure 5.2(b) in its ability to avoid the hole. We aim to encapsulate this ability
to learn from both success and failure in our Action-Model control agent.

5.3

Problem Formulation

In our simple example, there was a single failure condition which consisted of
falling in the hole and was denoted ×. In the terrain traversal problem, we
consider three failure conditions. These are the robot being stuck1 , denoted
1

Note that we define “stuck” as the robot taking an action that does not move it. Being
stuck does not preclude the possibility that another action may get the robot un-stuck.
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ST U CK, leaving the corridor, denoted OU T , or flipping over2 , denoted F LIP .
To complete the notation, we denote the state-action pairs that lie on paths
to the goal as experienced by the demonstrator as ON P LAN .
In our simple example, our training data consisted of tuples of state-actionoutcome where state represented a location. We will shortly be framing this
control agent as a Markov Decision Problem so we consider the outcomes as
abstract states. The training examples of interest3 become tuples < s, a, s0 >.
The present state s consists of the tuple:
s =< f0 , f1 , ..., fn >

(5.1)

where fn consist of the features derived from the training data. These features
are robot-centric and are identical to the features used in the Situation-Action
control agent and described in Section 3.3. As before, they do not contain
information about the robot’s location (apart from direction and lateral offset
within the corridor).
The next state s0 is an abstract state that encapsulates states that lead
to eventual success or those that result in immediate failure. In our simple
example, we had one success and one failure abstract state, s0 ∈ {◦, ×}. In
our actual control agent, we have one abstract success state and three abstract
failure states so s0 ∈ S 0 = {ON P LAN, ST U CK, F LIP, OU T }.
The Action-Model control agent shares the overall structure of the SituationAction control agent. For convenience, we repeat this in Figure 5.4. The same
A* search based demonstrator operates a training robot in the training world
while the logger monitors its progress and generates training data. Unlike the
logger used in the Situation-Action control agent, this logger monitors both
the trial-and-error search as well as the final successful path.
During the learning phase, the machine learning component in the control
agent learns a model from this training data. Unlike the model in the SituationAction control agent, this model maps from states and actions to one of the
four abstract states. The controller then uses this model to determine the
2

We specifically detect when the robot’s world-relative up vector has a negative vertical
component.
3
We do not record information about state-action pairs that did not result in failure and
were not on a path to success.
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Control Agent
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Figure 5.4: The overall of the Control Agent and Training System. This is repeated
from Figure 1.2.

probabilities of the different outcomes in the states that it encounters. These
probabilities are used to rank possible actions and decide on the action to take.

5.4

Training System

The training system is almost identical to the one used for the Situation-Action
control agent and described in Section 4.1 so in this section we will only discuss
the two differences.
First, the demonstrator is limited to the A* search-based demonstrator as it
relies on the failures that are encountered in the trial-and-error search process.
The human demonstrator does not provide enough examples of failure.
Secondly, in addition to situation4 -action pairs that lie on successful paths
from the robot’s initial location to its goal, the logger records additional
situation-action pairs that correspond to failure conditions.
The logger detects the three failure conditions by monitoring the trialand-error search. The abstract state ST U CK corresponds to any state where
the robot does not move by more than a predefined amount – we use 0.01m
and 1◦ . The abstract state F LIP corresponds to any state where the robot’s
up-vector has a negative world vertical component. The abstract state OU T
corresponds to any state where the robot’s normalised lateral corridor offset is
greater than 1, meaning that its is outside the prescribed corridor. Once the
logger detects any of these three abstract states, it records the situation and
4

Recall that a situation denotes the history of sensor data collected by the robot in a
specific location on a particular stepfield. The state denotes the features extracted from the
situation by the feature extractor. The logger records situations so we may choose which
feature extractor to apply after the fact.
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action that immediately preceded them. The ON P LAN abstract states are
detected as per the Situation-Action control agent, by replaying the final path
to the goal. The resulting training data consists of training examples that are
tuples of < situation, a ∈ A, s0 ∈ S 0 >.
To generate results that are more directly comparable between the SituationAction and Action-Model control agents, we have evaluated both control agents
using the same set of training data. Note that the training data for the
Situation-Action control agent is simply the training data for the Action-Model
control agent where s0 = ON P LAN . As we will show in Chapter 7, this allows
us to compare the two control agents based on both the raw number of training examples provided (in which case the Action-Model control agent required
fewer training runs to generate the same number of examples), as well as the
amount of training time that was required (in which case the Action-Model
control agent extracts more examples from the same number of demonstrations
of the control task).

5.5

Machine Learning Component

The purpose of the machine learning component is to generate a model that
allows the controller to estimate the probability of the abstract state outcome
s0 ∈ {ON P LAN, ST U CK, F LIP, OU T } given an action a ∈ A and present
state s =< f0 , f1 , ..., fn >.
The training examples are passed through the same feature extractors as
were used in the Situation-Action control agent to transform each situation
into a state representing a vector of features, s =< f0 , f1 , ..., fn >. These are
recombined with the corresponding action and abstract state outcome to yield
training instances, i =< s, a, s0 >.
We separate the training data into subsets by action a and train a separate
decision tree for each resulting subset. Each tree learns the mapping from a
state s to an outcome s0 (which we denote s → s0 ) for the corresponding action.
This set of trees, one per action, collectively make up the model. This model
performs the mapping (s, a) → s0 by first using a to select the appropriate tree
and then using that tree to map s → s0 . This is similar to learning a single
tree for the whole mapping (s, a) → s0 and imposing the restriction that the
first split must be on a.
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A feature of our Situation-Action control agent is that, like in Behavioural
Cloning, we are able to extract meaning from the rules that could be derived
from the decision tree. These rules relate the features, which describe the
situation, to the action that should be taken.
We can also extract rules from the decision trees generated by the ActionModel control agent. These rules relate the features and actions to the abstract
state, or outcome, that results. Rather than providing an insight into the
demonstrator’s decision making process (which is, after all, a trial-and-error
search), this provides an insight into the task itself.

5.6

Controller

The role of the controller is to map from a new situation to the action that
should be taken. As in the Situation-Action controller, the situation, which
consists of a history of past and present sensor data, is input into the feature
extractor. The result is a state description that consists of a set of numeric
features s =< f0 , f1 , ..., fn >. We use these features and the model to rank the
actions and select the highest ranked action.
We have developed two different ways of ranking the actions. The first
computes a value for each action using a method that resembles the Q-function
in Q-learning. The second is a heuristic based method that generates a rank
without the need to assign values. In the rest of this section, we describe these
two ranking schemes. We then describe the way in which we have adapted
the “robot stuck” detection methods described in Section 4.3.1 to this control
agent.

5.6.1

Value Based Ranking

In the value based ranking method, we select from the different actions by
applying concepts from Reinforcement Learning, and in particular, Q-learning
which we summarise in Section B.1. Q-learning is a method of solving Markov
Decision Problems (MDP). These are defined by a set of states s ∈ S (including
an initial state s0 ), a transition function P (s0 |s, a) between those states given
actions a ∈ A, and a reward function r(s, a) for taking an action a in a given
state s.
We compute a value Q(s, a) for each action a in the current state s. In
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Q-learning, Q(s, a) is an estimate of the optimal Q-function Q∗ (s, a). The
optimal Q-function represents the expected discounted sum of future reward
that the agent can expect if it takes action a in state s and then follows the
optimal policy π ∗ (s). The optimal policy states that the agent chooses the
action a that maximises Q∗ (s, a) and is given in Equation 5.2.
π ∗ (s) = argmax(Q∗ (s, a))

(5.2)

a

The values of Q(s, a) are generated using the temporal-difference equation,
derived from the Bellman equation (Bellman and Dreyfus, 1962) and shown in
recursive form in Equation 5.3.
Q(s, a) = r(s, a) + γ

X
s0 ∈S

P (s0 |s, a)max
(Q(s0 , a0 ))
0
a

(5.3)

Problem Formulation
We formulate the action-model control agent as an MDP in the following way.
We define each control cycle of the action-model control agent as a separate
MDP with a single level of actions as shown in Figure 5.5. The problem
consists of an initial state s0 ∈ S0 =< f0 , f1 , ..., fn > which is defined by
the vector of features derived from the situation. Recall that the situation
is defined by the past and present history of sensor data. The remaining
states are all terminal states s0 ∈ {ON P LAN, ST U CK, F LIP, OU T } which
represent “abstract” states, or outcomes, that result from performing actions.
This yields an overall state space shown in Equation 5.4.

s0 , s0 ∈ {< f0 , f1 , ..., fn >, ON P LAN, ST U CK, F LIP, OU T }

(5.4)

This MDP terminates in a single step. Every action a0 that the agent may
take from the starting state s0 results in a terminal state s0 . The control agent
uses this MDP to find the best action a0 to take and commands the robot to
take that action. The robot moves, collects new sensor data which forms the
new situation, generates a new set of features and those features become the
new s0 in a new MDP and the process repeats.
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a=0
P(OUT|s 0,0)

P(ONPLAN|s 0,0)

s’ =
ONPLAN

s0 =
<f0 ,f1 ,...,f n>

P(ONPLAN|s 0,1)

P(STUCK|s 0,0)

s’ =
STUCK

P(STUCK|s 0,1)

P(FLIP|s 0 ,0)

s’ =
FLIP

s’ =
OUT

P(FLIP|s 0 ,1)

a=1
P(OUT|s0 ,1)

Figure 5.5: The structure of the Markov Decision Problem formulation of
the Action-Model control agent including transition probabilities
P (s0 |s0 , a). For clarity, we have omitted rewards and actions 2 through
7, all of which connect to the four terminal states in the same manner
as actions 0 and 1.

This definition of state space and MDP simplifies the problem considerably
as the transition function now maps from a set of features and an action to
an abstract outcome, rather than to a new set of features. This avoids the
need to predict the features that the robot may encounter in the future, a task
that may be impossible (and, in this formulation, not particularly useful). In
Chapter 6 we describe an approach that does attempt to predict, indirectly,
what the robot may encounter in future steps by predicting where it will move
to on the terrain that has been sensed.
Given this formulation, we only need to compute Q(s, a) for the state s0 .
The terminal states s0 do not transition to any other states in this MDP so
the term max
(Q(s0 , a0 )) collapses to a fixed value per terminal state, V (s0 ).
a0
Although the MDP terminates at this point, the actual robot, both in training
and at runtime, takes many steps towards the goal (or, in some cases, failure).
The values V (s0 ) encapsulate the expected sum of the values of these future
states that the robot may encounter, based on its experience in training. We
discuss the choice of the values of V (s0 ) for each of the four abstract states S 0
later in this chapter.
This formulation is a somewhat degenerate form of Q-learning. Q(s, a) is
only ever evaluated at state s0 as the other states, s0 , are terminal and their
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values are represented by V (s0 ). Therefore, we only use Q(s, a) for the purpose
of evaluating the policy which consists of the argmax operation.
a

We assume that each action has the same cost, so r(s0 , a) is an arbitrary
constant that we set to zero. This also means that the discount factor γ can
be set to 1 without affecting the argmax operation. Note that our MDP does
a

not contain loops or self transitions5 so there is no requirement for a non-zero
reward or a discount factor of less than 1 to guarantee convergence. Therefore,
Equation 5.3 simplifies to Equation 5.5.
Q(s0 , a) =

X

P (s0 |s0 , a)V (s0 )

(5.5)

s0 ∈S 0

Estimating Transition Probabilities P (s0 |s0 , a)
We estimate the transition function P (s0 |s0 , a) using the model, which consists
of the decision trees that we learned previously. We learn one tree per action
and in this discussion we treat the actions separately. For convenience, we
denote functions and values that exist for each action with a subscript a. For
instance, P (s0 |s0 , a) = Pa (s0 |s0 ).
We obtain an estimate P̂a (s0 |s0 ) using the tree corresponding to action
a. We discuss how we obtain such an estimate in Section B.2.2, where the attributes s correspond to our state description s0 and the class c ∈ C correspond
to the four nominal abstract future states s0 ∈ S 0 .
We treat P̂a (s0 |s0 ) as the posterior estimate of a multinomial. We assume
that the observations of the training data that reach the same leaf as s0 ,
which we denote X s0 , are similar to s0 . We treat their abstract states s0 as
random samples drawn from the same underlying distribution as s0 . This
allows us to generate the estimate P̂a (s0 |s0 ) from these observations as shown
in Equation 5.6.
P̂a (s0 |s0 ) = Pa (s0 |X s0 )

(5.6)

We compute this estimate using Bayes rule with a Dirichlet prior with four
identical parameters α0 = α1 = α2 = α3 = P RIOR (corresponding to the
5

If the robot in a state s0 takes an action a and does not move, we regard it as a transition
s0 → s0 = ST U CK.
a
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four abstract states). We discuss generating the estimate of P̂a (s0 |s0 ) from
the decision tree using Bayes rule and the Dirichlet prior in greater detail in
Section B.2.2 and we discuss the choice of the value of P RIOR in the following
section.
Parameter Selection
In the preceding discussion, we have identified five parameters that may be adjusted. These are the value of the prior, P RIOR and the values that we associate with the four outcomes, V (s0 ), s0 ∈ {ON P LAN, ST U CK, F LIP, OU T }.
We only need to use Q(s0 , a) for evaluating argmax(Q(s, a)) so we can hold
a

one of V (s0 ) constant while adjusting the rest. We choose to specify V (s0 =
ON P LAN ) = 1. Naturally, we expect the value of the three failure outcomes,
V (s0 = {ST U CK, F LIP, OU T }) to be negative.
The only true way to evaluate any set of these parameters is to run the controller, in simulation or on the real robot, and observe the success rate. This is
impractical due to the large search space. Instead, we evaluate the parameters
on the training data. We use the controller with the parameters in question to
decide on the appropriate action for the situations encountered during training, along paths that the demonstrator took to the goal (ie. s0 = ON P LAN ).
We then compare the resulting actions with the actions that the demonstrator actually took. The proportion of matches is used as an evaluation metric
in an exhaustive search over a discretised set of these parameters to find the
best set of parameters to use. Each value V (s0 ), s0 ∈ {ST U CK, F LIP, OU T }
was assigned a value ranging from [−50, 0] and P RIOR ranging from [0, 20]
in increments of 1, yielding a search space of 2,500,000.
This process is fast as many of the intermediate data structures and results,
such as the probability distributions for the features that correspond to each
of the training examples in the entire dataset, can be precomputed and cached
in memory. The exhaustive search described above only took a few minutes
to find the appropriate parameters for controller on a 2.8GHz workstation.
In one sense we are computing the prior based on part of the same training
data that we use to calculate the likelihood function. This is usually frowned
upon as the prior should be independent of the likelihood function. However,
in this case the likelihood function represents the likelihood of an outcome
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given an action and a state. The data used to optimise the value of the prior
represents the value that best matches the successful actions that the demonstrator took, which is used as a surrogate for actually running the controller
and measuring the success rate.
Given the significant difference between the way we use the training data
for generating the likelihood as compared to the way we use it to find an
optimal value for the prior, coupled with the apparent lack of sensitivity in
the value of the prior (which we discuss shortly), we decided that this lack of
strict independence was acceptable. This is however one of the reasons6 why
we do not attempt to use the training data to find a more informative prior
(such as a Dirichlet with non-identical parameters).
We have plotted slices through the resulting four-dimensional hypergrid of
values for a typical set of trees in Figure 5.6. We have performed this computation at significantly higher resolutions over selected part of this hypergrid
and found no characteristics that are not encapsulated by this coarser search.
Often there will be many sets of parameters that are tied for the maximum.
To break ties, we treat each set of parameters in the tie as a point in 4D space
and compute the average point. We then take the parameter in the tie that is
closest in Euclidian distance to this average point and store it with the model
for use by the controller.
We find parameters for P RIOR and V (s0 ) in this way for each set of trees
that we use. The optimal values for the different sets of trees vary due to variations in the number of training examples, feature extractor, source of training
data and so-on. We could probably have used the same values of P RIOR and
V (s0 ) for each set of trees, because between certain limits, small variations in
these parameters do not appear to affect performance significantly. However,
we decided that recalculating these parameters for each tree would result in
the fairest comparison.

6

The others being the added time taken to compute them and the additional complexity
that is required to use them.
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Accuracy with which the controller predicts the demonstrator’s actions
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Figure 5.6: Slices through each dimension of parameter space for the A*PF-Blocks
dataset. Each slice passes through the selected parameter set (marked
with an arrow) of (P RIOR = 7, rST U CK = −27, rF LIP = −19, rOU T =
−27). Slices through other sets of parameters yield similarly shaped
curves.
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Discussion
The exhaustive search found P RIOR ≥ 3 in almost all cases7 . Figure 5.6 is
typical of what we observed as P RIOR approaches zero.
In our domain, there are two opposing factors that govern what the best
value of P RIOR will be. The first factor, which we mention briefly in Section B.2.2, is that the decision tree aims to split the state space in such a way
that individual leaves of the tree represent areas of attribute space that are
labelled as one class. The ideal tree, trained on an ideal noise-free dataset8 ,
should return training examples in the same leaf as s0 that are all classified as
the same abstract state. This suggests a prior within the range [0, 1), which is
a bias towards purity in one of the abstract states.
The second is that our data has a random component, both due to true process randomness and due to the fact that there is in reality some hidden state
in the problem due to imperfect sensing and representation. This means that
if the number of observations in X s0 is low, the likelihood function La (s0 |X s0 ),
which is the number of observations in X s0 that have abstract state s0 divided
by the total number of observations in X s0 , will be noisy and less likely to
generate a good estimate of Pa (s0 |s0 ). For instance, if the true underlying
probability Pa (s0 |s0 ) is uniform and we see one training example, there is a
25% chance that the observation is s0 = ON P LAN . With a prior of purity
P RIOR = 0, this will yield a distribution Pa (s0 |X s0 ) that states with 100%
probability that the outcome will be ON P LAN . The addition of a prior of
uniformity, where P RIOR > 1 will address this factor. The exhaustive search
generated values for P RIOR that were large, generally greater than 3. This
seems to suggest that the second factor is dominant.
In order to test this, we performed an on-task evaluation of a representative
controller, in simulation, where we set P RIOR = 0. This would imply that
the first factor is dominant. We found that the resulting control agent behaved
well in locations that generated states that were commonly observed. However,
it behaved erratically in cases where the estimate of Pa (s0 |X s0 ) is based on very
7

The exceptions were a small number of the trees that were learned (and exhaustive
search performed) with very few training examples. The resulting plots are very irregular
and we believe this is simply due to the sample size being too small to yield consistent
results.
8
Which is, of course, unrealisable in this domain.
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few examples for one or more actions. Examples of erratic behaviour include
reversing seemingly at random and deliberately turning out of the corridor.
We found that erratic behaviour occurs when these noisy values swamp
those generated by estimates of Pa (s0 |X s0 ) for other actions in the same state
s0 that are better supported (ie. they have more observations among the
training examples). This is precisely the scenario that we do not want. We
want to make decisions based on estimates that we have more certainty about,
which means favouring more observations over fewer observations.
The conclusion that the need to avoid random noise in the observations
dominates the purity assumption in the leaves is also supported by the fact
that for state-action tuples where the estimate of Pa (s0 |X s0 ) is based on many
examples, the resulting estimate is highly impure, with significant proportions
of all four abstract state outcomes. As the value of P RIOR decreases, estimates of Pa (s0 |X s0 ) that are based on few examples become more heavily
biased towards purity in one of the abstract states simply due to small sample
size variations. If by chance this abstract state happens to be ON P LAN , it
will result in a value of Q(s0 , a) for action a that is higher than it should be
and may swamp more reasonable estimates for other actions.
We consider two likely reasons for why some leaves may have an unusually
small number of examples. We demonstrate this in Figure 5.7 using a simplified
attribute space consisting of dimensions x and y and outcomes, or abstract
states, × and ◦.
An area of feature space may be poorly represented in the training data
because the real world situations that map onto that area of feature space are
rarely encountered. An example is shown in area A of Figure 5.7. The leaves
will tend to have very few, sparsely distributed examples. Alternatively, an
area may be well represented in the training data but it may be inhomogeneous,
such as area B of Figure 5.7. These areas will also result in leaves with few
examples.
We should point out that the A* search based demonstrator, which is the
original source of this data, executes every action in each situation that is
encountered. Therefore, the examples in state space are identical for each
action’s model. However, the labels will differ and it is the difference in the
partitioning of the space for each action that results from these differently

UNSW PhD Thesis: Learning Robot Behaviours by Observing and Envisaging. Raymond Ka-Man Sheh, 2010.

5.6. CONTROLLER

99
B

A

Figure 5.7: An example of a two-dimensional state space and observed examples
◦ and ×. The space has been partitioned up into areas that represent
the leaves of a hypothetical decision tree. Both leaves A and B have
only one example despite being in regions that have a very different
sampling density.

labelled examples that results in the variation in the values of Countsa (s0 , s0 )
for different actions a.

5.6.2

Heuristic Based Ranking

We developed a second, heuristic based method for ranking the actions according to the counts Countsa (s0 , s0 ) of the observed training examples that reach
the same leaf in the tree as s0 . We discuss how we can obtain these counts
from the tree and how they relate to the aforementioned observations Xs0 in
Section B.2.1.
This ranking scheme explicitly encapsulates the notion that an unknown
outcome may still be better than certain failure9 . It also makes use of direct comparisons between the counts and thus has no parameters that require
tuning.
This idea came from introspection of the expert operator. When encountering a very unusual situation, the human operator may have never tried certain
actions before. However, due to past experience or common sense, it may be
possible to explicitly eliminate certain actions as possibilities.
9

The value based ranking scheme also does this, albeit in an implicit way. Given a bias
towards uniformity (large value of P RIOR), an uncertain (poorly supported) conclusion
that one action is likely to succeed will beat a more certain (well supported) conclusion that
another action will fail.
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This ranking method has two stages. First, it classifies each action according to the most likely outcome O(s0 , a) ∈ S 0 . This is simply the class that the
tree would report for attributes s0 , a if it returned a single class label rather
than the probability distribution or counts.
This is shown in Equation 5.7. The likelihood function for action a,
La (s0 |X s0 ), is defined in Equation 5.8. For convenience, we define Nas0 as
the total number of training examples that reach the same leaf as s0 in the
tree for action a, as shown in Equation 5.9.
O(s0 , a) = argmax(La (s0 |X s0 ))

(5.7)

s0 ∈S 0

La (s0 |X s0 ) = Pa (X s0 |s0 ) =

Nas0 =

X

Countsa (s0 , s0 )
Nas0

Countsa (s00 , s0 )

(5.8)

(5.9)

s00 ∈S 0

We impose a relative preference ranking on the four abstract states. The
ON P LAN outcome is most preferred, ST U CK is next and the hard failure
conditions of F LIP and OU T equal worst. The idea is that where possible
we choose an action that we’ve seen succeed as ON P LAN . Failing that, we
prefer ST U CK over F LIP and OU T .
We justify the ranking of ST U CK over F LIP and OU T by the way in
which a human expert operator reacts when they take an action that they
regard as being the best and don’t see the robot moving in their sensors.
Despite the observation that the action results in ST U CK, they will try a
few more times just in case the action causes a change in some hidden world
state, such as moving some debris around the wheels or shifting the robot by
an amount that is too small to reliably detect. Additionally, the ST U CK
abstract state is also safer than F LIP and OU T in that it does not end in
immediate failure.
For the purpose of explanation we assign values to these abstract states in
Equation 5.10. These are not parameters to be tuned, they are simply for the
purpose of ordering the outcomes so we can take the argmax.
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= F LIP
= OU T

(5.10)

We then determine the action that maximises this preference as shown in
Equation 5.11. As there are 8 standard actions and 3 levels of P ref (s0 ), it is
highly likely that several actions will be equal best. We consider the result of
argmax to be a set of actions aequalbest , all with equally preferred most likely
a∈A

outcomes.
aequalbest = argmax(P ref (O(s0 , a)))

(5.11)

a∈A

If aequalbest does happen to be a single action then we skip the second
stage of ranking and just report that action. If there are two or more actions
in aequalbest , we rank them by Nas0 from Equation 5.9. If the outcome is
ON P LAN or ST U CK we pick the action which is best supported. If the
outcome is one of the two hard failures F LIP or OU T , we pick the one that
is the least supported. The intuition is that if we think the best option is
success (or at least not fatal), we pick the one that we are most confident
about, which is the one with the most number of examples. In contrast, if all
possible actions are probably immediate failure, the best we can do is pick the
one that is least supported. This represents the one that we are least confident
about the prediction of failure, and thus the one where our prediction of failure
is most likely to be wrong. The resulting policy is shown in Equation 5.12.

π(s0 ) =


s

 argmax (Na 0 ) , O(s, a)|a∈aequalbest ∈ {ON P LAN, ST U CK}
a∈aequalbest

s

 argmin (Na 0 ) , O(s, a)|a∈aequalbest ∈ {F LIP, OU T }
a∈aequalbest

(5.12)

5.6.3

“Stuck” detection

We have also implemented a version of the next-best-action “stuck” detection
method described in Section 4.3.1. The control agent keeps a count of the
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number of times each action a has been attempted at the current location l
(within some tolerance) in the terrain. We denote this as Revisited(l, a). If this
is the first time the robot has been at a particular location these counts will be
zero. The value based ranking scheme allows for a quite natural interpretation
of these counts. In contrast, the heuristic based ranking scheme requires some
additional heuristic rules.
Value based Ranking
In the value based ranking scheme, we select the action that maximises Q(s0 , a).
During runtime, we may find that we return to a location l that we have already visited. This is similar to the outcome of ST U CK 10 as none of the
actions since the time we were last at l have successfully moved us towards
the goal. Unlike the outcomes F LIP and OU T , the outcome ST U CK is not
truly terminal – the robot simply doesn’t move and gets to try something else.
Our method for implementing “Stuck” detection for the value-based ranking scheme is to reformulate the probability estimate Pa (s0 |X s0 ), originally
shown in Equation B.10 into Equation 5.13.

Pa (s0 |X s0 ) =







0
w×Revisited(l,a)+Counts
a (s ,s0 )+P RIOR
P
(Countsa (s00 ,s0 )+P RIOR)
w×Revisited(l,a)+
s00 ∈S 0
0
CountsP
a (s ,s0 )+P RIOR
(Countsa (s00 ,s0 )+P RIOR)
w×Revisited(l,a)+
s00 ∈S 0

, s0 = ST U CK
, s0 6= ST U CK
(5.13)

The coefficient w allows us to assign a weighting to the observations of
Revisited(l, a). These observations indicate that on this specific terrain, the
action a taken at state s0 observed at location l is not likely to move the robot
towards the goal. We are likely to want to give these a greater weighting than
the observations Countsa (ST U CK, s0 ) which are averaged out over all of the
terrains that were encountered during training.
The overall effect of this scheme depends largely on the value of V (ST U CK)
relative to V (F LIP ) and V (OU T ). As the robot takes the same actions in the
same location multiple times, the estimate Pa (s0 |s0 ) becomes more and more
heavily biased towards ST U CK and cause Q(s0 , a) to approach V (ST U CK).
10

We regard repeatedly moving between a set of states without making any overall forward
progress as being equivalent to being stuck.
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If V (ST U CK) is particularly low (large negative value), this should tend to
drive Q(s0 , a) for the repeated action below that of other actions so eventually
the best action to take will change. This is not guaranteed if V (ST U CK) is
higher than V (F LIP ) or V (OU T ).

Heuristic based Ranking
We can use the same “stuck” detection scheme in the heuristic based ranking
scheme but because of the non-linear nature of the heuristic based ranking
method, this can result in undesired behaviour.
In the heuristic based ranking scheme, the two levels of ranking mean
that adding to the value of Countsa (ST U CK, s0 ) for a given action a can
cause one of two things to happen. If the previous prediction of O(s0 , a) =
ON P LAN , adding to the counts of stuck will eventually cause action a to drop
out of aequalbest and the controller will try the next most supported action in
aequalbest . However, if O(s0 , a) = ST U CK, meaning that the best outcome is
already ST U CK, adding to Countsa (ST U CK, s0 ) will only cause the agent to
keep taking action a. This is the opposite behaviour to that which we desire.
Nevertheless, we did implement this “stuck” detection scheme and we present
results in Chapter 7.
We also implemented an alternative scheme which, while not as clean in
interpretation, was again guided by introspection on how a human expert
operator would make the relevant decisions. We call this the Alternate “Robot
Stuck” detection scheme. The behaviour that we wish to observe is one where
the more we take an action in a location on the stepfield and find we don’t
move, the less likely we are to take it. The number of times we try the action
should be related to how desirable the alternatives are. If two actions are
almost equal in desirability and one does not succeed, the other should be tried
relatively soon. In contrast, if there is one stand-out action, the agent should
keep trying it in the hope that some hidden state is changing, as mentioned
previously. Only after it has been tried a few times should the less desirable
alternatives be considered. We implement this by modifying the second stage
ranking in Equation 5.12. This becomes Equation 5.14.

UNSW PhD Thesis: Learning Robot Behaviours by Observing and Envisaging. Raymond Ka-Man Sheh, 2010.

104

π(s0 ) =

CHAPTER 5. ACTION-MODEL




 argmax (Nas0 /pRevisited(l,a) )
a∈aequalbest

{ON P LAN,
ST U CK}
∈ {F LIP, OU T }

, O(s, a)|a∈aequalbest ∈



 argmin (Nas0 × pRevisited(l,a) ) , O(s, a)|a∈aequalbest
a∈aequalbest

(5.14)
A valid criticism in this technique is that if O(s, a)|a∈aequalbest = ST U CK
and aequalbest only has one element, the agent will never attempt any other
action. In practice, we found that this did not appear to be a significant
problem as overall stochasticity in the system means that this circumstance
rarely persists.

5.7

Summary

The motivation behind this control agent was to retain the simplicity of the
Situation-Action control agent while incorporating the ability to learn from
the demonstrator’s failures as well as their successes. At each control step,
the agent uses its learned model to estimate, for each possible action, the
probability that it will lead to eventual success and the probability that it will
lead to immediate failure. We have developed two ways of comparing these
probability distributions across the different actions to select the best action
to take. The first uses a value function, in a technique based on Reinforcement
Learning. The second uses a heuristic method for ranking the distributions.
We have also implemented several “stuck detection” methods that are designed
to stop the robot from repeating an action that does not cause it to move.
In the following chapter, we discuss our third control agent, based on a
Short Range Planning formulation. Following that, in Chapter 7, we present
experiments that evaluate the performance of these control agents over various
terrains.
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Short-Range Planning
As the name suggests, our Short-Range Planning control agent makes decisions
at each control cycle by performing short range forward planning. The output
of the controller is the first action in the resulting plan.
The transition function that allows the control agent to generate this plan
is based on a machine learned motion model. Since the motion of the robot
depends on the terrain, the inputs to this model include information from a
map of the terrain generated by the robot’s terrain sensor.
In order to generate a plan, the planner evaluates the motion model at
potential future locations. As our motion model depends on the terrain, it will
become less accurate for locations where the surrounding terrain has only been
partially observed by the robot’s terrain sensor. All of our sensing is on-board
and unfortunately the robot’s terrain sensor, which is its range camera, is very
limited in its field of view.
However, each time the robot moves, more sensor data may be1 collected.
To ensure that the control agent makes its decisions with the latest possible
information, we limit the planning horizon to a distance comparable to the
range of the terrain sensor. We then re-plan at each control cycle, discarding
the old plan completely and building a new plan with the latest available
information. This is known as receding horizon planning.
The motivation for this control agent comes from the observation that as
the number of attributes in a learning problem increases, the learning problem
becomes harder. A problem with the previous Situation-Action and ActionModel approaches lies in the fact that the underlying models make their decision in a single step. This means that the attributes that are considered
by the learning technique must contain all the information necessary to make
the decision. This includes information about terrain beyond what the robot
can reach in the next control cycle. For instance, the agent may need to take
1

There are some motions where the movement does not allow more data to be collected.
For instance, if the robot pitches forward, the terrain sensor points towards the ground,
rather than forward, toward a new part of the terrain.
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certain measures to avoid a potential obstacle that is still several steps away.
As a result, a large number of attributes are required, which can make the
learning problem difficult due to the “curse of dimensionality” (Bellman and
Dreyfus, 1962).
In the short-range planning control agent, the learning task is that of predicting the physical motion of the robot over a single control cycle, given a
situation and an action. This motion only depends on terrain that will be
in contact with the robot over the control cycle. Modelling this therefore requires a considerably smaller area of terrain to be considered. Assuming that
the resolution of the feature extractor is unchanged, this reduces the number
of attributes that must be considered by the learning technique. The task of
considering the consequences of multiple steps is left to a Markov Decision
Problem (MDP) based planner. The planner uses this motion model to plan
several steps ahead in order to determine the best action to take. By breaking the control problem down into the smaller sub-problems of estimating the
robot motion over single steps, it is hoped that the performance of the learning
technique may be improved.
In the rest of this chapter, we will describe in further detail the way in
which we have formulated this problem. We then break down the control
agent into the same components as we have in the past – Training System,
Machine Learning Component and Controller – and explain each of them and
how they relate to the previous control agents. We defer experiments that
demonstrate the characteristics of this control agent to Chapter 7.

6.1

Problem Formulation

We define our problem in terms of an MDP and use a Q-learning framework
from Reinforcement Learning in order to solve it. In this section, we will
describe the way in which we have formulated this problem in terms of a
Reinforcement Learning problem. We summarise Q-learning in Section B.1.

6.1.1

Formulation as a Q-learning problem

We consider each control cycle as a separate MDP, which is defined by a set
of states s including a starting state s0 , actions that may be taken between
those states a, a reward function r(s, a) and transition probabilities P (s0 |s, a).
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To find the best action to take at any state, we define a value function, called
the Q-function, shown in Equation B.2 and reproduced below:
Q(s, a) = r(s, a) + γmax
(Q(s0 , a0 ))
0
a

(6.1)

We have a learned model that provides an approximation to the probabilistic transitions between states, P̂ (s0 |s, a). We use this to iteratively solve
Q(s, a) by applying Equation 6.2 to all of the non-terminal state-action pairs in
the MDP. This a form of the Bellman Equation (Bellman and Dreyfus, 1962).
Q(s, a) = r(s, a) + γ

X
s0

P̂ (s0 |s, a)max
(Q(s0 , a0 ))
0
a

(6.2)

The process of applying this equation to the MDP is known as “sweeping”
and is repeated until the values of Q(s, a) for all non-terminal states and
actions converge. In practice, due to numeric roundoff we consider the values
converged when the average change in Q(s, a) falls to a small value, in our case
below 0.01 (the values of Q(s, a) generally range into the hundreds). We find
that this usually happens in around 30 sweeps. As we discuss in Appendix B.1,
this avoids the need for stochastic gradient descent as would be required if Qlearning was performed in the absence of the model. Once Q(s, a) has been
determined, the best action to take in any non-terminal state s is defined in
Equation B.1, reproduced below:
π ∗ (s) = argmax(Q∗ (s, a))

(6.3)

a

We define the states s ∈ S, actions a ∈ A, state transition probabilities
P (s0 |s, a) and reward function r(s, a) as follows.
States s ∈ S
All but one of the states in our MDP s =< x, y, θ > represent potential future
robot 2D positions and orientations. As we will explain later, we do not include
the robot’s height, pitch or roll. These states are arranged in a regular grid
around the robot’s actual position and orientation and are expressed in coordinates relative to this position and orientation as shown in Figure 6.1. We
define the starting state, s0 =< 0, 0, 0 > as the position and orientation of the
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actual robot. The grid is 11 states wide and 15 states long, with a resolution
of 0.1m, and 36 states around orientation at a resolution of 10◦ . Including the
F LIP state, this results in 5,941 states in total, covering an area of 1.1m ×
1.5m in area and every orientation.
We also define an additional state sf lip which represents the robot flipping
over and being inverted. As we will discuss shortly, we regard the robot flipping
over as a terminal state with uniform undesirability so we do not need to
distinguish between flipping over at different points on the terrain. Therefore,
our overall MDP state space is defined s ∈ S = {< X, Y, Θ >, sf lip }. Note
that this is a very different definition of state to the one that we used in the
Situation-Action and Action-Model control agents.
Actions a ∈ A
The actions a are as we have defined them previously, being one of the eight
discrete actions, a ∈ A = {-, ↑, %, x, y, ., ↓, &}. On flat ground, each
action moves the robot by roughly the same amount regardless of the starting
position. However, on complex terrain, the terrain around the robot, which
we consider as depending on both the terrain and the robot’s position within
it, has a large effect on the movement of the robot.
State Transition Function P (s0 |s, a)
The movement of the robot from one location to the next depends on the
terrain in which the robot moves. As we discussed in Chapter 3, we build a
robot-relative map of the terrain using current and past observations from the
robot’s on-board terrain sensor. We denote this map as m.
We extend our state definition s ∈ S above to encapsulate this map, which
is constant throughout the life of a given MDP2 by defining an expanded state
sm =< s, m > where s =< x, y, θ > to denote a state s along with the terrain
map m. Given this notation, it is now possible to define the state transition
function in Equation 6.4.
P (s0 |s, a) = P (s0m |sm , a)

(6.4)

2

The map changes between movements of the actual robot as new sensor data is gathered
and the robot’s position in the terrain changes. This is reflected in the new MDP that is
generated when the actual robot stops at its new location.
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Figure 6.1: The grid of MDP states. The grid is three dimensional, over <
x, y, θ >. Each ball-headed arrow represents an MDP state. The base
of each arrow represents < x, y > and the angle represents θ. The
actual robot’s location is represented as s0 =< 0, 0, 0 > and marked
with the red arrow. Note that the states are actually discretised to
an angle of 10◦ , this has been shown reduced for clarity. The robot
outline is shown approximately to scale. Note that the flipped state,
s = F LIP , is not shown.
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The expression P (s0m |sm , a) describes the probability that we will transition
from location s to another location s0 on terrain described by heightmap m.
We introduce the heightmap in Section 3.3. We determine this probability
distribution based on a learned local motion model.
First, we extract the features from the heightmap that the robot would see
if it were at location s. We discuss feature extraction in Chapter 3 and we
denote3 this as Feat(sm ) =< f0 , f1 , ..., fn >. This can be easily performed by
translating the heightmap by the location that s represents prior to extracting
features. Naturally Feat(sm ) is only meaningful if a significant part of the area
around s intersects with the observed heightmap m. Towards the edge of the
grid, more of the features in Feat(sm ) will become unknown.
We use a learned model for the probability P (δs| Feat(sm ), a) that the robot
will move through a change in position and orientation δs =< δx, δy, δθ >
if it takes an action a in map-state sm =< s, m >. This map-state sm
represents location s =< x, y, θ > on the terrain described by heightmap
m. We can consider P (δs| Feat(sm ), a) as a local motion model (or a local state transition function) specific to the terrain described by heightmap
m. The movement δs is expressed in the local co-ordinates of the state from
which the movement occurs, rather than global co-ordinates. For an arbitrary pair of states sa =< xa , ya , θa > and sb =< xb , yb , θb >, the movement
δssa ,sb =< δxsa ,sb , δy sa ,sb , δθsa ,sb > is defined according to Equation 6.5. Toward the edge of the grid shown in Figure 6.1, the lack of observations of the
terrain will mean that many features will become unknown. We rely on the
ability of the model, which is represented by decision trees, to return its “best
estimate” in the presence of unknown attributes, as discussed in Section B.2.
!
!
!
δxsa ,sb
xb − xa
cos(θa ) −sin(θa )
=
yb − ya
δy sa ,sb
sin(θa ) cos(θa )
sa ,sb
δθ
= θb − θa

(6.5)

In order to learn this model, we discretise δs, denoting the discrete version as δsdisc ∈ ∆Sdisc where ∆Sdisc is a three dimensional discretisation grid
3

Note that what we are calling Feat(sm ) =< f0 , f1 , ..., fn > is equivalent to a restricted
version of what we used to call s =< f0 , f1 , ..., fn > for the Situation-Action and ActionModel control agents. We discuss the restricted feature extractors in Section 6.3.1.
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Figure 6.2: The space of discrete movements from the centre position and orientation. As this discretisation grid only needs to cover the positions
and orientations that the robot may achieve in a single action, it is
smaller than the MDP state grid shown in Figure 6.1. Again note that
in practice, angle is discretised to 10◦ to ±30◦ but for clarity we have
not drawn all the angles. Also note that the F LIP movement is not
represented on this diagram.

over < x, y, θ >. This grid is shown in Figure 6.2. The model becomes
P (δsdisc | Feat(sm ), a).
Note that s, s0 ∈ S =< X, Y, Θ > are themselves discretised to the MDP
grid. However, because δsdisc ∈ ∆Sdisc is defined in terms of local co-ordinates,
for any state s that has a rotation relative to the MDP grid (ie. a value of θ
that is non-zero), the discretised movements ∆Sdisc starting from s are unlikely
to line up with the MDP grid S. This is illustrated in Figure 6.3.
We use P (δsdisc | Feat(sm ), a) to approximate P (δs| Feat(sm ), a) for arbitrary values of δs by choosing the nearest value of δsdisc ∈ ∆Sdisc as in Equation 6.6. It is possible to use more elaborate schemes such as a weighted
average of the values of δsdisc ∈ ∆Sdisc closest to δs.
δs ≈ δsdisc =

argmin (|δs0disc − δs|)

(6.6)

δs0disc ∈∆Sdisc

We use a J48 decision tree learner to learn a classification tree that models
P (δsdisc | Feat(sm ), a). In addition to classification, J48 also provides an estimate of class probabilities as discussed in Section B.2. The attributes are the

UNSW PhD Thesis: Learning Robot Behaviours by Observing and Envisaging. Raymond Ka-Man Sheh, 2010.

112

CHAPTER 6. SHORT-RANGE PLANNING

Figure 6.3: An example of why the movement grid ∆Sdisc and the state grid S
may not line up. In this diagram, the grey grid is part of the state grid
from Figure 6.1. The black grid is the movement grid from Figure 6.2
for a state s indicated in blue. As s represents a state with a nonzero orientation and the movement grid is expressed in terms of coordinates relative to this state, the movement grid is also rotated and
therefore does not line up with the state grid. P (δsdisc | Feat(sm ), a) is
only defined on the movement grid so a nearest neighbour operation
is required to obtain P (s0 |s, a) from this.
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features Feat(sm ) and the action a. The class labels are the discrete movements
δsdisc ∈ ∆Sdisc . A typical output from this tree is shown in Figure 6.4. Note
that although this resembles Figure 6.1, it does not represent future states.
Instead, it represents discrete movements, which in most cases will not line
up with the MDP states grid as the two grids may be rotated relative to each
other. The nearest-neighbour operation shown in Equation 6.6 is used to relate
points in this discrete movement grid to the MDP states grid. Also note that
for clarity, Figure 6.4 shows the motion model evaluated at the robot’s actual
position (s0 ). In practice, it will be evaluated at the locations that correspond
to each state s ∈ S.
The combination of the heightmap, feature extractor and local motion
model allows us to evaluate the state transition function for an arbitrary state
sm according to Equation 6.7.

P (s0m |sm , a)


=P

argmin (|δsdisc − δs

sm ,s0m


|) Feat(sm ), a

(6.7)

δsdisc ∈∆Sdisc

Reward Function r(s, a)
The reward function r(s, a) defines the agent’s goals. The optimal policy
maximises the expected discounted sum of future rewards over the course of
the MDP. We assign rewards to state-action pairs in two different ways.
Most state-action pairs are assigned a reward depending on the action only.
We prefer the robot to drive forward since the terrain sensor points forward.
If the robot were to drive backward, it would be driving blind. We bias the
behaviour in favour of driving forward by assigning larger negative rewards
(ie. costs) to reverse actions than for forward actions. These rewards do not
depend on state.
Note that we did not need to add this bias to the Action-Model control
agent because that control agent’s behaviour aimed to replicate that of the A*
search based demonstrator (while avoiding its mistakes). The A* search based
demonstrator prefers to drive forward as the angle relative to the goal angle
θg forms part of the heuristic function, naturally biasing the actions towards
those that tend to cause the robot to face forward when possible.
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Range imager view
Obstacle

Forward Left

Forward

Forward Right

Key:
High probability movement
Low probability movement
No observations (zero probability)

Figure 6.4: A typical output from the decision trees that represent the motion
model P (δsdisc | Feat(sm ), a) for the robot location and terrain sm as
shown in the 3D rendering, for a =-, a =↑ and a =%. These grids
are the same as the grid shown in Figure 6.2. Note that the F LIP
movement is not shown on this diagram. States are shown as ballheaded arrows. The distributions over movements for the - and %
movements are not mirror images because the model has recognised
that the red obstacle is likely to interfere with the % action. Robot
outline is shown approximately to scale.
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Some of the states in the MDP are terminal states. This means that we do
not consider the robot transitioning out of these states when we solve the MDP.
These states are assigned a reward r(s, a) that depends only on the state – the
action is ignored. States that are terminal include states that represent the
robot after it flips over or leaves the navigation corridor, which are assigned a
large negative reward, and states on the planning horizon which are assigned a
reward that varies depending on how close it is to satisfying the goal of moving
in the direction of the navigation corridor.
As we do not consider outbound transitions for terminal states, the second
half of Equation 6.2 disappears so Q(s, a) = r(s, a). Note that this does not
mean that the actual robot cannot move past a terminal state in any given
MDP. At each control cycle, we generate the MDP, solve it to find the best
path to the planning horizon and then take the first action along that path.
At the next control cycle, the old MDP is discarded and a new one generated.
This new MDP plans to a horizon that has receded relative to the old one.
In this way, the actual robot never reaches the successful terminating states
because as the robot moves, the successful terminating states also move.

6.2

Training System

The training system that we use for the Short Range Planning control agent is
identical in structure to that of the Situation-Action and Action-Model control
agents. However, we are not interested in the action that the demonstrator
takes in response to the situations. Instead, we are interested in the movement of the robot that results from each combination of action and situation,
(situation, a) → δs. From the sensor data that makes up situation, we can
construct the heightmap m and from that, the set of features Feat(sm ). Naturally, the associated action a and movement δs will only be meaningful as a
training example for sm =< s0 , m >.
The demonstrator’s role is to excite, or exercise, the system by performing
actions in a variety of situations. The possible combinations of terrains and
locations on those terrains is too vast to sample completely so the demonstrator has a secondary role of biasing the collection of training data away from
situations that are impossible or that will rarely be encountered.
The A* search based demonstrator is well suited to this task. Each of the
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examples of the locations that it visits is reachable from the starting state with
a non-zero probability (at least in simulation). It also performs actions in a
wide variety of situations including situations that do not end up on the final
path or end in failure. While the Situation-Action control agent only made
use of the successful path and the Action-Model control agent only made use
of the successful path and states prior to failure, the Short Range Planning
control agent can use all of the experience gathered by the A* search based
demonstrator. This includes experience gained beyond the data collection limit
described in Section 3.2.2.
The logger in this training system records every situation that the A*
search based demonstrator encounters, every action that is performed and
the resulting physical movement of the robot. These are recorded in tuples
of (situation, a, δs). To help make results more comparable, we ran this data
collection on the same training runs as the previous two control agents. Therefore, all three control agents observe the same demonstrations, even though
they collect different data from these observations.
Although we could also collect this data from a human demonstrator, we
found that the human chose actions in a very uneven manner. For example
the f orward action dominated with around 70% of the actions, in contrast to
the A* search base demonstrator, which takes every action in each situation
that it encounters. This, combined with the limited amount of training data
that we are able to collect from the human demonstrator, is why we did not
use training data from a human demonstrator to train this control agent.

6.3

Machine Learning Component

In the Short Range Planning control agent, the role of machine learning is
to extract features Feat(sm ) from the situations in the training examples and
then generate a model that allows us to approximate the probabilistic motion
model, P (δsdisc | Feat(sm ), a). As indicated previously, while this model only
makes sense for sm =< s0 , m >, a translation of the underlying heightmap
allows us to turn any arbitrary s into s0 for the purpose of querying the model
(subject to the terrain around s having been sensed by the robot).
As in the previous control agents, we separate this discussion into two parts.
We first describe the feature extractors that we use to compute the features
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that we use for machine learning. We then describe the machine learning
process that we use to generate the motion model.

6.3.1

Feature Extractors

The only features that we use for learning the motion model are a restricted
set of terrain features, as described toward the end of Section 3.3.1 where we
discuss terrain feature extractors for this short range planning agent. This
is because the motion model only needs to be informed about aspects of the
terrain that are likely to affect motion in the next control cycle.
It does not need to know about the corridor or parts of the terrain that are
unlikely to affect the motion that results from taking any of its 8 actions. The
MDP takes the role of accounting for features in the terrain that are visible but
will not be encountered for several control cycles. The MDP also encapsulates
the decision making process required to keep within the corridor.
We also do not use the two features that describe the pitch and roll of the
robot. At first glance, this might seem unusual. The pitch and roll of the
robot will affect the behaviour of the robot. However, we know the terrain
underneath the robot in most of these training examples. We assume that
the robot is moving slowly enough to ignore momentum. Therefore, the pitch
and roll of the robot is primarily governed by the terrain. In other words, if
the terrain on which the robot sits is fixed, the robot’s pitch and roll is also
fixed (even if it is not explicitly known). This means that the pitch and roll is
redundant.
Removing the need to model the pitch and roll of the robot also reduces the
dimensionality of the space over which the MDP graph must be constructed.
The motion model ultimately maps from one MDP state to another according
to Equation 6.7. Adding pitch and roll means that we must add two more
dimensions to the description of sm , causing an exponential increase in the
number of states in the MDP. It also makes the learning problem harder as it
increases the dimensionality of the discrete movement space from the current
∆Sdisc =< X, Y, Θ >.
Note that we did use pitch and roll for the Situation-Action and ActionModel control agents despite their inclusion also being, strictly speaking, redundant. In those control agents they only marginally increase the dimension-
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ality of the state space and their presence means that the learner does not need
to learn the relationship between the terrain features and the robot’s pitch and
roll.
We also do not model the height of the robot as this is also defined by the
on which the robot sits and is therefore also redundant. As we indicated in
Section 3.3.1, this means that we cannot use the robot height as a reference
point for the height-dependant features in the feature extractor (the height
of the grid cells in the Block Patterns feature extractor and the height of the
plane of best fit in each Region of Interest for the Planes and Deviations feature
extractor). We therefore use the average height of the heightmap in the whole
area that the feature extractor covers as the reference height.

6.3.2

Machine Learning

The machine learning component models the probability distribution over discrete movement that results from each action in terrain defined by a given
set of features: P (δsdisc | Feat(sm ), a). The training examples are tuples of
(situation, a, δs). We generate the heightmap m in sm =< s0 , m > from the
situation and then we use the feature extractor to generate Feat(sm ). We then
apply machine learning in the same way as we did for the Action-Model control
agent in Chapter 5. We divide the learning problem by action. Our model
therefore consists of a tree for each action, Pa (δsdisc | Feat(sm )), a ∈ A.
Instead of the four abstract state outcomes s0 ∈ {ON P LAN, ST U CK,
F LIP, OU T } that we used previously, our class is the discrete movement,
δsdisc ∈ ∆Sdisc . We discretise the movements, (δx , δy , δθ ) to the grid shown in
Figure 6.4. The grid resolution is 10cm in translation and approximately 10◦
in rotation, over an area of 50cm × 70cm × 70◦ . This results in a space ∆Sdisc
of 245 possible movements or 246 classes (including “flipped over”). Figure 6.4
shows a typical output of Pa (δsdisc | Feat(sm )), a ∈ A for a fixed sm and a.

6.4

Controller

At each control cycle, an MDP is constructed using the formulation described
in Section 6.1.1. We determine the transition probability for each state and
action in the graph using the decision trees that represent the motion model.
Note that in practice, we assign rewards to the states prior to determining the
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transition probabilities. This allows us to only compute the transition probabilities for states that are non-terminal (states that are not outside the corridor
and are not the F LIP state). As we will discuss later in Section 7.1.1, determining these transition probabilities is a major component of the computation
time for this control agent.
We extract a probability distribution from the trees using the method described in Section B.2.2. The trees that model our motion model are built
from over an order of magnitude more training examples than those of the
Action-Model control agent as we make use of every transition observed during
training so in practice we very rarely see leaves with few training examples.
Therefore, we assume that classes (representing movements) in these leaves
that have no observations among the training examples have a true probability that is negligible. We force these probabilities to zero by using a zero prior.
The estimate of the probability of each action is therefore the likelihood.
We should also point out that we do not limit the MDP states to locations
that have been observed. If we were to do so, the robot would never be able to
move from a starting position facing away from the goal as all states between
it and the goal would have few or no observations. Instead, we rely on the fact
that the estimates of Pa (δsdisc | Feat(sm )) degrade gracefully to the average
case across all observed training examples as the features Feat(sm ) become
unknown. We discuss the ability of the decision trees, that form our model, to
deal with unknown attributes in Section B.2.
We define the reward function in two parts. We regard the flipped state, all
states outside the corridor and all states at the edge of the MDP grid that face
within 30◦ of the goal heading to be terminal states, where the reward r(s, a)
depends only on state. We assign the rewards for these states independent of
action. The goal point and heading g is the point 1m along the corridor from
the robot’s actual position. We define |s−g| as the Euclidian distance between
the location represented by state s and the goal point g. The remaining states
are non-terminal and are assigned a reward r(s, a) that depends only on the
action. This reward function favours driving forward over driving backward
as our range imager faces forward – driving backward would mean that the
agent is driving blind. The rewards that we use are shown in Equation 6.8,
evaluated from top to bottom. These values were picked to give reasonable
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behaviour, with the resulting paths tending to bias towards driving forward.

r(s, a) =



−500
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500 × |s − g|
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, s = F LIP
, s ∈ OutsideCorridor
, s ∈ EdgeStates, |θs − θg | < 30◦
, a =, a =↑

−4 , a =%























(6.8)

−7 , a =x
−7 , a =y
−10 , a =.
−15 , a =↓
−10 , a =&

Once the transitions between the states and the rewards have been determined, we solve the MDP by iterating over each of the states in arbitrary
order (we iterate left-right, top to bottom), updating their Q-values according
to Equation 6.1. We use a discount factor of γ = 0.99. We stop iterating
over the graph after 100 iterations or when the average change among states
that had values change in the last iteration drops below 0.01. In practice, the
iteration limit of 100 was rarely reached. Once the MDP has been solved in
this fashion, we return the best action from state s0 , representing the actual
location of the robot, according to Equation 6.9.
π(s0 ) = argmax(Q(s0 , a))

(6.9)

a

An example of an MDP generated and solved in this manner is shown
in Figure 6.5, for the same robot position and environment as was shown in
Figure 6.4. The most likely path that will result from following π ∗ (s) from state
s0 (the actual location of the robot) is shown in white. Note that the MDP has
reported that this path curves to the left in order to avoid the obstacle, shown
in red in Figure 6.4. The MDP path does not avoid this obstacle because it
is a “bad” terminal state as such, it knows about the obstacle only because
when P (s0 |s, a) is evaluated in its vicinity, s0 does not move closer to the goal
(because the robot would become stuck behind the obstacle).
In solving the MDP, we have defined Q(s, a) for all states in the graph. This
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Key:
States:

Obstacle

Terminal state,
large +ve reward

Robot actual
location

Terminal state,
small +ve reward
Terminal state,
large -ve reward

F

Non-terminal state,
high Q-value
Non-terminal state,
low Q-value
A set of states
representing the
same position
(center of circle)
but with different
orientations
(and values)

F

FL

Heightmap cells:
Low
High
No observations

Markings:
Most likely
policy path

FL

Policy action

Figure 6.5: An example of an MDP for the same environment as shown in Figure 6.4. The corridor runs vertically, with the desired direction being
toward the top of the page. Only the transitions along the most likely
policy path from s0 (white) have been drawn. The policy action at
each state along the path is shown using the following code: F L =-,
F =↑, F R =%, SL =x, SR =y, BL =., B =↓, BR =&. The
robot outline (dark grey) is approximately to scale. Note that the
robot has not yet moved in this example so there are no observations
in the heightmap cells underneath the robot. The states in this diagram are equivalent to the states in Figure 6.1.
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means that we can determine the most likely on-policy path for any state in
the MDP. This is less useful from the perspective of robot control as the robot
is not actually in these other locations and if it was, it would have obtained
different sensor data and generated a different MDP. However, it is a useful
demonstration of the fact that the MDP does generate paths that match our
intuition of how the problem is solved. We have presented some examples of
found paths from different states in Figure 6.6. Again note that all of the
found paths avoid both the edges of the corridor and the obstacle on the right.
The plan depicted in (A) first proposes rotating right before taking forwardright actions until the robot faces toward the upper left corner. The plan then
proposes taking forward actions until the corner is reached at which point a
small three-point-turn is proposed to move the robot away from the corridor. In
plan (B), the robot first reverses to move away from the corridor. Once at a safe
distance, it rotates right before taking forward-right actions until it is facing
into the gap between the obstacle and the corridor. In plan (C), the robot once
again reverses away from the side of the corridor before taking forward-right
and forward actions, again aiming for the gap between the obstacle and the
left side of the corridor.

6.5

Discussion and Summary

We have implemented a control agent based on performing short range planning in each control cycle. It constructs and then solves an MDP over the
terrain that has been observed by the robot’s sensors. The robot performs the
action with the greatest value, as determined by the MDP, from the starting
location. The transitions between states in the MDP are based on a learned
model for the movement of the robot in response to different actions in various terrains. The validity of this model, and therefore of the whole planner,
is limited to the sensing horizon of the robot. Each time the robot moves, it
may have the opportunity to perform additional sensing and extend its sensing
horizon. Therefore, each time the robot moves, the control agent discards the
old MDP and replans.
We considered using the A* search, not as a demonstrator but as a controller, performing a search over the visible terrain, recreated based on sensor
data. The A* search based demonstrator finds a path in the simulated terrain
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Figure 6.6: Three examples of maximum-likelihood paths following π ∗ (s) from
three different starting states on the same MDP as shown in Figure 6.5.
The upper section shows the position and orientation of the starting
state relative to the corridor and obstacle while the lower section shows
the MDP itself. The policy action at each state is shown using the following code: F L =-, F =↑, F R =%, SL =x, SR =y, BL =.,
B =↓, BR =&.
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in a way that resembles this control agent. Instead of the MDP graph and
motion model, the A* search based demonstrator uses a search tree and the
simulator. We briefly tested an alternative control agent where we use the
heightmap generated by the robot’s sensors to recreate the robot’s surroundings in the simulator. We then run A* search over the recreated terrain to
find a path. We then take the first action along that path. This results in a
solution that resembles work by Green (2007).
There are two problems that we encountered in taking this approach. The
first is the time taken to perform the A* search in simulation. We must replan (or re-search) at each control step as our sensing is restricted by the range
imager’s field of view. Our simulator, which is tuned to run in roughly real
time on our 2.8GHz PCs, is too slow to make this practical. The robot will
need to spend 10 or 20 minutes to determine the next one-second action.
The second problem is that each time the robot performs an action in a
given environment in the simulator, it reports the resulting movement of the
robot. As the simulator and real world are stochastic, this resulting movement
is a single sample drawn from the distribution of all possible movements that
may result from taking that action in that environment.
The simulator is unable to provide any indication as to how representative
that single sample is. Over the course of even a single search, the simulator will
report some resulting movements that are unrealistically “lucky” and unrealistically “unlucky”. This may result in the search process finding paths that are
unsafe or, conversely, paths that ignore safe paths that failed in simulation due
to random chance. In contrast, our Short Range Planning control agent uses
machine learning to aggregate the experience of many trials in the simulator.
Rather than relying on a single sample, it uses these combined observations to
estimate the probability of the various movements that result from taking an
action in given surroundings.
In the next chapter, we present experiments we performed to evaluate the
performance of the three control agents. Following that, in Chapter 8 we
conclude with overall discussion and opportunities for future work.
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Experiments
In this chapter, we present the experiments that were conducted to evaluate
the three control agents and their variations. We found that for easier terrain,
our control agents matched the performance of both the baseline autonomous
controller and the human expert operator. For more difficult terrain, our control agents performed significantly better than the baseline controllers although
not as well as the human expert. However, on closer inspection, we have found
that human experts succeed in part because they implement behaviours that
we believe are outside the scope of our reactive control agents. When we modify our evaluation metric to account for this, we find that the performance of
our best control agents become comparable to that of the human expert.
We have also conducted experiments that verify that the results we observe
in simulation are a good indication of the results that we can expect on the
real robot. We will first describe the experimental setup followed by experiments and results that illustrate the performance of the control agents over
the different terrains in simulation and on the real robot.

7.1

Experimental Setup

In this section, we describe the experimental setup that we use to evaluate
the control agents. We first present the learning and evaluation procedures,
followed by details of the simulator in which we perform most of these experiments. We then describe the specific robot that we use in both simulation and
reality followed by the specifications for the test terrain. We finish by describing the procedure by which we collected training data from the demonstrators.

7.1.1

Learning Procedure

In the preceding chapters, we have discussed the three control agents and
variations that differ in feature extractor, the presence or absence of “Robot
Stuck” detection and other factors. In this chapter, we wish to compare the
performance of each of these variations of the three control agents against each
other and against our baseline controllers.
125
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Situation-Action and Action-Model Control Agents
We train each variation of the Situation-Action and Action-Model Control
Agents on several different sets of training data, randomly sampled from the
full set of data generated by the demonstrators. The only difference between
these control agents is in the number and sampling of the training data, however we expect these control agents to vary in performance due to the effect
of random sampling and due to the competing issues of improved performance
due to better attribute space coverage and reduced performance due to over
fitting, both of which may result from an increase in the amount of training
data.
We select the best performing example of each variation of each control
agent for the purpose of comparing between the variations of control agent
and comparing against the baseline. This is consistent with how the techniques
presented in this thesis might be used in practice. The simulation infrastructure enables the user to produce several different control agents, evaluate them
and then select the best performing one for deployment. We have also presented the performance of all of the different examples of each variation of each
control agent in Appendix C.
Short Range Planning Control Agent
We were only able to train and evaluate the Short Range Planning control
agents on 1/2 of the available training data (100,000 examples) with the only
variations being the 2 different feature extractors. This was due to the excessive
time taken to learn the required models (we stopped after a month of processing
on a server with a 2.3GHz multicore processor and 32GB of main memory).
We were also limited in the number of experiments we could run with the
Short Range Planning control agent as it took a long time to make decisions,
around 30 minutes per control step as compared to less than one second for
the Action-Model and Situation-Action control agents. Even the A* search
based demonstrator sometimes takes less time than this to make its decision.
The bulk of this time was taken up with determining the connectivity of the
MDP graph. The graph has a total of 5,941 states, of which around 2,700 are
non-terminal. The transitions out of each non-terminal state are determined
by generating features from the terrain around that state and querying the
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decision tree. Each query into the decision tree for the 8 actions can take up
to 500ms, as many of the attributes tend to be unknown so execution in the
tree tends to split very frequently. This results in a total time spent querying
the tree of around 22 minutes. This control agent must also generate the
features for each of the states, which also takes a considerable amount of time.
This means that this control agent cannot run in real time on the real robot.
However, we include its evaluation into our simulation results for the purpose
of comparison.

7.1.2

Evaluation Procedure

The standard task that each of the control agents were evaluated on was the
3-palette stepfield dash, which is a length of terrain 1.2m wide and 3.6m long
as shown in Figure 7.1. The starting point for the robot was randomly chosen
within a 10cm square centred 30cm from the first palette and with a random
heading within 10◦ of straight-ahead. The task was considered successful if
the centre of the robot stays within the navigation corridor and reached the
goal box placed just past the end of the stepfield. The prescribed corridor was
0.5m wide and centred on the stepfield.
When evaluated in simulation, automated monitoring of the simulation environment was used to detect when the robot successfully reached the goal box
and when the robot encountered one of three failure conditions: Out of Corridor, Flipped and Stuck. The Out of Corridor and Flipped failure conditions
were detected by monitoring the groundtruth position of the simulated robot.
Out of Corridor is detected using the position relative to the pre-specified
corridor. Flip is detected when the robot’s up-vector had a negative vertical
component. The robot was deemed stuck if it moved less than 0.01m and 1◦
per control cycle for 20 consecutive control cycles, or if the run has lasted more
than 200 control cycles.
This second limit for detecting when the robot was stuck was required as
we observed that the robot would occasionally move between a small number of positions without making any progress towards the goal. This resulted
in significant delays in experimentation and at times caused errors as the instrumented simulator ran into the memory limits of the host computer. We
evaluated sample control agents without this limit in circumstances where the
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Goal box

Corridor

Robot starting location

Figure 7.1: An example of the robot at the start of an evaluation run. The corridor
and goal box is shown. The robot is considered to be within the
corridor if the geometric centre of its chassis, shown as the red dot
on the robot, is within the two red lines. Note that the colours of
the simulated blocks are only to make them easier for the reader to
identify. The robot only detects the shape of the blocks, not their
colour.
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program could still complete and determined that less than 1% of runs lasting
more than 200 control cycles resulted in success.
When evaluated on the real robot, we manually detected success and failure
conditions. Due to damage sustained in unrelated experiments, we decided not
to allow the robot to become “stuck” in situations where the robot’s motors
stalled for extended periods of time and called “stuck” after two successive
actions without motion. We should note that we did not manually intervene to
prevent the robot driving off the stepfield or tipping over. We added additional
padding to the top of the robot so that the robot could tip over or hit the walls
without causing damage to the sensor head as shown in Figure 7.3.

7.1.3

Simulator

An important component of our research infrastructure is the simulated robot
and its environment. We use simulation for two purposes. We use it as a model
of the real world in which we can learn the policies. We also use it as a way
of running enough evaluation trials for statistical significance. The ability to
run these in parallel is important for evaluating a wider range of policies than
would be possible in the real world.
We evaluated a number of different simulators and physics engines including the Unified System for Automation and Robotics Simulation1 (USARSim)
(USARSim Community, 2010; Balaguer et al., 2008), Gazebo (PlayerStage
Community, 2010), the Open Dynamics Engine (ODE) (Smith, 2006), Webots
(Cyberbotics, 2010) and JMonkeyEngine 2 Physics2 (JMonkeyEngine community, 2008). We selected a simulator based on the following requirements:
• Run unattended from batch scripts
• Support the implementation of Emu with a high degree of fidelity
• Efficiently implement the range imager
• Spawn arbitrary terrain under program control
1

Formerly known as the Urban Search and Rescue Simulator
Since this evaluation of physics engine, development of JMonkeyEngine 2 Physics has
stopped. It has now been replaced in JMonkeyEngine 3 by the JBullet physics engine.
2
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• Run in “simulator time” (prioritise simulator consistency and fidelity
over running in real-time)
These requirements narrowed the field down to either ODE or JMonkeyEngine 2 Physics. Although neither of these fully supports all of the
requirements, being open source, it was possible to implement the missing
functionality. However, both of these are physics engines that do not have
infrastructure such as middleware, pre-built robots or sensors that the other
packages did.
An early simulator was implemented in ODE, however as the machine
learning infrastructure was written in Java, we switched to JMonkeyEngine 2
Physics. This allowed the machine learning infrastructure to directly control
the simulation engine, including populating the virtual world with arbitrarily
generated terrain and starting the simulated robot in arbitrary locations.
In the rest of this subsection, we will discuss simulator validation followed
by a description of the hardware that we used to support the simulator. We
then discuss parallels that may be drawn between simulation and system modelling. We discuss the modelling of our robot, sensors and terrain in simulation
in later subsections.
Simulator Validation
It is important that the robot, in simulation, behaves in a way that is comparable to the robot in the real world. There are three ways in which we do
this. First, we model the simulated environment on measurements of the real
environment and robot. This helps to ensure that the overall behaviour of the
system is largely similar.
We measured the dimensions of the wheels and chassis and sensor head
mounting. We also measured the weight distribution of the robot to determine
its centre of gravity. These are shown in Figure 7.4. We do not anticipate the
robot rotating quickly so we assume that the effect of angular momentum is
insignificant.
However, this does not guarantee identical performance. The simulator’s
models of friction, deformation and actuator response are highly simplified
compared to the real world. It is necessary to adjust the available parameters
for such factors as suspension compliance, surface friction and torque so that,
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while their values may not match the real robot, the behaviour in response to
standard test artefacts in the real world match those in simulation. We use the
procedure that NIST use to validate the USARSim simulator (Pepper et al.,
2007; Okamoto et al., 2008; Balaguer et al., 2008) as a guide in performing the
validation of our robot.
Our validation test objects are shown in Figure 7.2. The behaviours that
we tested included:
• Driving over obstacles that scraped up against the bottom of the robot
• Turning on the stepfields
• Balance and tipping points in several directions both when stationary
and when moving
• Moving (and sliding) on ramps of different slopes
• Colliding with off-centre obstacles (resulting in the robot yawing)
We adjusted the mass, suspension characteristics (which simulate the pneumatic tires), friction parameters and centre of gravity to improve the correspondence between the behaviour of the simulated and real robots.
Finally, we perform a set of identical experiments, evaluating several control
agents over terrain, in both simulation and reality. We then measure the
level of performance of each and check to see that they are comparable. This
does provide us with a way of estimating real world performance for other
policies that have only been evaluated in simulation. We present details of
these experiments and their results in Section 7.3.
Simulator Hardware
A major advantage to using simulation is that it allows us to run the robot,
unattended, over a wide variety of randomly generated terrain. We take advantage of this ability in order to gather large quantities of training data and
to evaluate many different variations on the different control agents that we
discuss later in this thesis. The simulation was run on a cluster of 35 Linux
workstations, each with 2.8GHz processors and 1GB, main memory and a
graphics card that allows us to efficiently simulate the range imager.

UNSW PhD Thesis: Learning Robot Behaviours by Observing and Envisaging. Raymond Ka-Man Sheh, 2010.

132

CHAPTER 7. EXPERIMENTS

Figure 7.2: Some of the validation test objects used in simulation. Equivalents
were also constructed in reality in order to compare the behaviour of
the simulated robot against the real robot. The parameters of the real
robot were then adjusted so that the behaviour matched. Visible in the
left of the upper figure are a series of ramps of different slopes. In the
lower figure, from left to right are a step test, various stepfields and
blank palettes, another step test and ground clearance and obstacle
tests.
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Comparison with System Modelling
Our use of simulation may be compared with the system models used in traditional control engineering (Ljung, 1999). Traditional control engineering
approaches to building controllers for complex systems use system identification techniques to build mathematical models of the systems. These models
are used to develop the control equations that form the basis of the controllers
and allow the system to estimate the response of the system to control inputs.
Such models are difficult to produce if the underlying system is highly
discontinuous and where the discontinuities are both unpredictable and significant. They also require all of the possible interactions between the robot
and the terrain to be known. For even a simple a robot that bumps and
scrapes along the terrain, modelling all of these interactions quickly becomes
intractable.
However, if we only need a way of predicting the behaviour of the system
and discard the need to have a symbolic system model, we can take a shortcut
in the form of the physics simulator. Instead of modelling the system and all
of its interactions, we build a model of the robot in the physics simulator and
the simulator works out all of the interactions and their effects. The result is
the ability to predict the behaviour of the system without the need to make
some of the simplifying restrictions, such as not having collisions between the
chassis and the terrain.

7.1.4

Robot

The experiments in this thesis were conducted on a robot that we have named
Emu. Emu is a four-wheel-drive skid-steered mobile robot with fixed (unsprung) axels and pneumatic tires. It is shown in Figure 7.3 alongside its
simulated equivalent. As this robot has a simple geometry, it is comparatively
easy to build and validate a simulated model that closely matches the behaviour of the real robot. The measurements of Emu are shown in Figure 7.4.
Despite having a simple geometry, Emu is surprisingly mobile. Under human control in a RoboCup Rescue Robot League environment, it has been able
to easily traverse flat floors, matching pitch-roll ramps and floors strewn with
lengths of wood. A simple autonomous controller, which does not consider
the terrain, has also been demonstrated to reliably drive Emu over such ter-
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Figure 7.3: The real and simulated versions of Emu. The range imager is just
visible in the metal box near the top of the arm in the left photo.
Note that the sensors are not visible in the rendered visualisation of
the simulated robot.
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Figure 7.4: Important measurements of Emu, including the location of the centre
of gravity and the optical centre of the range imager. The overall mass
of the robot is 25kg. All dimensions in millimetres.
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rain. Thus these elements would be considered easily traversable. In contrast,
the mismatched pitch and roll ramps and orange stepfields would be complex
terrain as considerable care must be taken in order to traverse these elements.
Emu is by no means the most mobile robot available for its size. Much
of the terrain that is difficult for Emu to traverse, such as the unstructured
random stepfields, may be easily overcome by other robots of a similar size.
However, the aim of this research is to develop autonomous control agents that
can drive these robots closer to the limits of their abilities. What those abilities
are is less important, as long as we can test on terrain that is beyond what a
naı̈ve controller is capable of driving over but that an informed controller can
overcome.
In the rest of this subsection, we will discuss the real and simulated hardware in greater detail. We leave a discussion on the sensors to Section 7.1.5.
Real Robot
The real Emu robot is based on a Volksbot RT four-wheel-drive robot (Volksbot, 2008). The wheels on each side are driven independently to allow for
skid-steering. A motor controller provides partial torque limited speed control. The underside of the robot is smooth, allowing it to slide over obstacles
when it has traction, however it does become high centred (where the body of
the robot becomes “hung up” on uneven terrain such that the wheels are off
the ground) or blocked quite easily.
Simulated Robot
The simulated robot was modelled based on the measurements shown in Figure 7.4. Weight distribution and friction parameters were tuned during the
validation process. Pneumatic tires were very difficult to simulate properly
in the physics engine so we approximated their effect with a small amount of
suspension travel. The wheels were driven with limited torque velocity control with the torque limit also tuned during the validation process to achieve
performance similar to that of the real robot. We were not able to simulate
the chain drive (which forced the wheels on each side of the real robot to rotate at the same speed regardless of load) but this did not appear to affect
performance.
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Sensors

Advanced mobility requires knowledge of the physical characteristics of the
terrain around the robot. We will first describe the assumptions that we make
about the terrain and the environment followed by a description of the range
camera on the robot. We finish with a description of the localisation sensing
module.
Assumptions about the Terrain
For the purpose of this thesis, we assume that the only important aspect of the
terrain is encapsulated by the shape of its surface. In particular, we assume
that the terrain is solid and un-deformable. We also assume that surface
texture is uniform, such that differences in surface texture do not need to be
identified. We also assume that there are no overhead clearance issues – that
there are no overhanging obstacles. Again this is not always a valid assumption
however the additional complexity was deemed to be best left as a separate
issue to be addressed.
Our Terrain Sensor
We make use of a MESA (formerly CSEM) SwissRanger SR-3100 range imager
(Oggier et al., 2004) to obtain the 3D profile of the terrain in front of the robot.
A range imager provides an image, resembling a conventional camera image,
but where the value of each pixel is the distance to the surface along that
pixel’s line of sight, rather than the brightness or colour of the surface. The
range imager has a resolution of 176×144 pixels and a field of view of 45◦ ×39◦ .
An example is shown in Figure 7.5.
This sensor returns the distance as well as background brightness and reflected infrared intensities for each pixel, information that we use to estimate
the amount of noise that can be expected in the distance measurement. In our
research, we have used both the SR-3100 and a previous model, the SR-2B,
to generate 3D maps (Sheh et al., 2006b) and profile terrain for Behavioural
Cloning (Sheh et al., 2007; Kadous et al., 2006a, 2005a).
Time-of-Flight Range Imagers have several important advantages compared to other sensors such as stereo vision, structure-from-lighting, structurefrom-motion or laser range scanners. They can be made very small and light,
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Figure 7.5: A typical range image from our range imager (top) and the robot in the
location in which the image was taken (bottom). Depth is represented
by repeating colours where red is closest followed by yellow, green,
blue, violet and then returning to red.
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in the region of a few hundred grams. Unlike stereo systems, they are not
reliant on patterns or features in the environment. They produce dense and
sufficiently accurate measurements, even on featureless or ambiguously featured surfaces. Unlike scanning laser systems they obtain a whole image in
one exposure and do not suffer from distortions due to motion.
Although this sensor is effective in determining the profile of the terrain
in front of the robot, it is still a largely experimental sensor and thus it has
several deficiencies3 .
The use of phase detection at a fixed frequency to determine time-of-flight
results in an ambiguity in the distance measurement. Distances separated by
half a wavelength are aliased to the same phase shift. In the case of this
sensor, distances greater than 7.5m from the sensor are indistinguishable from
distances between 0m and 7.5m. We call this the “wraparound effect”.
This effect is particularly problematic in an environment where the robot
is able to see “over” barriers and out into free space. Although in most cases
distant objects are rejected based solely on insufficient return, highly reflective
objects can cause enough reflection to confuse the sensor and result in phantom
objects at arbitrary distances between 0 and 7.5m. For the purpose of our
experiments, this sensor is used for determining the local traversable terrain
profile and thus need only be pointed at the ground. Some care needed to be
taken to ensure that extremes of pitch and roll did not result in the sensor
pointing at more distant objects however for the purpose of our experiments
the wraparound effect was not significant.
This sensor also tends to be highly susceptible to reflections. The use of
phase difference rather than pulsed time-of-flight for distance measurement
removes the ability of the sensor to use first-return to reduce the effect of reflections. Surfaces that are highly specular, or have texture features that have
specular facets, are badly affected by both bias and noise in their distance
measurements. A typical example is the non-slip laboratory flooring which
consists of a coarse textured surface. To the sensor, this appears as a large
array of small reflective surfaces and results in measurements that are contaminated by observations of randomly reflected objects. In contrast, unfinished
3

MESA has since released a newer sensor that addresses some of these deficiencies, however there was insufficient time to evaluate this new sensor.
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wood has almost no specular reflection and thus is sensed very accurately by
this sensor. In our experiments, we laid plywood over the floor of the lab. In
accordance with methods used by NIST, we constructed the terrain itself out
of unfinished lengths of wood. We found that this largely solved the problems of inconsistent noise and distortion. We filter out the remaining noise by
applying a smoothing filter, consisting of a constant 3 × 3 kernel.
The range imager also suffers from focus blurring. at a sharp depth discontinuity, several pixels will have readings that are between the two depth levels.
These can lead to problems when the height map is generated. The smoothing
filter also exacerbates this problem.
Therefore, we apply an additional filter which preserves the “high points”
of these discontinuities but discards the lower points. Our height map is used
to make decisions about how the robot should drive and this is governed by
points that may be in contact with the robot. This means we are interested
in the high points in the terrain and low points that are large enough to trap
wheels. Therefore, we do not lose important information by discarding the low
points in the vicinity of these discontinuities.
Simulated Range Imager We simulate the range imager by rendering it
as a normal camera in the simulator’s graphics engine. The depth information
is computed by the graphics engine as a byproduct of its rendering process.
We use JMonkeyEngine2’s LWJGL Java interface to OpenGL, which in
turn interfaces with the 3D graphics card in the host computer. In order to
simulate a range camera, we place a virtual camera in the 3D scene, at the
location where we wish to simulate the range imager. We also set its resolution
and projection matrix to match the range imager’s resolution and field of view.
We then render the scene through the camera before reading the Z-buffer
(also known as the depth buffer). The Z-buffer is a 2D array with the same
dimensions as the image. It is used by the graphics card to store the distance
of each pixel in the scene in order to perform operations such as determining
if one surface is in front of another.
The values in the Z-buffer are usually in arbitrary and often non-linear
units of distance from the image plane. We use the UnProject call from the
OpenGl API to determine, given the image pixel co-ordinates, Z-buffer value
and projection matrix parameters and the location of the equivalent point in
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3D space in the scene. We use this to determine the 3D point in corresponding
to each pixel in the image. We then compute the distance between each of
these points and the optical centre of the virtual range imager. This distance
becomes the range reading for each pixel in the virtual range image.
Images from the real range imager are noisy and, as discussed, contain
imperfections and distortions. While we correct for the distortion and some
of the imperfections, we cannot correct for noise and so need to simulate it
in the virtual range imager as well. The image noise at each pixel depends
on many factors including the distance of the pixel from the centre (due to
uneven illumination from the camera’s illuminators), distance to the objects
in the scene, surface texture and colour. As our range imager predominantly
points down, the distance to objects tends to be within a small range. We
have also constructed our environment out of unfinished wood, to which the
sensor tends to have a consistent noise response.
We model this noise as additive white zero-mean Gaussian noise Z, with a
standard deviation σ that varies with the square of the pixel distance d from
the centre of the image according to Equation 7.1.

Z = N (0, σbase + σrad × d2 )

(7.1)

To obtain an initial calibration of this noise model, we pointed the range
imager at representative samples of wood flooring and measuring the standard deviation of the distance measurements. We then fine tuned this noise
model by creating the same scene in both reality and simulation and observing the generated height maps. Based on this process, we use parameters of
σbase = 0.01m and σrad = 0.000005m/pixel2 . This corresponds to noise with a
standard deviation of 1cm at the centre of the image and approximately 3.5cm
at the corners of the image.
To maintain correspondence between the real and simulated sensors, we
apply the same smoothing and high-edge-preserving filter that was applied to
the real range image. The simulated range image does not suffer from blurring
however the effect of these filters is similar and results in filtered range images
that have similar discarded points.
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Localisation Sensing Module
The localisation sensing module provides an estimate of the robot’s 2D position in the global co-ordinate frame (x, y) and an estimate of the robot’s 3D
orientation relative to the global co-ordinate frame in the form of a quaternion
(w, x, y, z). We will first describe the source of this information on the real
robot, followed by our simulation of these sensors.
Real Robot Localisation On the real robot, the position estimate is provided by a 2D position tracker, based on a Hokuyo URG-LX04 line scanning
laser rangefinder, mounted on an automatically levelled platform. The position tracker is based on the Metric-Based Iterative Closest Point algorithm by
Minguez et al. (2006) with extensions by Milstein (2010) that allow it to build
a temporary internal 2D map.
The output of this position tracker is a filtered estimate of the 2D position
and orientation of the robot’s centre, (x, y, θ), relative to the global co-ordinate
frame. This has already been corrected for the motion in the automatically
levelled platform. Further detailed discussion of the position tracker is beyond
the scope of this thesis.
On the real robot, we use an XSens MTi heading-attitude sensor to estimate the robot’s orientation. This sensor uses a set of MEMS gyroscopes,
accelerometers and magnetometers, along with an embedded Kalman filter
(XSens, 2010), to provide a quaternion that estimates the orientation of the
robot relative to the point at which it was reset. This sensor is also used to
drive the automatically levelled platform that the laser is mounted on. This
sensor uses the magnetometers as the primary sensor for estimating the yaw
about the world “up” vector, which we found to be badly affected by the
presence of ferrous metals in the environment. Therefore, we replace the yaw
component of the estimate from this sensor with that from the position tracker.
Simulated Robot Localisation In the simulator, we simulate the combination of these two sensors by using groundtruth measurements from the
physics engine. We apply a sensor model in order to simulate errors in the
sensor readings.
The noise in the heading-attitude sensor’s measurements of rotation, excluding the yaw dimension, are modelled as zero-mean additive white Gaussian
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noise with a standard deviation of 0.25◦ , centred about the true values. This
measurement is primarily based on the gravity vector, which does not drift in a
significant fashion and, due to the embedded sensor fusion and Kalman filter,
is reasonably immune to variations caused by the robot’s accelerations. We replace the yaw component of the estimate from the heading-attitude sensor with
that from the position tracker as the magnetometers in the heading-attitude
sensor exhibit severe bias in our laboratory due to magnetic interference from
metal frames and gantries despite extensive calibration4 .
The noise in the position tracker, which provides the estimate of the 2D
position and orientation (yaw), (x, y, θ), is modelled as zero-mean cumulative
white Gaussian noise. This model is more realistic than additive noise as the
position tracker integrates the estimate of the movement of the robot to obtain
a position estimate. An error in the movement estimate at one point affects
all future estimates.
Our noise model and the values of the various parameters are based on the
noise model used internally by the position tracker to estimate the uncertainty
in the readings from the real sensors (Milstein, 2010). We also compared the
output of this model with that from the real position tracker and found that
they matched quite well.
This model is expressed in Equation 7.2 where ∆x, ∆y and ∆θ are the
c ∆y
c and
groundtruth measurements of position and yaw respectively and ∆x,
c are their estimates with simulated noise. The parameters kx and ky repre∆θ
sent the drift in the position measurements proportional to the distance moved,
which we set to 0.05. This corresponds to 5cm of standard deviation per meter
of motion. The parameter kθ represents the drift in the yaw measurement as a
proportion of change in yaw, which we set to 0.008. This represents a standard
deviation of approximately 3◦ per full rotation. The real position tracker’s estimate of yaw also drifts as the robot translates. We model this using kdrif t
which we set to 0.0349, representing an addition to the standard deviation of
approximately 2◦ per meter of translation.

4

We have been informed that later versions of the XSens MTi sensor are less affected by
magnetic interference however we have been unable to test this.
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c = ∆x + N (0, kx × ∆x)
∆x
c = ∆y + N (0, ky × ∆y)
∆y
p
c = ∆θ + N (0, kθ × ∆θ + kdrif t × ∆x2 + ∆y 2 )
∆θ

7.1.6

(7.2)

Terrain

Complex terrain is terrain that requires great care to traverse. The challenge
is less one of trying to reach the destination as quickly as possible and more
one of reaching the destination at all, without getting stuck, tipping over or
leaving the prescribed navigation corridor.
Such terrain is encountered in a wide variety of applications where robots
must operate in environments that are not explicitly designed for them. A
domestic robot might encounter stairs, kerbs, rugs and children’s toys. An
agricultural or military supply robot may need to cross washed out roads,
creek beds, rough tracks or overgrown paths. A firefighting, urban searchand-rescue or explosive ordinance disposal robot may encounter stairs, uneven
ramps or rubble of concrete, wood or steel. Although we have chosen the
domain of urban search-and-rescue, we have developed the techniques in this
thesis with an eye towards their broader applicability in domains such as these.
In order to properly test any technique that claims to be able to control
a mobile robot over complex terrain, it is necessary to properly specify the
terrain and test methods. The US National Institute for Standards and Technology (NIST) is developing standard test methods for precisely this purpose,
with the aim to “analyze the performance of USAR robots in a repeatable
and objective manner” (Messina, 2006; Pepper et al., 2007). As part of this
development, NIST deploys emerging standardised test methods in a variety
of robotics events, including the International RoboCup Rescue Robot League
competition and the Response Robot Evaluation Exercises conducted by the
US Department of Homeland Security (DHS) in conjunction with NIST (National Institute of Standards and Technology, 2010).
Out of these emerging test methods, we make use of the ones that relate to
complex terrain traversal. These are the random and symmetric stepfields We
have implemented these test methods in both the real world and in simulation.
We evaluated the control agents over terrain that consisted of a sequence
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of 3 stepfield palettes and bordered on each side by either no walls, one wall
or two walls, chosen at random. Each stepfield palette consisted of a 11x11
palette of blocks, each block being 87mmx87mm. Including a border that is 1
block wide, this yields a corridor 1.131m wide.
Each block was one of 5 discrete heights, ranging between 2.5cm and 20cm.
Each sequence of 3 palettes was constructed by selecting 3 patterns, with replacement, from the same library of patterns. We used four different libraries,
representing the four different types of stepfield palettes. We call them the Geometric, Irregular, Structured Random and Unstructured Random Stepfields.
Examples of all four stepfields are shown in Figure 7.6.
We introduce the four stepfield types here and we will further discuss how
they test the different strategies for overcoming terrain in Section 7.2.1 which
follows.
Geometric Stepfields
The Geometric Stepfield library is modelled on the NIST Orange Geometric
stepfield specification. These are fixed patterns with relatively large blocks
and a clear demarcation between areas with small changes in height and areas
with large changes in height. Driving over a sequence of Geometric Stepfield
palettes mostly involves identifying specific danger zones, such as large changes
in height, and avoiding them.
Irregular Stepfields
The Irregular Stepfield library consists of specific patterns that are designed to
“trap” the robot. These patterns require the controller to identify the patterns
and guide the robot into specific positions in order to traverse the terrain. A
particular characteristic of this terrain is that there is generally only one path
across the terrain. It is vital to line up with the high points or the rails,
otherwise the robot will become stuck. Furthermore, if the robot “falls off”
the rails, there is a chance that it will become high centred in such a way that
it cannot recover.
Structured Random Stepfields
The Structured Random Stepfield library is modelled on the NIST Orange
Random stepfield specification. These are patterns consisting of major fea-
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(c)

(a)

(d)

(b)

Figure 7.6: Examples of the four types of stepfields: (a) Geometric, (b) Irregular, (c) Structured Random, (d) Unstructured
Random. Note that these only have one wall shown for clarity, in practice these stepfields may randomly have zero,
one or two walls.
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tures, such as a ridge, surrounded by areas where the height of the terrain is
allowed to vary randomly between specified limits. Driving over a sequence of
Structured Random Stepfield palettes involves considering both the underlying terrain pattern as well as higher frequency features in the terrain that can
trap wheels, block the front of the robot or high-centre the body.
Unstructured Random Stepfields
The Unstructured Random Stepfield library consists of completely random
terrain and is the most difficult out of all of the stepfields. Each block in the
stepfield can be any one of the 5 discrete heights. Traversing these stepfields
involves searching for “wheelholds”, the robot equivalent of footholds that a
human must search out when climbing over rocks and the like.

7.1.7

Training Data

Our main set of training data was gathered in simulation. We use three different sets of training data gathered from two different demonstrators. These
are the human expert demonstrator and the A* search based demonstrator.
Human Expert Demonstrator
The first is data recorded from the performance of the human expert. The
human expert was presented with 152 examples, 38 of each of the four stepfield
types. Out of these, the human expert succeeded in 83 runs of the full stepfield
dash. This consisted of 33 Geometric, 29 Irregular, 17 Structured Random and
4 Unstructured Random. The distribution of actions are shown in Table 7.1.
Note that the distribution is symmetrical. We assume the robot and the task
are symmetrical (which they are in this case) so to increase the amount of
training data and eliminate the side-to-side bias caused by random sampling,
we mirror all of the data.
A* Search Based Demonstrator
The second is data recorded from the performance of the A* search based
demonstrator, starting from random locations on the stepfield. The A* search
based demonstrator was presented with 3,200 randomly generated stepfields5
with each of the four stepfield types equally represented. Out of these, it
5

40 of these trials failed due to computer hardware and software issues.
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Action
0
1
2
3
4
5
6
7
8

- Forward-Left
↑ Forward
% Forward-Right
x Spin Left
× Stop
y Spin Right
. Backward-Left
↓ Backward
& Backward-Right
Total

Number of
Instances
608 14.2%
2,696 62.8%
608 14.2%
157 3.66%
0 0.00%
157 3.66%
3 0.07%
62 1.44%
3 0.07%
4,294

Table 7.1: Distribution of actions in the human expert demonstrator’s training
data.

succeeded in finding a path under the restrictions described in Section 3.2 2,885
times: 795 Geometric, 787 Structured Random, 610 Unstructured Random and
692 Irregular. Note that this as discussed in that subsection and unlike the
human expert, the A* search based demonstrator does not perform the full
stepfield dash.
This resulted in a total of 36,084 records of training data – records of robot
situation and the action that the demonstrator commanded. The distribution
of actions are shown in Table 7.2. Again, we mirror all data.
We also used the A* search based demonstrator to generate additional data
generated by starting the robot in situations just prior to failures, as described
in Section 3.2.3. This resulted in 687 successful runs, bringing the total number
of instances to 41,062.
Distribution of Training Examples
The human expert tends to select actions every unevenly. The “Forward”
action is the clearly dominant class with almost 63% of the training examples.
The human expert demonstrator uses a strategy of lining up with the next safe
area and driving forward so the fact that “Forward” is the dominant class is not
unexpected. We observed a similar effect in our previous work on Behavioural
Cloning on a related task (Kadous et al., 2006a, 2005a) where the “Forward”
action was again the dominant class with 67% of the observed actions. It is
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Action

0
1
2
3
4
5
6
7
8

- Forward-Left
↑ Forward
% Forward-Right
x Spin Left
× Stop
y Spin Right
. Backward-Left
↓ Backward
& Backward-Right
Total

149
Number of
Instances
(Standard)
7,848 21.7%
8,306 23.0%
7,848 21.7%
2,513 6.96%
0 0.00%
2,513 6.96%
3,207 8.89%
642 1.78%
3,207 8.89%
36,084

Number of
Instances
(+ Pre-Failure)
8,579
20.9%
11,504
28.0%
8,579
20.9%
2,620
6.39%
0.00%
0
6.39%
2,620
7.88%
3,233
1.60%
658
7.88%
3,233
41,062

Table 7.2: Distribution of actions in the A* search based demonstrator’s training
data.

clear that in this task, it is possible to succeed by mostly driving forward,
but the critical aspect is in identifying the somewhat rarer cases when it is
necessary to do something different.
The distribution of actions in the A* search based demonstrator is very
different to this. However, a direct comparison is not possible. As we discussed
in Section 3.1 and 3.2, while the human expert demonstrator performs the
full stepfield dash, we started the A* search based demonstrator in random
locations and orientations on the stepfield and only asked it to find a path
a short distance down the terrain. This allows us to exploit the ability to
generate training examples that cover a wider variety of situations than the
human demonstrator. This wider variety of situations, including orientations
relative to the corridor, means that the A* search based demonstrator needs to
perform more manoeuvring and this is reflected in the distribution of actions
in the training examples.
The Action-Model control agent makes use of both the action and the abstract state outcome s0 ∈ {ON P LAN, ST U CK, F LIP, OU T } in the training
examples. We found these to also be distributed rather unevenly as shown in
Table 7.3 with the majority of the failures being leaving the corridor (OU T )
followed by getting stuck (ST U CK).
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Action

ON P LAN
ST U CK
F LIP
OU T
Total

Number of
Instances
(Standard)
36,084 14.9%
71,676 29.6%
9,798 4.0%
124,492 51.4%
242,050

Number of
Instances
(+ Pre-Failure)
41,026
12.6%
122,472
37.7%
16,312
5.02%
144,504
44.5%
324,314

Table 7.3: Distribution of outcomes in the A* search based demonstrator’s training
data.

7.2

Experiments in Simulation

The bulk of our experiments have been performed in simulation. In this section,
we present experiments, results and discussion that evaluate and compare the
capabilities of the different control agents that we have discussed in this thesis.

7.2.1

Baseline Controllers

As an indicator of the difficulty of the different terrains, in Figure 7.7 we
present the performance6 of three baseline controllers on the stepfield dash in
simulation, with the four different types of stepfield.
The first controller represents a completely naı̈ve controller, which takes
no input from sensors. At every control cycle, it returns the “go forward”
action. As the “go forward” action is also the most commonly taken action, it
is equivalent to a Situation-Action control agent with a default (most-likelyclass) classifier. We call this the “Go Forward” or “Drive Forward ” control
agent.
The second controller represents a controller that only considers the corridor and ignores the terrain. It is based on the Short Range Planning control
agent discussed in Chapter 6. We replace the learned motion model with
a hard-coded model that only depends on the action. For each action, this
6

In all the graphs and tables in this thesis where we present success rates, error bars and
95% confidence interval numbers represent the 95% Confidence Interval for a Proportion,
which considers the total number of samples (Moore, 2000). Where we refer to statistical
significance in the text, we have used Fisher’s exact test and quoted two-tailed p-values (in
general we consider a difference to be significant if p < 0.05).
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model returns a probability of 0.8 for the movement that results from taking
that action on flat floor with the rest of the probability distribution distributed
uniformly among the remaining movements. We call this the “Default MDP”
control agent. These two controllers were evaluated over 500 runs on each
stepfield type.
The third baseline controller was the human expert, controlling the robot
using the same user interface as was used for data collection. We describe this
process in Section 3.1. The human expert drove the simulated robot over 30
runs on each stepfield type.
There is another controller that we could have compared against. It is the
A* search based demonstrator that we used to train these agents. We have
decided not to compare the control agents against the A* search based demonstrator for two main reasons. The first is that the search based demonstrator
can take a very long time to find a path that traverses the full stepfield. Several hours is not unusual. The second is that the search based demonstrator
has a very unfair advantage over even the human demonstrator. The path
that the search based demonstrator returns is based on perfect knowledge of
the environment. We need to freeze the stochasticity of the simulator in order
to perform a search so this extends to perfect knowledge about the stochastic outcomes of the different actions. The resulting success rate is therefore
unrealistic and unachievable with the best possible controller that must operate from sensor data. We use this demonstrator for the purpose of gathering
training data only because the machine learning process serves to average out
the stochastic outcomes.
From the graphs in Figure 7.7, it is apparent that the primary challenge
lies in the Irregular stepfields, where there is a large gap between human performance and the baseline Default MDP control agent. As we will see later in
Section 7.2.2, the high success rate for the human expert may be explained by
behaviours that we cannot reasonably expect our control agents to replicate,
given their reactive formulation. A direct comparison is therefore somewhat
misleading.
Geometric and structured random stepfields only require relatively simple
strategies to achieve human level performance while unstructured random stepfields are generally too hard, even for the human expert operator. However, as
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Figure 7.7: Performance of the three baseline controllers over the four different
types of stepfields.
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we will discuss, the results of testing on the other three families of stepfields
are still informative. We also briefly tested some control agents on flat ground
(a blank stepfield with random walls) and found that they all achieved close
to 100% success rates. In the following subsections, we discuss the variations
in performance of the different control agents on the Irregular stepfields. We
then briefly discuss their performance on the Geometric, Structured Random
and Unstructured Random stepfields.

7.2.2

Irregular Stepfields

Irregular stepfields have particular patterns, which consist of rails or pillars,
that the robot must line up to for successful traversal. We find that the
human expert performs significantly better than even the best control agents
although as we will discuss shortly, this comparison may be somewhat unfair
on the control agent as the human behaves in a way that suggests that it is
making decisions that are beyond the scope of a reactive controller.
The control agents do perform significantly better than the baseline controllers. We present the results of the three baseline controllers and the variations of the three control agents in Figure 7.8 and Table 7.4.
Unlike the Geometric and Structured Random stepfields, there is generally
only a narrow path across an Irregular stepfield. This path requires identifying
patterns like the rails or pillars and moving the robot in specific ways relative to
them, like hitting them with the robot’s wheels. These paths are rarely along
the centreline of the terrain so they require the control agent to recognise the
terrain, move away from the centreline and line up with the various features.
The primary failure mode in these terrains is becoming stuck. There are no
tall steps so flipping is rare. However, if the robot drives into one of the rails
or pillars with its body, rather than its wheel, it will either become blocked or
high centred.
This is reflected in the results of the comparison between the three baseline
controllers. The default MDP and go-forward controllers perform poorly. The
default MDP makes an effort to stay within the corridor so its primary failure
mode is to become stuck as the only path across the stepfields is generally off
the centreline. Indeed, it performs worse than the default go-forward controller
because if the go-forward controller is randomly lined up with the correct path,
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Figure 7.8: The best performing variations of the three control agents along with
the three baseline controllers on Irregular Stepfields. Note that, as we
explain in the text, a direct comparison between the performance of
the human expert and the autonomous controllers is somewhat misleading. The success rates of the best examples of all variations of the
three control agents appear in Table 7.4. The best performing control
agents were:
Situation-Action: Human demonstrator, Block Patterns feature extractor with Robot Stuck detection
Action-Model:A* with Pre-Failures demonstrator, Block Patterns
feature extractor with Robot Stuck detection
Short Range Planner:A* demonstrator with Planes and Deviations
feature extractor
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Table 7.4: Success Rates for the best examples of each variation of the three control agents over Irregular Stepfields.
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it is marginally less likely to fall off it. In contrast, the human expert does
very well on these stepfields.
This makes the Irregular stepfields perhaps the most interesting of the four
terrains. The other terrains merely show that if a policy that does no learning
is able to perform at a similar level as a human, the learned policy does no
worse. However, A default, simple policy is unable to approach human level
performance on the Irregular stepfields, so can a policy that uses machine
learning do any better?
Human Level Performance
We notice that while our control agents outperform the baseline control agents,
the human expert performs significantly better than even our best control
agents.
The human expert operator brings with them a significant amount of background knowledge and decision making skill. We divide this discussion into two
parts. First we discuss the human’s sensing and representation of the terrain.
We then discuss how they respond to, and recover from, failure conditions.
It is interesting to note that the first time a human expert attempts to drive
over irregular stepfields, they tend to fail quite regularly and unexpectedly.
However the human expert operator is able to quickly recognise the relevant
patterns and, once they have learned that a particular pattern is significant,
such as a rail, they can quite easily determine what its effect on the robot
might be and suitable strategies for overcoming them. In a sense, this terrain
is difficult for learned control agents in general unless they have enough background knowledge to learn to recognise the rails or pillars and either observe
or deduce the strategies that are appropriate to tackle them.
Given the types of features that we use to represent the terrain, it is difficult
for our control agent to explicitly recognise the rails or pillars, especially in
a way that is independent of the robot’s rotation or position. This makes it
difficult for the control agent to fully separate strategies for overcoming the
Irregular stepfields as compared to the other stepfields.
A related problem is one of resolution. The human has a compact symbolic
representation of the terrain, which is able to represent the exact positions of
patterns, such as those shown in Figure 7.9. Our control agents’ features de-
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Figure 7.9: An example of a difficult Irregular stepfield. We refer to the roughly
parallel rows of tall blocks, shown in red, as rails. The heights of these
blocks are such that if the body of the robot is resting on them, the
wheels on at least one side of the robot are likely to be off the ground.
The robot, attempting to move from left to right, must clip the upper
edge of the first set of rails and then the lower edge of the second
set of rails otherwise it risks either falling off the first set of rails and
becoming high centred or missing the second set of rails and becoming
stuck.
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scribe spatial locations and their ability to represent exact positions of objects
depends on their resolution. To make learning tractable, this resolution has to
be relatively low. We believe that it is too low to reliably decide on a suitable
course of action for the case in Figure 7.9. The three features that represent
the deviations in the Planes and Deviations feature extractor attempt to provide this additional resolution, however although the greatest deviation will
generally be a point on the rail, the highest point along the rail tends to be
random. If the control agents are unable to sense the rails, by way of the
feature extractors, at a sufficient level of detail, we cannot really expect them
to be able to “aim” for them and successfully traverse them.
Simply increasing the resolution of the features may allow the features to
represent the rails but the learners are unlikely to make sense of this. In order
to provide the control agents with the ability to identify rails or pillars, we
really need a more symbolic representation for the concept of these features
and the sorts of behaviour that allow the robot to traverse them. This would
involve identifying explicit patterns, such as pillars, rails, steps and holes,
and treating their presence and position as features, perhaps in a relational
representation. We discuss this opportunity for future work in Section 8.2.
The second capability that human experts bring is a significantly more
complicated higher level planner. The human expert re-evaluates their goals
and produces sub-goals. For instance, if the human expert believes they are
stuck or in a dead-end, they will aim for a sub-goal which might be “reverse
until I’m no longer stuck” or “wriggle around until I start moving again”.
These behaviours are very difficult to replicate in a reactive control agent
with a fixed higher level goal because these are not reactive behaviours. In
some cases it may be possible to deduce that it is necessary to reverse and
try again simply by looking at the world state. However, in many cases the
only way to know that the robot won’t move in response to the action is to
simply try the action. Imperfect sensing and imperfect representation cause
state aliasing that make identifying these situations based only on world state
very difficult.
Our robot stuck detection is an attempt at addressing this issue for the
limited case where a single alternative action will result in success. However,
as our results show, it either makes little difference or it trades off one failure
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for another. In practice when the human switches strategies, they do so for
some length of time (such as reversing multiple steps) so the failure of this
simple strategy is not unexpected.
We believe that information from the terrain plays only a small part in
the operator choosing to switch to, or keep performing, one of these recovery
behaviours. Based on what we have been able to gather from introspection,
once the operator observes that their actions are not working as expected,
they simply decide to give up and switch to a different sub-goal, be it back
out, “wriggle” or both. They switch back to the original goal of moving along
the corridor once the terrain is “safe” or the robot begins to move, respectively.
Likewise, it should be up to a higher level planner to decide that the robot
should stop attempting to go forward and try something different, rather than
our control agents which we designed to be reactive. We note that a controller
based on conventional control engineering techniques would also be reactive
and thus not be expected to do sub-goal switching either.
We can look at the operator’s behaviour and identify when they change
strategy, which implies that they have changed their goal. We look for two
signs. The first is a series of different actions that don’t move the robot, which
suggest that the human operator is performing random actions in the hope
that something moves the robot, The second is a sequence of actions where
the robot moves forward, stops moving, reverses for two or more steps and
then moves forward again on a different path.
One way of restricting the human expert operator to reactive behaviour is
to regard behaviours that indicate a change in goal as failure. If we treat runs
where the human had to reverse and re-attempt their actions as failures, we
find that their performance drops from the 76.3% shown in Figure 7.7 to 68.4%
(95% confidence interval of 52.4% to 80.9%). If we further disallow random
“wiggling” as the operator hopes to find an action that moves the robot, this
drops further to 55.3% (95% confidence interval of 39.6% to 69.9%). Under
these conditions, there is no significant difference between the performance of
the human expert operator and the best of our Situation-Action control agents
(p = 0.318).
While we should not expect our reactive control agents to replicate this
ability of the human expert, we can improve the interaction between it and a
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more elaborate higher level planner. We discuss options for this, which will
endow our agent as a whole with similar goal-switching abilities as the human
expert, in Section 8.2.
Comparison between Situation-Action and Action-Model
As Figure 7.8 shows, the best variation of each control agent performs significantly better than the two baseline autonomous controllers. We were initially
surprised by the significantly better performance of the Situation-Action control agents as compared to the Action-Model control agents. We expected that
the Action-Model control agents should perform better than the SituationAction versions in this application because they make better use of the available training data and should be able to better avoid mistakes such as “falling
off” the rails and becoming high centred.
However, when we observed the behaviour of the Situation-Action and
Action-Model control agents, we found that while the Action-Model control
agents took actions that seemed to suggest that it was able to find the correct
path, it seemed to get confused easily and was considerably less decisive than
the equivalent Situation-Action control agents. For example, when on a set
of rails, it would sometimes turn back and forth. In some cases, it appeared
to be attempting to line up with the rails and in others, it appeared to have
forgotten that the rails were there and tried to return to the corridor. In the
process it would become stuck. In contrast, once the Situation-Action control
agent was on the rails, it would tend to continue along them.
On closer inspection, we believe that the relatively poorer performance
of the Action-Model control agent is at least in part due to the ON P LAN
examples being swamped by the three failure outcomes. This is consistent
with the observation that the Action-Model control agents using the value
based ranking method (control agents ending in “Val”) tend to do slightly
better than those using the heuristic based ranking method (control agents
ending in “Rank”), which performs its first stage of ranking based on the
most likely outcome. This is also consistent with the observation that the
Action-Model control agents that make use of Pre-Failure examples (control
agents containing “PF”) also do slightly better than those without, as they
are provided with more examples of the correct ON P LAN action to take in
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these “tricky” situations.
This effect is less pronounced for the Structured Random stepfields and in
fact the Action-Model control agents slightly out-perform the Situation-Action
control agents on the Geometric and Unstructured Random stepfields. In
Structured Random and Geometric stepfields, there are almost always several
possible paths toward the goal of moving down the navigation corridor. If the
agent is slightly indecisive at one point, it can still find an alternative path.
Put another way, in the Geometric and Structured Random stepfields, it
is important that the robot avoids specific, “bad” actions. In contrast, on the
Irregular stepfields, there is often only one path that will avoid the robot becoming stuck in which case it is important that the robot chooses the specific
“right” action. This balance shifts for extremely difficult terrain such as Unstructured stepfields where the unobservable state means that even the human
expert is often uncertain as to the correct action to take and will try several
different options. The actions taken by the control agent tend to be quite a
bit more random, however, the Action-Model control agent at least tends to
better avoid randomly choosing actions that lead to the robot immediately
flipping or leaving the corridor.
Human Expert Demonstrator versus A* Search Based Demonstrator
As Table 7.4 shows, there appears to be a slight difference in performance
between the best of the Situation-Action control agents trained on data from
the human expert, compared to the best of the Situation-Action control agents
trained on data from the A* search based demonstrator. In observing the
behaviour of the two control agents, we noticed that the control agent trained
by the human expert learned the human expert’s preference for behaving in a
somewhat more conservative manner and chose more consistent paths. We did
observe that they also made the same mistakes as the human expert, such as
misjudging the sides of the rails and becoming slightly stuck. Unfortunately,
while the human expert was generally able to recognise this and reverse out,
the agent was less able to recover.
In contrast, the agent trained on data from the A* search based demonstrator tended to take paths that seemed somewhat more unusual. We believe that
this may be due to the fact that the A* search based demonstrator reports the
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shortest path that works for a particular run, rather than a path that is more
universally safe. If the control agent is unable to learn the specific situations
when a particular path found by the A* search based demonstrator will work,
it runs the risk of applying what it has learned in appropriate circumstances.
Performance of the Short Range Planning Control Agent
Due to previously discussed issues with the time taken to generate the models
for, and run evaluations on, the Short Range Planning control agent, we were
only able to evaluate one example of this control agent for the Planes and
Deviations and Block Patterns feature extractors. Therefore, while there is a
significant difference in performance between the Block Patterns and Planes
and Deviations feature extractors, it is impossible to know if the performance
of the underlying models is representative of all Short Range Planning control
agents that use the Block Patterns feature extractor.
We can conclude that at least for the Planes and Deviations feature extractor, it is possible to obtain performance that is equivalent to the performance
of the Action-Model and Situation-Action control agents, however we would
need to generate more examples of these control agents before we would be
able to draw any conclusions as to if it is possible for this control agent to
perform any better.

7.2.3

Geometric Stepfields

Geometric stepfields may be traversed with a reasonable level of success by
simply following the centreline of the terrain. We find that all of the control
agents tend to do well on this terrain and for many of them, there is no
significant difference between their performance and that of the human expert.
In Table 7.5 we present the best performing examples of each variation of
control agent on the geometric stepfields.
The primary challenge for a controller in traversing geometric stepfields is
in maintaining the robot’s line and correcting for perturbations in its motion
due to the terrain. However, if the robot goes off course, it becomes necessary
to consider the effect of the terrain as there are large steps to the sides of the
corridor that may cause the robot to become stuck or flipped. The primary
cause of the human expert’s failures on this terrain are a misjudgement of these
large steps.
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Table 7.5: Success Rates for the best examples of each variation of the three control agents over Geometric Stepfields.
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We did notice that the Situation-Action control agents tend to do slightly
worse than the Action-Model control agents. We monitored some of the runs
and observed the decisions being returned by the decision trees. We noticed
that both control agents were not as good at staying on the central path as the
default MDP controller. As we will see in Section 7.2.8, these control agents
must learn how to centre on the corridor. The upper levels of the relevant
decision trees are devoted to attributes concerned with the corridor. And as
they learn this in a piecewise fashion, the resulting behaviour is often somewhat
rougher than that of the Default MDP control agent (or the other Short Range
Planning control agents) which are provided with the corridor by way of the
reward function.
Once off the centreline, the Action-Model control agent was better able to
react when the robot was on terrain that was likely to cause to flip over and
avoid taking the action that was likely to do so. In contrast, the SituationAction control agent would at times behave as if the risk of flipping over was not
there, perform an action (generally ↑) and flip the robot over. We monitored
the different failures and found that while the best Situation-Action control
agents tended to flip over around 20% of the time, the best Action-Model
control agents flipped over only around 10% of the time.
As this terrain is relatively easy, all of the variations of the different control
agents appear to do reasonably similarly. Differences in feature extractors and
“Robot Stuck” detection appear to have little effect. There appears to be
a slight, if not significant, improvement in the performance of the ActionModel control agents using the heuristic based ranking method (Section 5.6.2)
compared to the value based ranking.
For the same quantity of training data, the Situation-Action control agent
trained on data from the human expert (Behavioural Cloning) tends to do
slightly better than the agent trained on the equivalent amount of data from
the A* search based demonstrator. In observing the behaviour of the robot,
this appears to be because the agent that was trained by the human expert has
learned the human’s preference for more conservative paths. In contrast, the
A* search based demonstrator finds the shortest path, even if it happens to
succeed simply by chance. We observe this effect on the other terrains as well.
In the case of the Geometric stepfields, this effect is compensated for by the
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fact that the A* search based demonstrator generates two orders of magnitude
more training data which we believe allows the controller to learn a path that
is safer in the average case.
The best short range planning control agent also does particularly well,
with no significant difference between its performance and that of the human
expert. The Short Range Planning control agent was expected to improve in
performance over the Situation-Action and Action-Model control agents due
to its ability to explicitly plan ahead and due to the fact that the learning
technique “only” needs to learn the slightly simpler task of determining the
likely motion of the robot, rather than also needing to encode the desired
behaviour.

7.2.4

Structured Random Stepfields

Structured random stepfields are stepfields with an overall pattern and a defined “ridgeline” but where the underlying blocks are random. In this terrain,
it is necessary to both consider the overall shape of the terrain as well as the
specific locations of holes or obstacles. We find that the control agents generally perform as well as the human expert. We present the results of the best
examples of each variation of each control agent in Table 7.6.
Like the Geometric stepfields, there appears to be a limit to the performance that is possible on these stepfields, with the human expert only achieving a success rate of just under 50%. Compared to the irregular stepfields, the
human expert operator has no advantage in the structured random stepfields
as the random pattern means that the human cannot easily identify or learn
a fixed strategy for each of the terrains.
Unlike the Geometric stepfields however there appears to be no consistent
pattern in the behaviour of the control agents, they all appear to perform in
a roughly consistent manner. There is no significant difference between the
best variations of each control agent and between their performance and the
performance of the human expert.
Between variations of the same control agent, three are some patterns to
the differences in performance. The addition of “Robot Stuck” detection seems
to improve performance slightly, which is consistent with the hypothesis that
if the robot becomes stuck, at times an alternative action may serve to free
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Control Agent
Situation Action
Situation Action
Situation Action
Situation Action
Situation Action
Situation Action
Situation Action
Situation Action
Situation Action
Situation Action
Situation Action
Situation Action
Action Model
Action Model
Action Model
Action Model
Action Model
Action Model
Action Model
Action Model
Action Model
Action Model
Action Model
Action Model
Action Model
Action Model
Action Model
Action Model
Action Model
Action Model
Action Model
Action Model
Short Range Planner
Short Range Planner

Demonstrator

A*
A*
A*
A*

A*
A*
A*
A*
A*
A*
A*
A*
A*
A*

A*
A*
A*
A*
with Pre-Failure
with Pre-Failure
with Pre-Failure
with Pre-Failure
Human
Human
Human
Human
A*
A*
A*
A*
A*
A*
A*
A*
A*
A*
with Pre-Failure
with Pre-Failure
with Pre-Failure
with Pre-Failure
with Pre-Failure
with Pre-Failure
with Pre-Failure
with Pre-Failure
with Pre-Failure
with Pre-Failure
A*
A*

Feature Extractor
Block Pattern
Block Pattern
Planes and Deviations
Planes and Deviations
Block Pattern
Block Pattern
Planes and Deviations
Planes and Deviations
Block Pattern
Block Pattern
Planes and Deviations
Planes and Deviations
Block Pattern
Block Pattern
Block Pattern
Block Pattern
Block Pattern
Planes and Deviations
Planes and Deviations
Planes and Deviations
Planes and Deviations
Planes and Deviations
Block Pattern
Block Pattern
Block Pattern
Block Pattern
Block Pattern
Planes and Deviations
Planes and Deviations
Planes and Deviations
Planes and Deviations
Planes and Deviations
Block Pattern
Planes and Deviations

Ranking
Method
NA
NA
NA
NA
NA
NA
NA
NA
NA
NA
NA
NA
Value based
Value based
Heuristic based
Heuristic based
Heuristic based
Value based
Value based
Heuristic based
Heuristic based
Heuristic based
Value based
Value based
Heuristic based
Heuristic based
Heuristic based
Value based
Value based
Heuristic based
Heuristic based
Heuristic based
NA
NA

Robot Stuck
Detection
No
Yes
No
Yes
No
Yes
No
Yes
No
Yes
No
Yes
No
Yes
No
Yes
Alternate
No
Yes
No
Yes
Alternate
No
Yes
No
Yes
Alternate
No
Yes
No
Yes
Alternate
No
No

Success
Rate %
41.6%
45.2%
39.2%
40.6%
38.5%
46.0%
33.8%
39.0%
38.5%
41.8%
37.1%
40.6%
37.6%
44.5%
46.3%
43.2%
45.7%
42.9%
48.0%
46.5%
47.0%
45.6%
39.4%
40.9%
43.7%
41.0%
46.2%
39.6%
39.2%
41.0%
39.8%
41.8%
33.0%
45.5%

95% Confidence
interval
37.3%
45.9%
40.8%
49.5%
43.6%
35.0%
44.9%
36.3%
42.8%
34.4%
41.8%
50.4%
30.2%
37.7%
43.2%
34.9%
42.9%
34.3%
46.2%
37.6%
41.5%
33.0%
36.4%
45.0%
43.2%
32.3%
50.7%
38.5%
42.1%
50.5%
37.0%
49.7%
51.9%
39.5%
48.6%
37.4%
54.1%
41.8%
50.9%
42.2%
40.1%
53.9%
39.5%
51.8%
34.0%
45.1%
47.5%
34.6%
47.8%
39.6%
45.4%
36.8%
41.9%
50.6%
34.2%
45.3%
45.5%
33.3%
45.2%
36.9%
46.1%
33.8%
35.7%
48.1%
39.6%
27.0%
55.8%
35.6%

Table 7.6: Success Rates for the best examples of each variation of the three control agents over Structured Random Stepfields.
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it and lead towards eventual success. However, there appears to be no significant difference in the performance of the different feature extractors in
the Situation-Action and Action-Model control agents or the different ranking
methods for the Action-Model control agent.

7.2.5

Unstructured Random Stepfields

The unstructured random stepfields are completely random arrangements of
the five different heights of blocks. Mounting and traversing these stepfields involves moving from “wheel-hold” to “wheel-hold”. We find that these terrains
are extremely difficult to traverse, even for the human expert, and in most
cases the random terrains are beyond the capabilities of the physical platform.
We present the results of evaluating the best of the control agents in Table 7.7.
The various control agents do perform better than a completely naı̈ve “go
forward” policy and the best of the Action-Model control agents are not significantly different from the human expert. The Action-Model control agents
appear to perform slightly better than the Situation-Action control agents.
This is not inconsistent with the hypothesis that, as with the Geometric stepfields, they do help the robot to avoid actions that lead to certain failures.
The A* search based demonstrator does find a path through these stepfields around 76% of the time so one may well ask why even the human only
achieves a little over 10% success rate. However this comparison is misleading.
The A* search based demonstrator, as discussed in Section 3.2, starts in a
random position on the stepfield and need only travel 1m down the stepfield.
In contrast, successful completion of a run involves mounting the stepfield,
not making mistakes for a 3.6m run and then dismounting at the end without
flipping over. Also, the A* search has perfect knowledge, including about the
stochasticity of the simulator, which is frozen for the life of the search. This is
a particularly unfair advantage because this terrain is more affected by “luck”
than the other terrains as the robot tends to need to be regularly balanced on
the edges of blocks as part of its traversal.

7.2.6

Comparison between Feature Extractors

From these results, there appears to be minimal difference between the performance of the two feature extractors in the Situation-Action and Action-Model
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Control Agent
Situation Action
Situation Action
Situation Action
Situation Action
Situation Action
Situation Action
Situation Action
Situation Action
Situation Action
Situation Action
Situation Action
Situation Action
Action Model
Action Model
Action Model
Action Model
Action Model
Action Model
Action Model
Action Model
Action Model
Action Model
Action Model
Action Model
Action Model
Action Model
Action Model
Action Model
Action Model
Action Model
Action Model
Action Model
Short Range Planner
Short Range Planner

Demonstrator

A*
A*
A*
A*

A*
A*
A*
A*
A*
A*
A*
A*
A*
A*

A*
A*
A*
A*
with Pre-Failure
with Pre-Failure
with Pre-Failure
with Pre-Failure
Human
Human
Human
Human
A*
A*
A*
A*
A*
A*
A*
A*
A*
A*
with Pre-Failure
with Pre-Failure
with Pre-Failure
with Pre-Failure
with Pre-Failure
with Pre-Failure
with Pre-Failure
with Pre-Failure
with Pre-Failure
with Pre-Failure
A*
A*

Feature Extractor
Block Pattern
Block Pattern
Planes and Deviations
Planes and Deviations
Block Pattern
Block Pattern
Planes and Deviations
Planes and Deviations
Block Pattern
Block Pattern
Planes and Deviations
Planes and Deviations
Block Pattern
Block Pattern
Block Pattern
Block Pattern
Block Pattern
Planes and Deviations
Planes and Deviations
Planes and Deviations
Planes and Deviations
Planes and Deviations
Block Pattern
Block Pattern
Block Pattern
Block Pattern
Block Pattern
Planes and Deviations
Planes and Deviations
Planes and Deviations
Planes and Deviations
Planes and Deviations
Block Pattern
Planes and Deviations

Ranking
Method
NA
NA
NA
NA
NA
NA
NA
NA
NA
NA
NA
NA
Value based
Value based
Heuristic based
Heuristic based
Heuristic based
Value based
Value based
Heuristic based
Heuristic based
Heuristic based
Value based
Value based
Heuristic based
Heuristic based
Heuristic based
Value based
Value based
Heuristic based
Heuristic based
Heuristic based
NA
NA

Robot Stuck
Detection
No
Yes
No
Yes
No
Yes
No
Yes
No
Yes
No
Yes
No
Yes
No
Yes
Alternate
No
Yes
No
Yes
Alternate
No
Yes
No
Yes
Alternate
No
Yes
No
Yes
Alternate
No
No

Success
Rate %
2.0%
2.8%
2.0%
2.4%
2.6%
2.9%
2.0%
2.2%
1.6%
1.7%
1.0%
1.8%
3.7%
4.0%
3.8%
4.5%
5.6%
4.7%
8.0%
3.6%
2.5%
4.3%
2.6%
4.5%
2.7%
2.3%
3.8%
2.6%
2.6%
3.3%
2.2%
2.6%
1.5%
0.0%

95% Confidence
interval
3.6%
4.6%
3.6%
4.1%
4.3%
4.7%
3.7%
3.9%
3.1%
3.3%
2.3%
3.3%
6.6%
7.1%
6.6%
7.9%
9.4%
7.7%
12.7%
5.6%
5.7%
7.7%
5.5%
8.1%
4.4%
5.2%
5.8%
5.2%
5.2%
5.1%
4.8%
5.2%
4.2%
33.6%

1.1%
1.6%
1.1%
1.3%
1.6%
1.7%
1.1%
1.3%
0.8%
0.9%
0.4%
0.9%
2.1%
2.3%
2.1%
2.5%
3.3%
2.8%
5.0%
2.3%
1.1%
2.4%
1.2%
2.4%
1.6%
1.0%
2.4%
1.3%
1.2%
2.1%
1.0%
1.2%
0.5%
0.2%

Table 7.7: Success Rates for the best examples of each variation of the three control agents over Unstructured Random Stepfields.
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control agents. One possible interpretation of this result is that the models
for these control agents must learn to both how to react to the corridor and
how to react to the terrain. The models do focus most of their attention on
the features that represent the corridor – the corridor-relative yaw and lateral
offset. This can be seen by inspecting the tree and noting which attributes
appear higher up in the tree, as we discuss in Section 7.2.8.
However, when we inspect the full tree, we notice that control agents that
use either tree also make many adjustments to their behaviour on the basis of
terrain features. The terrain features generated by the two different feature
extractors may represent different concepts but given the similarity in performance, it would seem that the decision tree learner has been able to extract
enough information from both sets of features in order to learn models that
perform similarly.
The decision tree learner was able to learn with the significantly greater
number of terrain feature attributes generated by the Block Pattern feature extractor as compared to the Planes and Deviations feature extractor. While the
concept of slope of terrain was explicitly available in the Planes and Deviations
feature extractor (and was used quite frequently by the resulting models), this
was not explicitly provided in the Block Pattern features. Based on inspecting
the decision trees, we believe that in the absence of an explicit representation
for slope, the decision tree has learned an approximation to this by testing sets
of features that are in a similar area for heights.

7.2.7

“Robot Stuck” Detection

During the evaluation runs, we also recorded the incidence of the three different failures that we detect – ST U CK, F LIP and OU T . We found that
while enabling “Robot Stuck” detection does not significantly improve the performance of the control agents, for the Situation-Action control agent it does
significantly reduced the number of times the robot became stuck.
While the control agent detects that it is not moving and chooses different
actions, those actions tend to lead to the robot leaving the corridor. The
improvement in the ST U CK rate is offset by a corresponding worsening of
the OU T rate. It appears that while enabling “Robot Stuck” detection does
mean the robot doesn’t get stuck, it also doesn’t necessarily take a sensible
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action to get back on track. On the other hand, the Action-Model control
agents appear to exhibit no significant change in any of the three failure rates
with or without “Robot Stuck” detection.
These results suggest that simply detecting that the robot is stuck and
trying something else is too simplistic an approach to this problem. As we
discussed earlier, this is especially on the Irregular stepfields. Addressing this
deficiency is a subject of future work, which we discuss in Section 8.2.

7.2.8

Analysis of a Tree

An advantage of using decision trees as the basis of the models for the three
control agents is that they can be interpreted by human. This allows us to gain
an insight into the decision making process of the control agent. For example,
we can determine which attributes are actually useful or if the particular features are being used in an unexpected manner. It also helps us to troubleshoot
odd behaviour by being able to determine why a particular decision was made.
In Figure 7.10, we present a tree for a Situation-Action control agent. This
tree was trained on data from the A* search based demonstrator with the
Planes and Deviations feature extractor. However, the normal tree is very
difficult to present on a printed page so for this example we adjusted the
growing and pruning parameters to a minimum number of examples per leaf
of 30 and a pruning confidence of 0.001.
The nodes, at which decisions on attributes (which are our features) are
made, are ellipses while the leaves, which represent actions, are rectangles.
To aid in interpretation, we have coloured nodes corresponding to decisions
on corridor features yellow, inertial features green and terrain features blue.
The nodes are labelled with the feature on which the decision is made and
the two edges leading from them are labelled with the threshold on which the
value of that feature is split. For space reasons, the names of the features are
abbreviated. We decode them in Table 7.8.
The leaves are labelled with the index of the most likely action, {0 =, 1 =↑, 2 =%, 3 =x, 4 = ×, 5 =y, 6 =., 7 =↓, 8 =&} and the number of
training examples that arrived at that leaf that matched, and didn’t match,
that action. For example, leaf (A) is labelled “1 (313.0/62.0)” meaning that
the conclusion at the leaf is to take action 1 (↑), 313 training examples that
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Figure 7.10: An example of a heavily pruned tree for a Situation-Action control agent using the Planes and Deviations feature
extractor. Leaves labelled (A) to (D) are examples referred to in the text.
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yaw
corridorOffset
pitch
roll
aoinph
aoinps
aoinpd
aoindx
aoindy
aoindz

Heading of the robot relative to the corridor fCorrH
Distance from the corridor centreline,
normalised to half the corridor width fCorrX
Pitch of the robot
Roll of the robot
Height h of the plane through Region of Interest n
Slope θ of the plane through Region of Interest (ROI) n
Direction ϕ of the plane through ROI n
X position x of the greatest deviation through ROI n
Y position x of the greatest deviation through ROI n
Height z of the greatest deviation through ROI n

Table 7.8: Abbreviated feature names for the Planes and Deviations feature extractor. The symbols for each attribute match those in Chapter 3. The
location of each Region of Interest n is shown in Figure 7.11. Note that
all angles are in Radians.

5

6

7

0 1 2 3 4
9

11

12

13

14 15 16

17

18

20 21 22

23

24

10

8
19
25

Figure 7.11: The labelled Regions of Interest for the Planes and Deviations feature
extractor. This matches Figure 3.11.
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reached the leaf also had action 1 and 62 did not. Note that in practice, the
leaves contain the counts of each of the actions, not just the most likely.
Just by observing the distribution of nodes at different heights in this tree,
it is obvious that the primary concern for this tree is to stay within the corridor.
This is because all of the nodes at the top of the tree, where the first decisions
are made, are corridor features. Note that in practice, the full tree has many
more nodes that make decisions on terrain attributes, however these occur
further down in the tree, where the decisions are more specialised. In creating
an abbreviated tree, we have removed the vast majority of these.
We can also determine why particular decisions are made by expanding
each leaf out into the rules that lead to it. For example, leaf (A) states, in
plain English:
If the robot’s heading from the corridor is between 7.5◦ and 33◦ (ie. pointing
slightly to the left) and the robot is to the right of the centreline of the corridor
by more than 27% of half the corridor width then drive forward.
In contrast, leaf (B) states:
If the robot’s heading from the corridor is between 18◦ and 33◦ and the robot
is to the right of the centreline of the corridor by less than 27% of half the
corridor width then drive forward and right.
Taken together, these two rules provide us with part of a very reasonable
policy to centre on the corridor. It is also obvious how the tree performs
selective dimensionality reduction – only the interesting features are considered
by the tree.
The first rule states that if the robot is already pointing in toward the
corridor, drive forward. However, the second rule states that if the robot is
already close to the centre of the corridor and yet is pointing into the centre
of the corridor, it should turn slightly to avoid overshooting the centreline.
Although these rules might seem intuitively obvious, these rules also provide
the cutoffs in distance and angle at which these decisions should be made,
cutoffs that are much more difficult to determine by hand.
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Similarly, rules can be determined for terrain features. Take leaves (C) and
(D) for instance. Leaf (C) states:
If the robot’s heading from the corridor is between 7.5◦ and 18◦ and the robot is
to the left of the corridor by between 19% and 75% of the width of the corridor
and the robot is pitched up by more than 1.7◦ and the area in front of the left
wheel is higher than normal ground level7 and the X position of the largest
deviation from the plane is in the left 20% of the region of interest then drive
forward and right.
Leaf (D) makes the same decisions except that if the deviation from the
plane in front of the left wheel is in the right 80% of the region of interest, drive
forward. In practice, this difference indicates that if there is an obstacle close
to and just to the left of the left wheel, turn right to centre on the corridor.
However, if it is already lined up with the wheel, it is no longer possible to
avoid it so the robot should attempt to drive onto it. Of course, this behaviour
is not always useful, for instance if there are other obstacles in the way of the
right wheel. The full tree has many more decision nodes that account for these
and other situations and reports different actions accordingly.
Similar analysis may be performed on trees generated using features from
the Block Patterns feature extractor and the trees that form the basis of the
Action-Model and Short Range Planning control agents.

7.2.9

Learning Curves

We have trained an example of each variation of the Situation-Action and
Action-Model control agents with different amounts of training data. We found
that increasing the amount of training data does improve the performance of
the control agents to some degree, however the performance does appear to
plateau somewhat earlier than the complexity of the problem might suggest. In
this subsection, we present some representative results. We present full results
in Appendix C. The Short Range Planning control agents required several
orders of magnitude more time to train and evaluate so we were not able to
evaluate their behaviour with varying amounts of training data.
7

The centre of the robot is just over 0.11m above normal ground level.
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Normally when we generate learning curves, we learn many models for each
amount of training data, evaluate their performance and compute a mean
and standard deviation for the performance at a given amount of training
data. However, as we briefly mentioned previously, we cannot do this in our
application due to the time taken to train and evaluate each model within
each control agent. Instead, we have trained a single model for each amount
of training data for each variation of each control agent. In the graphs that
follow, the error bars represent the 95% confidence intervals for the control
agent with a single example of the learned model. These error bars understate
the true error that we would see if we were to train several models at each
amount of training data and aggregate the performance results.
The Situation-Action control agents were trained using training data from
either the human demonstrator or the A* search based demonstrator. We
found that for the stepfield dash task, there was little difference in performance
between control agents trained on data from the human expert as compared to
control agents trained on the same amount of training data from the A* search
based demonstrator. Figures 7.12 and 7.13 shows two learning curves that are
typical for this control agent. Performance appears to plateau after around
2,000 training examples. This corresponds to approximately 100 full training
runs of the stepfield dash task8 . This plateau in performance on the task also
corresponds to a slowing of the increase in performance on crossvalidation. It
would seem that, for this task at least, training the Situation-Action control
agent using the human as the demonstrator is practical.
The Action-Model control agents were only trained on data from the A*
search based demonstrator. In contrast to the Situation-Action control agents,
we found a quite strong increasing trend in both the performance of the control
agents and the crossvalidation accuracy as we increased the number of training
examples. In many cases, the curves were increasing right up to the limit of
our generation of around 300,000 training examples, equivalent to around a
thousand runs of the stepfield dash. In a small number of curves, performance
appeared to plateau at around 20,000 training examples. Figure 7.14 is a
typical example of a learning curve from this control agent.
8

As we discuss in Section 3.2, the A* search based demonstrator does not perform full
runs of the stepfield dash.
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% Success Rate
SA-Human-Block
% Success Rate
% Crossvalidation Accuracy
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# Training Examples
Geometric stepfields
Structured Random stepfields
Irregular stepfields
Unstructured Random stepfields
Flat ground
Crossvalidation

Figure 7.12: Typical learning curves for the Situation-Action control agent trained
with data from the human expert demonstrator (ie. Behavioural
Cloning), with the Block Patterns feature extractor and no Robot
Stuck detection. Note that the horizontal scale is logarithmic. We
explain the somewhat cryptic graph title in Appendix C.
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% Success Rate
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Figure 7.13: Typical learning curves for the Situation-Action control agent trained
with data from the A* search based demonstrator, with the Block
Patterns feature extractor and no Robot Stuck detection.
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It is unfortunate that we were not able to continue generating training
examples in order to determine when the performance of these control agents
stop increasing however the trend does suggest that it may be possible to
further increase the performance of these control agents to beyond that of
the Situation-Action control agents over all of the tested stepfield types by
supplying more training data.

7.2.10

Non-Stepfield Terrain

In this section, we present an experiment where we test the control agents on
terrain that is not composed of stepfields. The aim is to test if the control
agents are able to perform on terrain that is of a completely different type to
what they were trained on. We find that our control agents are able to perform
significantly better than controllers that only attempt to follow the navigation
corridor.
This experiment consists of running the stepfield dash as before, but with
the stepfields replaced with a terrain consisting of mismatched ramps, shown
in Figure 7.15. Each ramp is angled at 10◦ and is a 1.2m square, the same
footprint as a stepfield. This terrain is also a test method that has been used
to evaluate robots as an arena element in the RoboCup Rescue Robot League
(Jacoff, 2008). Driving onto this terrain from the flat floor is challenging. If
the robot attempts to drive onto the terrain at a point that is too high, it
risks flipping over. Too low and it risks running off the side of the corridor.
Once on the terrain, care must be taken to ensure that the robot does not slide
sideways, off the corridor.
We evaluated the following control agents on this terrain.
• Situation-Action control agent, human expert demonstrator, Planes and
Deviations feature extractor
• Situation-Action control agent, A* demonstrator, Planes and Deviations
feature extractor
• Action-Model control agent, A* demonstrator, Planes and Deviations
feature extractor, value based ranking method
For the purpose of comparison, we also evaluated the following baseline
control agents.
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Figure 7.14: Typical learning curves for the Action-Model control agent, trained
on data from the A* search based demonstrator with pre-failure examples, using the Planes and Deviations feature extractor, the heuristic based ranking method and no Robot Stuck detection.
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Figure 7.15: The mismatched ramps terrain. The robot is shown approximately
lined up with the centreline of the navigation corridor. Note that
if the robot were to drive forward at this point, it would flip over
backwards as the point on the ramp that the left wheels will hit is
too high for the robot to drive over. Instead, it must turn to the right
slightly and mount the terrain where the ramp is lower.

• Human Expert
• Default MDP (only following corridor)
The results of this experiment, repeated 500 times for each control agent,
appears in Figure 7.16. This experiment exhibits some of the same characteristics as the Irregular stepfields. As the pattern is simple for a human to
recognise, once the human expert has succeeded in driving over the terrain
once, they are unlikely to fail in driving over it subsequent times. Therefore,
the high success rate of the human expert is likely to be heavily influenced by
practice on the specific terrain.
The human expert does out-perform the best control agent, the ActionModel control agent, although due to the small number of trials performed by
the human operator, the difference is not statistically significant (p = 0.11).
There is a significant difference between the performance of the Default-MDP
controller (which only considers the corridor) and both the Action-Model and
Situation-Action controllers when trained on data from the A* search based
demonstrator (p < 0.0001 in both cases). The fact that these control agents
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Comparison of the Performance of Controllers
over Mismatched Ramps
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Figure 7.16: Performance of three control agents on the mismatched ramps. The
first two columns, being the Default MDP (corridor-only) and human
expert, are for comparison.
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perform better than the Default-MDP controller suggests that they are able to
consider the effect of the terrain in their decisions and react accordingly, even
if they cannot achieve the same level of performance as the human expert.
There is also a significant difference in performance between the ActionModel and Situation-Action control agents, both trained on data from the A*
search based demonstrator (p < 0.0001). This is not unexpected as the two
failure conditions for this terrain are flipping over due to the robot mounting
the stepfield at a point on the ramp that is too high, and leaving the corridor
due to the robot mounting the stepfield at a point on the ramp that is too low.
The Action-Model control agent aims to detect actions that are likely to lead
to these failure so that it can explicitly avoid taking them.
Interestingly, the Situation-Action control agent trained on data from the
human expert by Behavioural Cloning does not show a significant difference in
performance compared to the Default-MDP controller (p = 0.77). It is likely
that this is because the human expert generally chose safe routes through the
training terrains. This deprived the control agent of the chance to learn how
close it can push the robot toward dangerous situations. In this terrain, it is
necessary for the control agent to balance the risk of tipping over against the
risk of running off the edge of the corridor and without having seen enough examples of this during training, it is perhaps less surprising that it only achieves
a level of performance comparable to a controller that does not consider the
terrain at all.

7.3

Real Robot Comparison
“... to do an experiment with a real robot involves a substantial
amount of beating your head against the wall just trying to keep the
robot from beating its head against the wall.” - Gat (1995)

Throughout this thesis, we have made the point that the controllers that
we develop should be able to run on a real robot, as part of a whole system
from software through to actuators. In this section, we present the results of
running a set of identical experiments on the real robot and in simulation. We
find that in almost all cases, the control agents attain similar performance in
reality as in simulation.
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For practical reasons, all of the experiments up to this point have been
performed in simulation. In this section, we present experimental results that
show that the results we achieve in simulation are a good guide to the results
that we can expect on the real robot.
We cannot run the same number of experiments on the real robot as in
simulation so these experiments are primarily intended to re-validate the simulation results. However, they also serve to show that our system as a whole is
able to run in reality, with all of the associated uncertainties and imperfections
that real sensing, algorithms and actuation bring.
In this section, we will first discuss the experimental procedure followed by
the selection of the experiment scenarios. We will then present results of the
experiments. We end with a demonstration of Behavioural Cloning, where a
Situation-Action control agent is trained and tested on the real robot.

7.3.1

Experimental Procedure

In our simulation results to date, each experiment consists of a single stepfield
dash over random terrain. This allows us to sample as wide a variety of terrain
as possible. However, to avoid bias we need many samples – we perform
between 200 and 500 experiments per combination of terrain type and control
agent.
It is impossible to perform a similar number of experiments on the real
robot. Therefore, we modify our experiment slightly. Instead of sampling as
wide a variety of terrain as possible, our goal is to establish the correspondence
between the performance of the control agents in simulation and in reality.
Our evaluation task is still the stepfield dash, where the robot starts at one
end of three stepfield palettes and success is determined as reaching the other
end of the series of palettes. We only have the opportunity to run a small
number of tests and reconfiguring the stepfields is a time consuming exercise.
Therefore, for the purpose of this comparison, we define a single experiment
to consists of 10 runs of the same stepfield dash, 5 times in each direction.
Instead of a randomly varying, the starting point for the robot is varied
according to a fixed pattern with only a small random variation to simulate the
fact that it is impossible to precisely place the robot for the real experiment.
Each experiment, consisting of 10 runs of the stepfield dash with a fixed
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control agent and terrain, is performed once on the real robot and 50 times in
simulation.

7.3.2

Comparison Experiments

We performed two sets of experiments in order to determine how well the
performance of the simulator compared with reality. In the first set of experiments, we used a fixed terrain and evaluated several different control agents.
We used a Geometric stepfield for this set of experiments. In the second, we
fixed the control agent and evaluated several different terrains. We selected
the Situation-Action Planes and Deviations control agent for this set of experiments.
Geometric Stepfield
We generated a geometric stepfield using the same random library selection
process as used in the simulation experiments. We then constructed this terrain
in both simulation and reality, as shown in Figure 7.17. We then evaluated
the standard control agents (no “Robot Stuck” detection or heuristic based
ranking), both in simulation and reality, using the procedure outlined above.
All of the control agents were trained on the full set of available data and were
identical to those used in the earlier simulator-only comparisons. The only
difference is that they now take data from, and control, the real robot. In
particular, we should note that they only experienced data from the simulated
robot during training.
• Situation-Action control agent, A* demonstrator, Planes and Deviations
feature extractor
• Action-Model control agent, A* demonstrator, Planes and Deviations
feature extractor, value based ranking method
• Situation-Action control agent, human expert demonstrator, Planes and
Deviations feature extractor
• Situation-Action control agent, A* demonstrator, Block Patterns feature
extractor
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Figure 7.17: The matching real (left) and simulated (right) implementations of the
Geometric Stepfield configuration on which the first set of comparison
experiments were performed.

• Action-Model control agent, A* demonstrator, Block Patterns feature
extractor, value based ranking method
• Situation-Action control agent, human expert demonstrator, Block Patterns feature extractor
For the purpose of comparison, we also evaluated the following baseline
control agents.
• Human Expert (real robot only)
• Go-Forward
• Default MDP (only following corridor)
The success rates for these experiments is shown in Figure 7.18.
There is no significant difference between the performance of the control
agents in simulation and in reality. In general it appears that the simulated
results are slightly pessimistic. In observing the performance of the robots, we
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Figure 7.18: Results comparing Real and Simulated runs over the Geometric Stepfields shown in Figure 7.17. These results
are for multiple runs over a single terrain so the results are not comparable to previous graphs. “Robot Stuck”
detection was not used and the Action-Model control agents used the value based ranking method.
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noticed that if the pneumatic tyres happen to randomly catch on a small discontinuity in the terrain, they can stress and deform as the robot attempts to
move. This lowers the robot’s centre of gravity and, at crucial points, reduces
the probability of the robot flipping over. This effect is random as it depends
on very small variations in the surface of the terrain (around a few millimetres)
and the tyre deformation is very difficult to model in simulation. We believe
that this partially accounts for the difference in performance between simulation and reality, especially in the experiments with the Action-Model control
agent with Block Pattern features (second set of bars from the left), despite
the fact that this difference is not significant (p = 0.097). We also found that
that the success rate of the human expert is comparable to that of the better
control agents.
The only real exception is the Default MDP controller, which performed
considerably better in simulation. We believe that this is in part due to the
difference in the characteristics of the localisation model between simulation
and reality as this causes a variation in the position of the corridor relative to
the stepfield.
As we discussed earlier in Section 7.2.1, the Default MDP controller simply
centres on the corridor. In this terrain, staying on the centreline of the stepfield
is reasonably safe. On the real robot, the localisation sensing module can
experience jumps in its errors which cause the corridor to shift relative to the
stepfield. These shifts are likely to affect the Default MDP controller more
than the other controllers, as they also consider the terrain. This is supported
by the fact that on the real robot, out of the Default MDP controller’s three
failures, two of them involved being too far to the left or right of the stepfield
at the very end of the run and, as a result, encountering impassable terrain.
Situation-Action Planes and Deviations Control Agent
Our second set of experiments compares real and simulated performance for
a fixed control agent while the terrain was varied. Due to the length of time
taken to reconfigure the terrain, only four different terrains were evaluated.
We chose to perform these evaluations on four examples of Irregular stepfields,
shown in Figure 7.19, 7.20, 7.21 and 7.22.
We performed the evaluations using the Situation-Action control agent
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Figure 7.19: Real (left) and simulated (right) versions of Irregular Stepfield 1.

trained on data from the A* search based demonstrator and using the Planes
and Deviations feature extractor. We elected to use a Situation-Action control agent as the previous simulation-only experiments indicate that it has
better performance than the Action-Model control agents over irregular stepfields. Choosing a Situation-Action control agent also allows us to more easily
compare these results with the Behavioural Cloning experiments that we will
discuss shortly as Behavioural Cloning is performed in the framework of the
Situation-Action control agent.
Our primary goal in this set of experiments is to compare the performance
of the simulated and real robots so the selection of a wide variety of control
agents is less critical. Having said that, had we more time, we would have
evaluated more combinations of control agents and their variations, including
Action-Model control agents, on the real robot.
The Situation-Action control agent that we use is identical to the control
agent used in the previous simulator-only experiments with the exception being
that now it obtains data from, and controls, the real robot. As before, “robot
stuck” detection was not used. For comparison, the human expert operator
also attempted to drive the robot over the four stepfield types under the same
experimental conditions.
The results of these experiments are shown in Figure 7.23. Once again,
they suggest that the performance of the control agent in simulation on a
given stepfield is representative of that on the real robot.
On 10 runs of each of the four irregular stepfields, the human expert
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Figure 7.20: Real (left) and simulated (right) versions of Irregular Stepfield 2.

Figure 7.21: Real (left) and simulated (right) versions of Irregular Stepfield 3.

Figure 7.22: Real (left) and simulated (right) versions of Irregular Stepfield 4.
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Performance of the Situation-Action control agent
over the four Irregular Stepfields
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Figure 7.23: Results comparing Real and Simulated runs over four different Irregular stepfields using the Situation-Action control agent trained on
training data from the A* search based demonstrator and using the
Planes and Deviations feature extractor.
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achieved a 100% success rate. This is because on these four stepfields, it
turned out that the primary cause of failure was leaving the corridor and becoming stuck9 . There were no terrain features that would cause the robot to
flip over. The human expert often became temporarily stuck but then recovered, usually by reversing (in one case almost to the start of the terrain) before
re-attempting the terrain. If we treat these cases as failures, the human expert
would generally only achieve a success rate of 75% to 85%.
It is very difficult for our control agents to replicate this behaviour as this
requires generating a plan that is repeated for many cycles. Indeed, the intent
behind our control agents is that they are to make a “best effort” to achieve
the goal and that if this fails, it should be up to a higher level of the autonomy
stack to decide to give up and try another route (by way of another corridor
specification).

7.3.3

Behavioural Cloning

We performed Behavioural Cloning on the real robot in order to verify that
our techniques are applicable to this robot. In our prior work (Kadous et al.,
2005a, 2006a), we already demonstrated that Behavioural Cloning may be
applied to real robots in this terrain, albeit with a different robot.
The training data for Behavioural Cloning came from logs of the human
expert’s driving during the 8 successful runs over the Geometric stepfield shown
in Figure 7.17 (and from which the human expert bar in Figure 7.18 was
generated) and another 10 successful runs over each of Stepfields 1, 2 and 4
for a total of 38 runs. We used Stepfield 3 as an example of unseen terrain
so we did not train on data from this stepfield. The distribution of training
examples is shown in Table 7.9.
We used the Situation-Action control agent with the Planes and Deviations
feature extractor to clone the behaviour of the human expert using this data.
The resulting clone was evaluated on Stepfields 3 and 4 from Figures 7.21 and
7.22, as examples of unseen and seen terrain respectively. Its performance was
compared against a Situation-Action control agent, also using the Planes and
Deviations feature extractor, but which was trained on data generated by the
9

In contrast, the primary cause of failure for the Geometric stepfields in Figure 7.18 is
flipping over, from which it is impossible to recover.
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Action
0
1
2
3
4
5
6
7
8

- Forward-Left
↑ Forward
% Forward-Right
x Spin Left
× Stop
y Spin Right
. Backward-Left
↓ Backward
& Backward-Right
Total

Number of
Instances
315 14.8%
1336 62.9%
315 14.8%
54 2.54%
0
0%
54 2.54%
3 0.141%
44 2.07%
3 0.141%
2124

Table 7.9: Distribution of actions in the human expert demonstrator’s training
data when controlling the real robot.

A* search based demonstrator in simulation, over equal proportions of each
stepfield, as described in Section 7.3.2. The results are shown in Figure 7.24.
We should note that a direct comparison between these two control agents
is not entirely fair. On the one hand, the cloned agent has two orders of
magnitude fewer training examples. On the other hand, the cloned agent was
trained primarily on a dataset consisting of over 75% irregular stepfields, while
the agent trailed in simulation was exposed to an equal proportion of all four
types of stepfields.
On the unseen stepfield (Stepfield 3), the performance was identical however it was slightly greater for the seen stepfield (Stepfield 4). This difference
is small and not of great significance, however it is consistent with the control
agent having an advantage when running on a stepfield that it was trained
on. Indeed, when observing the behaviour of the cloned control agent when
running on a stepfield that it was trained on, it would sometimes make the
same mistakes as the human operator, such as “falling off” the same point on a
rail, and then recover in the exact same way, by reversing slightly and turning,
for instance. Such behaviour was not observed on the unseen stepfield.
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Comparison between Situation-Action control agents
one trained by the A* Demonstrator in Simulation
one trained by the Human Expert on the Real Robot
(All evaluation performed on the real robot)
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Figure 7.24: A comparison between the real-robot performance of a SituationAction control agent trained on data from the A* search based
demonstrator in simulation and a Behavioural Cloned SituationAction control agent trained on data from a human expert’s performance on the real robot.
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Summary

These experiments demonstrate that it is possible to use the techniques that
we have presented to generate control agents for a mobile robot that can drive
over complex terrain. We have compared our control agents to a human expert
and a baseline controller, which performs short range planning at each control
step but does not consider the terrain.
We found that on the Geometric, Structured Random and Unstructured
Random stepfields, it is possible to reach human level performance using the
simple baseline controller, without explicitly considering the terrain. Our control agents are able to match the performance of the human expert in these
terrains.
Irregular stepfields require more complex decision making and we found
that there was a large performance gap between the human expert and the
simple baseline controller. Although our control agents were unable to attain
human level performance on these terrains, they performed significantly better
than the baseline controller.
We believe that the primary reason for the difference in performance between our control agents and the human expert is due in large part to the fact
that human experts bring additional higher level decision making and planning
to bear on the problem. When the human finds that the robot is stuck, they
switch their priorities and generate sub-goals such as “reverse to somewhere
safe and then try a different path” or “perform random actions until the robot
moves”. We attempted to implement a simplified analogue to this in the form
of our “Robot Stuck” detection, however we found that this either made no
difference or traded one failure off for another. In some cases it may be possible to decide that these behaviours are necessary based on the world state
although it is likely the agent may make the same mistake twice. We believe
that it is more appropriate for these decisions to be made by a higher level
planner.
We can deduce when the human has employed these abilities and, when
we alter our evaluation method to account for this, we find that there is no
significant difference between the performance of our best control agents and
the human expert on Irregular stepfields.
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The human also has more elaborate internal representations of the terrain.
The human expert very quickly identifies the various patterns in the irregular
stepfields, such as rails and pillars, and is able to devise strategies to overcome
them. In contrast to the somewhat simpler Geometric and Structured Random
terrains, our feature extractors find it difficult to fully represent the important
characteristics of the Irregular Stepfields.
In evaluating the different variations of the different control agents, we have
found that there is no statistically significant difference in the performance of
the two feature extractors. It appears that while the Planes and Deviations
feature extractor was designed to help the control agents to generalise, the
decision tree learners have been able to approximate this when presented with
the features generated by the much simpler Block Patterns feature extractor.
We have found that there is a small difference between the Situation-Action
control agents trained on data from the human expert, as an implementation
of Behavioural Cloning, as compared to the Situation-Action control agents
trained on the same quantity of training data from the A* search based demonstrator. In observing the performance of the control agent trained by the human expert, it appears that it has been able to learn to take the somewhat
more conservative paths that the human expert favours.
Finally, we have demonstrated that the results that we have observed in
simulation are representative of the results that we can expect to see on the real
robot and that we can move policies, learned only in simulation, directly onto
the real robot without any degradation in performance. By using a physics
simulator and validating the behaviour of the simulated robot against the real
robot, we have been able to generate an accurate model of the simulated robot
without performing system identification or mathematical modelling and have
avoided the need to make many of the assumptions associated with doing
so. The use of the simulator does entail additional assumptions about such
factors as friction, momentum and torque but we have found that the validation
process allows us to adjust these to produce an accurate model.
In the next chapter, we present opportunities for future work that have been
identified in the course of this research before summarising the key points of
this thesis.
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Chapter 8

Conclusions and Future Work
The aim of our research was to develop controllers that learn their behaviours
and are able to perform the task of driving mobile robots over complex terrain.
We have produced three autonomous control agents that can perform this
task and learn their behaviour by observing a demonstrator’s behaviour. Our
Situation-Action control agent observes and directly models the actions that
a demonstrator takes in response to past and present sensing. Our ActionModel control agent is a generalisation of the Situation-Action agent that
learns a model for the demonstrator’s mistakes as well as their successes. It
uses this model to rank the available actions at runtime. Our Short Range
Planning control agent uses a Markov Decision Process formulation for making
the decision as to which action to take. A learned model for the motion of the
robot is used as part of this decision making process.
We have evaluated the control agents in simulation and on a real robot.
On terrain where a simple strategy is unable to achieve human levels of performance, we have shown that our three control agents are able to achieve results
that, while short of human level, are an improvement on simpler strategies. We
have analysed these results and believe that some of the behaviours exhibited
by the human require a level of decision making that is beyond the scope of
our control agents. If we disallow these additional behaviours, we find that the
performance of our control agents are comparable to human performance.
We have also found that a simple formulation for a controller, in our case
the Situation-Action control agent, can perform at least as well as more complicated formulations. In the process, we have investigated a variety of issues
surrounding the formulation of complex terrain traversal as a machine learning
problem.
In this chapter, we will summarise the main ideas in this thesis. We will
then present opportunities for future research that have been identified in the
course of this work. We end with concluding remarks.
197
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Summary

Conventional techniques for generating controllers for mobile robots involve
performing system identification to generate mathematical models for the system’s behaviour (Ljung, 1999). As the range of interactions between the robot
and environment increase, this process tends to become either intractable or
inaccurate. We have developed three control agents that observe the performance of a demonstrator agent and learn internal models from these observations. These control agents are reactive, in that they make their decisions
based only on the current state of the world, rather than by generating plans
that are used over several control cycles. These control agents represent the
history of sensor data and a navigation corridor provided by a higher level
entity as a set of features. These features are used, in conjunction with the
model that they learn, to decide on an action that should be performed.
Our Situation-Action control agent maps from the features that represent
the world state directly to an action that should be performed. This mapping
is performed by a model that is learned on the basis of observations of a
demonstrator’s equivalent mapping from features to action.
We have trained the Situation-Action control agent using a human expert
as the demonstrator and in the process shown that we can apply Behavioural
Cloning to this task. To our knowledge, this is the first time that Behavioural
Cloning has been successfully applied to a task with this level of complexity
in feature interpretation and decision making.
We have also developed an autonomous demonstrator, based on an A*
search. This search is performed on a virtual robot in a validated physics
simulator. This demonstrator allows us to generate orders of magnitude more
training data than the human and we have shown that we can learn controllers that achieve similar levels of performance as those trained by the human demonstrator.
Our second control agent, which we called our Action-Model control agent,
learns a model for the expected outcome from taking each action in the current
situation. The probability of each outcome is used to determine the best action
to take. This process is a type of single-step Reinforcement Learning. We
demonstrate that this control agent is able to achieve improved performance
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over the Situation-Action control agent in certain circumstances due to its
ability to explicitly avoid taking dangerous actions. However, we have found
that in more complex environments, it is more sensitive to deficiencies in the
representation and is more prone to making spurious decisions.
Our final control agent, which we called our Short Range Planning control
agent, formulates the control problem as a Markov Decision Problem. At
each control cycle, it plans a path to a point on the navigation corridor and
takes the first action along that path. It generates this plan using a transition
function defined over a reconstruction of the terrain around the robot, based
on past and present sensor data. A learned mapping from local terrain and
action to distribution over robot movements is used to construct this transition
function. Unfortunately, we were unable to perform extensive testing on this
control agent due to its high computational complexity. However, the results
that we did obtain show that it performs significantly better than an MDP
based controller that only considers the navigation corridor.
We have evaluated these control agents in simulation over a variety of
terrain, including terrain not observed during training. We have used four
main types of terrain. Three of these terrains, the Geometric, Structured
Random and Unstructured Random stepfields, differ considerably in difficulty
but require only simple strategies to achieve human levels of performance. We
have found that our control agents are able to match human performance on
these stepfields.
We have also evaluated the control agents on Irregular stepfields, on which
simple strategies are unable to match human levels of performance. We have
shown that, while we cannot match human levels of performance, we can
achieve significantly better results than a baseline control agent that does
not consider the terrain. However, we believe that the human expert brings
behaviours and decision making skills that are, at least partially, the job of
the higher level planner and therefore beyond the scope of our control agents.
If we adjust the evaluation metric to compensate for this, we find that there is
little to no significant difference between the performance of our control agents
and the human expert.
Finally, we performed experiments that show that the results are a good
indicator for the performance that we can expect on the real robot. We have
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also demonstrated that the policies that we learn in simulation achieve performance on the real robot that is comparable to policies that were learned on
the real robot.
We conclude that it is possible to produce control agents using Behavioural
Cloning and Learning from Demonstration that are able to make control decisions to drive a mobile robot over complex terrain at a level of ability comparable to that of a human expert operator. It appears that the decision tree
learning technique that we have used is able to distil meaning from the many
features that we have used to represent the terrain and robot state.
In particular, we have found that even a relatively simple formulation for
a control agent, in the form of the Situation-Action and Behavioural Cloning
agents, can perform as well as, if not better than, more complex control agents.
These simple control agents have the advantage of being fast to run and simpler to understand. Our use of a decision tree learner allows us to gain an
insight into the way in which the control agent makes its decisions and gives
us confidence that its actions are taken on the basis of reasonable decisions.

8.2

Opportunities for Future Research

We have found that our control agents perform well, matching human performance in many cases. Based on our work, we believe that there are further
avenues for increasing the performance of these control agents. In this section,
we will discuss possible areas of future work that we believe will bring us closer
to the goal of matching and beating, human levels of performance at this task.
We also discuss ways of extending what we have learned to more general tasks.

8.2.1

Beating Human Performance

In our testing, we have found that on Irregular stepfields, our control agents
were unable to attain human level performance. Irregular stepfields represent
a particular class of terrain where there are particular patterns that are important. Being able to learn, recognise and react to these patterns is crucial
for reliably traversing these stepfields is important and we believe that the
performance of our control agents can be further improved by improving our
agents’ abilities to do so.
In addition, the primary failure mode on irregular stepfields is getting stuck.

UNSW PhD Thesis: Learning Robot Behaviours by Observing and Envisaging. Raymond Ka-Man Sheh, 2010.

8.2. OPPORTUNITIES FOR FUTURE RESEARCH

201

The two common strategies used by the human for overcoming this are “wriggling” randomly until the robot moves and deciding to reverse and re-attempt.
Both of these are beyond the scope of agents that are reactive as they only
consider features that represent the world model in making their decisions.
We believe there are several extensions and reformulations that should allow
us to develop control agents that are able to overcome these deficiencies and
achieve improved performance.
Symbolic and Relational Representation
Our representation of the terrain consists of a set of numeric features. These
represent particular points in the terrain at fixed positions relative to the robot.
This robot-relative representation allows us to generalise what we learn in one
location on the terrain to other locations that appear similar.
We observed the behaviour of the robot and looked at how the control
agents make their decisions. We compared this with the behaviour of the
operator and the thought processes that were available to introspection. It
became clear that humans are able to form a representation of the terrain that
is more complex than simply the height of particular points in the terrain.
We observed the behaviour of the human expert and the control agents as
they drove the robots on the Irregular stepfields and mismatched ramps. Our
observations suggest that, unlike on the Geometric and Structured Random
stepfields, it is necessary to represent patterns, such as pillars, step edges and
rails in a more symbolic fashion. This would allow the control agent to reliably
recognise and respond to them wherever they appear in the terrain. In this
way, the agent can explicitly represent such concepts as “I am on a set of
rails” and reliably distinguish it from a concept such as “I’m in a position that
indicates that I’m off the rails and need to reverse back to the start”.
It is possible to manually specify these features by writing detectors for
the various patterns that we wish to recognise. However, we run the risk of
returning to the original problem, being that this task is largely subcognitive.
It may not be possible to accurately and completely specify all of the patterns
that a human actually considers. An avenue of future work is to use machine
learning to generate new high-level features. This description would consist of
important objects and features and their relationship to each other and the
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robot. For example, it is beneficial for the agent to learn and recognise the
concept of high points in the terrain that are the same distance apart as the
robot’s wheels in a way that is position independent.
The problem of recognising useful patterns in the terrain is not unlike that
of recognising interesting objects in a scene and reasoning about them. It may
be possible to use techniques from image processing and image understanding
in order to generate these more informative features and symbolic representations of the terrain in front of the robot. This paves the way for the use of a
more relational representation, where the control agent makes decisions based
on the notion of specific objects and patterns in the scene.
This approach also opens up the prospect of having the agent reason about
the possible paths available to it. The rules that govern this reasoning process
might be constructed automatically by way of techniques from Inductive Logic
Programming (Muggleton, 1991; Lavrac and Dzeroski, 1994), with background
knowledge supplied by a combination of observations of a demonstrator and
the agent’s own experiments in simulation.
Exceptions and Ripple Down Rules
Based on the performance of our Default MDP baseline controller and on
inspecting the trees that result from our Situation-Action and Action-Model
control agents, it is clear that with our navigation corridor goal formulation,
the primary behaviour is that of keeping within the corridor. Knowledge of
the terrain is vital to achieve human levels of performance but consideration of
the terrain appears to be in the form of exceptions to the underlying corridor
following behaviour.
We know how to design a good corridor-following behaviour so it is perhaps
less useful to force the agent to learn how to do so. We have designed several
behaviours that can follow corridors and walls and explore open areas as part of
our RoboCup Rescue Robot League entries. A hybrid approach may be useful,
where the role of learning in terrain interpretation is to model the parts of the
behaviour that we do not understand, namely how the terrain should alter the
agent’s behaviour.
The learned model may either generate exceptions to the corridor following
behaviour to address specific features in the terrain. Alternatively, it may
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provide the corridor following behaviour with additional information, such
as a detailed local cost map, specific to the directions of traversal that the
behaviour is proposing. This may be seen as a type of subsumption style
architecture (Brooks, 1991).
This notion that the default behaviour is generally suitable but that there
are exceptions to this default also suggest that a Ripple Down Rules (RDR)
formulation (Compton and Jansen, 1990; Shiraz and Sammut, 1998) may be
suitable. We performed preliminary investigations into the use of RDRs to
learn a set of rules that can interpret the features that represent the terrain
and output control actions however we decided that this was beyond the scope
of this thesis.
Recovering from Failures
The human expert operator is not perfect and encounters non-terminal failures
quite frequently. However, the operator is able to recognise when this has
happened. Two strategies that they employ are “wriggling” the robot to regain traction and reversing to a safe location before re-attempting to reach
the goal. It is difficult for a purely reactive control agent to replicate this
behaviour due to sensor or state aliasing.
Two world states, one leading to success and the other leading to failure,
may appear the same to the robot’s sensors. If the human assumes that it will
lead to success but it in fact leads to failure, he can reverse and try something
else or try random actions until the robot moves. However, even with perfect
interpretation of the available sensor data, the only way he knows not to go
down that route again is to remember that he has been that way before and
failed.
Our control agents will find it difficult to replicate this behaviour by themselves because they are reactive and only make decisions based on their world
model. Even a perfect representation cannot represent what the sensors cannot
see. An imperfect sensor, coupled with imperfect representations, only compound this problem further, increasing the aliasing problem that the agent
must deal with.
We believe that replicating this behaviour is the job of a higher level planner, which provides the navigation corridor and deals with backing out and
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trying again. Indeed, a traditional controller is not able to detect these “dead
ends” and back out. Instead, it is the job of the higher level planner to adjust
its plan when the controller fails.
Our control agent can be modified to provide this information to the higher
level planner and an avenue of future work lies in determining how the higher
level planner should interact with the control agent, both to gain information
about the circumstances in which the controller failed and to allow it to avoid
making the same mistake multiple times.
Qualitative Reasoning
One noticeable difference between the human expert demonstrator and the A*
search based demonstrator is that the human expert generally chooses paths
that are more universally “safe”. Humans have a notion of safety margins and,
because they must commit to an action at each control cycle, are more likely
to behave conservatively. In contrast, the A* search based demonstrator has
no notion of a safety margin and will quite happily take advantage of outcomes
that are purely due to chance. Paths that are consistent do more than simply
provide more correct examples. They also avoid confusing the learner.
For example, if the robot is sitting on a pair of rails, the generally safe
path is to continue driving on the rails until they end, at which point the
robot should leave the rails. There may be limited cases where the random
configuration of blocks allows the robot to take a “shortcut” off the rails.
The human may avoid (or perhaps not even see) this shortcut, however the
A* search based demonstrator will most likely take it. If the learner, for
reasons of representation or quantity of training data, does not realise that
the shortcut has been taken or is unable to recognise the conditions under
which the shortcut may be taken, it is possible that the agent will learn the
incorrect behaviour and become stuck, as it attempts to take the shortcut at
inappropriate times.
It may be possible to improve the consistency of the paths generated by
the A* search by applying qualitative constraints to its search process (Šuc
and Bratko, 1999a). Applying qualitative constraints to the search process
would be broadly similar to the hand coded rules used by Green (2007) to
detect unsafe conditions, such as when the robot was close to rollover. It
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is possible to learn these constraints to not only avoid dangerous situations
that succeed by chance, but to also incorporate the human expert’s more
conservative behaviour. This can be done by observing examples of how a
human expert drives and then attempting to find new paths using the A*
search that are qualitatively consistent with their performance. In a sense,
the role of the A* search will become that of multiplying and generalising the
examples provided by the human expert.
Generating a Robust Controller
If we generate our training examples in simulation, we rely on the match between the abilities of the simulated robot and the abilities of the real robot.
The process of validating the simulator goes some way towards giving us confidence that the performance of the real and simulated robots match. However,
we believe that there are ways of improving the robustness of the techniques
we have presented, especially with regard to mismatches between these abilities. We should point out that the real robot’s behaviour changes through
time. Parts wear out and payloads change. Even if the simulator is a perfect
match for the robot at a particular point in time, it is desirable to generate a
controller that is robust enough to tolerate changes in the robot’s behaviour
without severe degradation in performance.
One way of improving the robustness of the agent is to deliberately make
the simulated robot’s behaviour pessimistic. For instance, we can increase
the centre of gravity or decrease the ground clearance. Assuming that these
hand-coded parameters do not unintentionally give the simulated robot additional capabilities, the resulting paths should be “safer” than the paths that
might be generated by the search process operating on a simulated robot that
better matched the real robot. Another related technique is to apply some
small random variations to the dimensions and other parameters of the robot.
We briefly investigated both of these variations and while the results were
promising, a full evaluation of this ability was deemed beyond the scope of
this thesis.
A more elaborate solution that was considered, but not implemented, is
to learn a model for the appropriate behaviour of a robot that matches the
real robot to the best of our abilities as we have done. We can then collect
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additional training data for variations of this robot that simulate the possible
space of behaviours of the real robot as its payload or abilities change. It
is then possible to observe how the decision surfaces in the model change in
response to changes in the robot’s capabilities.
We could then treat the learned model as a parameterised model for the
desired behaviour of the agent. The parameters shift the decision boundaries
in regions of the model that have been identified as varying in response to
variations in the robot. These parameters could be determined by a small
number of trials or human demonstrations on the real robot. This is similar
in spirit to work by Abbeel et al. (2006b) in taking advantage of inaccurate
models for reinforcement learning.

8.2.2

Increasing Capabilities

Our task has been to drive a wheeled, mobile robot over stepfields. This
task is representative of the more general task of driving over complex and
unstructured terrain with more general robots. In this subsection, we describe
avenues for further work that may improve the ability of these control agents
to overcome more general tasks using more general robots.
Extended Planning
Our Short Range Planning control agent was applied reactively, in the same
manner as our Situation-Action and Action-Model control agents. We regenerate the Markov Decision Problem and re-plan at each control cycle because the transition function was determined a learned model that relied on
observations of the terrain. This approach showed promise, however it was impractically slow due to the large state space, coupled with a transition function
that was computationally expensive to compute.
In a sense, re-generating the MDP at each control step prevents the planner
from reaching its full potential of generating stable plans over several cycles.
An avenue of future work is to use a more conventional formulation of the
problem, where the MDP is generated once and used over several cycles. The
challenge will be to allow the transition function to migrate in an efficient
manner from one cycle to the next as additional sensor information is made
available.
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Automatic adjustment of simulator parameters
We have produced the simulated model by hand and adjusted its parameters
manually in a process of simulator validation. There has been work performed
in the past on automatically producing a simulated model from the behaviour
of a real robot (Bongard and Lipson, 2004). For our purposes, we need not be
quite so ambitious. Generally it is possible to easily produce a “good enough”
overall simulator model for the robot using only its overall measurements, without needing in-depth knowledge of mathematical modelling or system identification. Instead of validation, however, we might instead learn the various
unknown parameters such as friction, torque and so on by observing the behaviour of the real robot. This process resembles that of Ng et al. (2003b)
where they tuned the parameters of a mathematical model automatically, on
the basis of the real robot’s performance.
As a first step, this allows us to produce a faithful simulator in which
the search based demonstrator may perform. However, this is also a step
toward producing robots that can cope with changes in themselves and their
environments. During deployment, as the control agent commands the robot
to perform actions, it can also simulate the results that the actions should
produce. If the terrain or robot changes, such as due to damage, additional
load or a new environment, it can detect these differences and, if necessary,
make adjustments to the simulator so that its performance better reflects the
way in which the real robot behaves. This new simulator can then be used to
produce new models that the control agent can use to improve its performance.
Modelling Dynamics
We have structured our problem such that the robot moves slowly and stops
between each action. Therefore, we have been able to ignore the dynamic
issues of inertia and reaction time. While it is possible to control the robot
using this stop-start regime, clearly it is preferable to be able to drive smoothly
and make decisions on-the-fly. Doing so brings with it additional challenges,
from the theoretical, such as the increased dimensionality that comes with the
additional state variables, to the practical, such as ensuring that the programs
run fast enough to behave consistently on a moving robot and dealing with
poorer sensing that may result from motion blur.
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General Terrain
Most of our evaluations of our control agents have taken place on stepfields,
which are designed to be an approximation to more general rubble in a form
that is easier to construct and replicate. It is highly unlikely that the robots will
encounter a stepfield during an actual deployment. With this in mind we did
evaluate the control agents on the mismatched ramps, which are very different
to stepfields. An avenue of further investigation that we are in the process
of following involves evaluating how well our control agents can generalise to
other, different terrains.
Additional Degrees of Freedom
We have evaluated our control agents on a relatively simple, wheeled robot
with only two degrees of freedom. However, many robots used in complex and
unstructured terrain have several degrees of freedom, such as flippers (Sheh,
2005, 2006) that can directly interact with the terrain, and movable sensor
arms or manipulators that can change the robot’s centre of gravity. A natural
extension of our work is to apply it to controlling these additional degrees
of freedom in order to improve the robot’s ability to traverse complex and
unstructured terrain. Indeed, this is one case where the control agents can
outperform human operators, who would find it difficult to manage too many
degrees of freedom at once. In contrast, the A* search based demonstrator
only requires additional computation time1 in order to find the best way of
making use of these extra degrees of freedom.

8.3

Concluding Remarks

In this thesis, we have presented three different approaches to formulating the
problem of control of a mobile robot in complex terrain as a machine learning
problem. The three control agents that implement these three approaches have
been evaluated in simulation and on the real robot. We show that we are able
to use these techniques to produce control agents that match human levels of
performance in many different types of terrain. Where the control agents fall
1

This may require exponentially more computation time in the number of degrees of
freedom, however if only one or two additional actions are required and a suitable heuristic
found, this approach may still be feasible.
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short of human levels of performance, we have been able to demonstrate an
improvement over alternative controllers that do not consider the terrain.
We have identified several reasons for this difference in performance. In
some cases, the human succeeds by making decisions that we cannot expect
our control agents to. If we adjust our evaluation metric to account for this we
find that the performance of our control agents becomes comparable to human
performance.
We have also identified ways in which we can improve the performance of
our control agents. These include extending the features that the agents use
to represent the world and better integrating the control agent with a higher
level planner. We believe that these improvements should allow the control
agents to better match and surpass the abilities of a human expert operator.
Machine learning has been applied to the control of real robots for many
decades. We have successfully applied machine learning to a real robot control
task that, to the best of our knowledge, entails a greater level of complexity in
sensor interpretation and decision making than has been demonstrated in the
past. Considerable future work lies ahead in improving the reliability of these
control agents and extending their capabilities beyond what humans are able
to demonstrate or program.
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Appendix A

Comparison of Learning
Algorithm Performance
Throughout this thesis, we have used the J48 Decision Tree learner with default parameters, as implemented in Weka by Witten and Frank (1999), as
the learning technique. We prefer decision trees to many other learned models as the are much easier for humans to “unravel” and gain insights into the
decisions that are made within the model. We present an example of this in
Section 7.2.8. In contrast, many other learning techniques, such as Support
Vector Machines, Locally Weighted Learning or meta-learning methods generate models that are largely impenetrable to human investigation. Decision
trees have also demonstrated good performance in a wide variety of domains
and their behaviour is relatively well understood.
From the control agents’ perspective, the role of the machine learning technique is to build a classifier which maps from an attribute space, representing
the features extracted by the two different feature extractors, to class labels
that represent actions, outcomes or robot movements. Were it not for the desire to have models from which we could extract meaningful insights, we could
have used any number of other machine learning techniques.
In this appendix, we present experiments that compare the performance of
the J48 decision tree learner, with the default settings that we use throughout
this thesis, with several different learning techniques that are representative
of those commonly used in the machine learning community. We also present
experiments that demonstrate the behaviour of the J48 decision tree learner
in this application as we vary the parameters to the learner.

A.1

Comparison between Common Techniques

We selected learning techniques from each of the major groups commonly used
in the machine learning community, using the implementations built into Weka
(Witten and Frank, 1999). We used one example of a Bayesian technique,
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Technique

Variations
Bayesian Classifiers
Naı̈ve Bayes
Normally distributed values (default)
Support Vector Machines
Support Vector Machine
Linear Kernel (default)
Quadratic Kernel
Instance-Based Classifiers
Nearest Neighbour
Nearest 1 (default)
Nearest 10
Locally Weighted Learning
Linear weights, Decision Stump classifier (default)
Decision Trees
J48
C = 2, M = 0.25 (default)
Reduced-Error-Pruning Tree (default)
Naı̈ve Bayes Tree
(default)
Rule Generators
Ridor
(default)
RIPPER
(default)
ZeroR
(default)
Meta-learning Methods
AdaBoost M1
Decision Stumps (default)
Naı̈ve Bayes
J48 trees
Bagging
REPTrees (default)
J48 trees
Cost Sensitive
Bagged J48
Bagged REPTrees

Figure A.1: Summary of the evaluated learning techniques. See corresponding
sections in text for the meanings of each parameter.

two examples of Support Vector Machines, three examples of Instance-Based
methods, three examples of Decision Tree learners (including the baseline J48
learner), three examples of Rule Generators (including a default no-rule classifier which produces an always-drive-forward policy) and five examples of MetaLearning techniques. In total, we evaluated 17 different learning techniques,
which are summarised in Table A.1. We also evaluated the performance of the
human expert on the same task and include their results for comparison.
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Evaluation

We evaluate these techniques on both their crossvalidation accuracy and their
performance in the simulated stepfield dash over the four terrain types, which
we refer to as on-task performance. Due to the extremely large number of
experiments required, we restricted our evaluations to simulation. The main
survey required 204,000 runs making real robot experimentation highly impractical.
We evaluated each learning technique in the context of the Situation-Action
control agent, presented in Chapter 4 and using the same method of evaluation
and dataset, described in Chapter 7. As the performance of the learning
technique can depend on the nature of the attributes that are input into it, we
evaluated each learning technique using both the block patterns and the planes
and deviations feature extractors. For each combination of learning technique
and feature extractor, we generated three models using approximately 1/3, 2/3
and all of the available dataset. This corresponded to approximately 12550,
25200 and 41027 training examples respectively.
We then used each model in the basic Situation-Action controller. To best
demonstrate the performance of the underlying learning technique, we did not
enable robot-stuck detection. We evaluated each controller in 500 trials over
each of the 4 stepfield types. We used the same starting conditions and criteria
for success as in Section 7.1.2. The robot successfully driving from one end
of the stepfield to the other, including mounting and dismounting in a stable
fashion, was regarded as success.
We generated a single model for each permutation of the 17 learning techniques, 2 feature extractors described in Section 3.3 and 3 amounts of training
data. Each model was evaluated over 500 runs of each of the 4 stepfield types,
yielding a total of 204,000 runs. As before, error bars for on-task performance
were calculated based on 95% confidence intervals for a proportion, comparing
success versus failure. Crossvalidation was performed on the same sets of data
used to train the models.

A.1.2

Overall results

The overall summary of results are shown in Figures A.2 and A.3 with human performance, the performance of the baseline J48 learner and the default

UNSW PhD Thesis: Learning Robot Behaviours by Observing and Envisaging. Raymond Ka-Man Sheh, 2010.

226

APPENDIX A. COMPARISON OF LEARNING ALGORITHMS

go-forward policy (which is also the ZeroR rule learner) appearing first for
comparison. A more informative but somewhat less readable graph with all
learning curves appears at the end of this chapter in Figures A.6 and A.7.

A.1.3

Discussion of Overall Results

Across the different learning techniques, the best performers across the four
stepfield types are the Decision Trees with and without Bagging or Boosting,
RIPPER and RIDOR with Support Vector Machines using Linear Kernels
coming in close behind.
An interesting observation is that the learning techniques that performed
well also happen to be those that are able to completely ignore uninformative
dimensions. The various trees and rule learners do so by splitting only on
informative attributes. Support Vector Machines generate hyperplane splits
through attribute space which, in effect, ignore dimensions or linear combinations of dimensions that are parallel to the hyperplane. The meta-learning
techniques inherit these abilities from the respective base learners.
Out of the best techniques, we do not consider the meta-learning techniques
based on Bagging and Boosting, except for the purpose of comparison, as the
small improvement in on-task performance over their base classifiers is outweighed by the fact that they generate models that are largely indecipherable.
Although of only secondary importance, they also take significantly longer to
build than their base classifiers. For example, AdaBoost M1 on the baseline
J48 decision tree learner on the full dataset of Block Patterns features took 1
hour, 50 minutes and 36 seconds to learn a policy on a workstation where it
was not memory bound. In contrast, the baseline J48 decision tree learner on
the same workstation learned its classifier on the same dataset in 17 minutes
and 38 seconds.
This leaves the rule learners and trees, all of which perform reasonably
similarly. We have considerably more experience with J48 than many of the
other tree and rule learners and since it performs about as well as the others
we decided to “stick with what we know”.
Another useful observation is that while crossvalidation performance appears to be a good general indicator for performance on the task, there are
some quite significant exceptions, such as Support Vector Machines.
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Success rate, Block Patterns representation, all training examples
100
On-task - Geometric stepfields
On-task - Structured Random stepfields
On-task - Irregular stepfields
On-task - Unstructured Random stepfields
Crossvalidation - All Stepfields

% On-Task Success Rate, % Crossvalidation Accuracy
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AdaBoost M1 with J48 Decision Tree

AdaBoost M1 with Naive Bayes Classifier

AdaBoost M1 with Decision Stumps

RIDOR Ripple Down Rule Learner

RIPPER Rule Learner

Decision Tree, Naive Bayes leaves

Reduced Error Pruning Tree

Locally Weighted Regression

Instance-based - 10 Nearest

Instance-based - 1 Nearest

Support Vector Machine (Linear Kernel)

Naive Bayes Classifier

Default Classifier (Always Drive Forward)

Reference J48 Decision Tree

Human Expert

0

Learning Algorithm

Figure A.2: Summary of performance of the different learning techniques trained
on all training data with the Block Patterns feature extractor. Individual learning curves are shown in aggregate in Figure A.7.
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Success rate, Planes and Deviations representation, all training examples
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On-task - Geometric stepfields
On-task - Structured Random stepfields
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On-task - Unstructured Random stepfields
Crossvalidation - All Stepfields
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Figure A.3: Summary of performance of the different learning techniques trained
on all training data with the Block Patterns feature extractor. Individual learning curves are shown in aggregate in Figure A.6.
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Individual Techniques

In the following sections, we present expanded results for the individual categories of learning technique and compare them with the baseline J48 learning
technique that we use throughout the thesis.
Apart from on-task success rates and crossvalidation accuracy, we also note
techniques which have particular benefits or drawbacks. As already noted, we
value the ability to decipher the models and extract meaning from them. We
also noted the time taken for the models to generate decisions on the action
to take. For most learning techniques, this was negligible – the reference
J48 implementation takes at most a few tens of milliseconds. However, some
techniques were particularly time consuming. For example, Locally Weighted
Learning, which generates models at runtime, takes several seconds.

A.2.1

Bayesian Classifiers

Out of the Bayesian classifiers, we evaluated the Naı̈ve Bayes classifier. This
classifier makes the simplifying assumption that the attributes are conditionally independent given the class label. Although this assumption is regularly
violated, as it is in our application, this classifier often performs surprisingly
well (John and Langley, 1995).
The Naı̈ve Bayes classifier learns from the training data the probability of
the value of each attribute given the class label. The simplifying independence
assumption allows us to evaluate the probability that a new instance is a
member of a proposed class by multiplying together the probabilities of each
attribute value in the new instance, given the proposed class and the overall
probability of the proposed class itself. The most probable class is returned as
the maximum a posteriori (MAP) classification.
Standard Naı̈ve Bayes operates on nominal attribute values but our attributes are all numerical. The Weka implementation of Naı̈ve Bayes handles
these by storing the sample mean and standard deviation of each attribute for a
given class label as observed in the training data and assuming that the values
of the attributes are normally distributed. Given this assumption, the means
and standard deviations are used to calculate P (ai |vj ) for a new instance.
Naı̈ve Bayes shares the same advantage as Decision Trees in that their mod-
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els, which for our numeric attributes consist of the mean value and standard
deviation of each attribute for a given class, are relatively easy for humans to
interpret.
The Naı̈ve Bayes classifier performs poorly in our application, with performance that is at best comparable to that of the default drive-forward policy,
despite often being better than the default policy in terms of crossvalidation
performance. As we will see later, using the Boosting meta-learning technique
does little to improve the performance of the Naı̈ve Bayes classifier.

A.2.2

Support Vector Machines

Support Vector Machines (SVMs) map from attributes to a binary yes/no
classification. They consider all instances as existing in a high dimensional
space where the yes and no examples are separated by a clear gap. During
learning, the SVM attempts to find the parameters of a single hyperplane that
passes thorough this gap and separates the yes and no examples.
The function that maps from the attribute space to this higher dimensional
space, called the kernel, is often chosen (and in some cases learned) with the
aim of maximising the ability of a single hyperplane to split the examples
according to their classification. The hyperplanes are called maximum-margin
as they aim to maximise the distance, or margin, between themselves and
the nearest training examples in the higher dimensional space. These nearest
training examples are called the Support Vectors. As our problem involves
classifying one out of eight possible actions, the Weka implementation of SMO
divides the problem into several pairwise classifications, each with its own
SVM, the results of which are combined to yield an overall result.
We evaluated the Sequential Minimal Optimisation (SMO) implementation
of SVMs by Platt (1998) with a linear kernel. Unfortunately, like the Naı̈ve
Bayes learner, while the crossvalidation accuracy of the SVM was very good,
the on-task performance was quite poor.
We also attempted to use a quadratic kernel, however even after running
for several weeks on a workstation with 32GB of main memory, it was unable
to successfully learn a model. We did evaluate a model with fewer training
examples but found the performance to be as poor as that for the linear kernel.
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Instance-Based Classifiers

Instance based classifiers, also sometimes known as memory based or “lazy”
machine learning techniques, don’t attempt to generate a model that generalises across the whole attribute space during the learning process. Instead,
they store the training examples and, at runtime, use the relationship between
each new instance and the training examples in order to generate a classification. We evaluate three different instance-based classifiers, two based on
nearest-neighbour as well as an implementation of Locally Weighted Learning.
A nearest-neighbour classifier, also known as K-Nearest-Neighbour, classifies new instances based on the training instances that are closest to it in
attribute space. We evaluate both Nearest-Neighbour, which returns the classification of the single training example that is closest to the new instance,
and 10-Nearest-Neighbour, which takes an unweighted vote of the 10 training instances that are closest to the new instance. We use the IB1 and IBk
implementations in Weka, respectively. The distance function is taken as the
Euclidian distance between the new instance and each training instance in attribute space, normalised to the range of the value of each attribute observed
during training.
Locally Weighted Learning (Atkeson et al., 1996), also known as Locally
Weighted Regression, can be seen as a generalised version of K-nearest neighbours. Instead of voting among the nearest K neighbouring training examples
of the new instance, Locally Weighted Regression generates a local model for
the K-nearest neighbours and uses that fit to classify the new instances. The
implementation of Locally Weighted Learning in Weka, LWL, uses all of the
neighbours, weighted linearly by their normalised distance from the new instance. These weighted instances are input into a Decision Stump classifier
which learns a model that is local to the new instance. This model consists of
a single split on the most informative attribute across the weighted examples.
By localising the weighting of the training examples to the new instance,
Locally Weighted Learning allows the base classifier, in this case Decision
Stumps, to model significantly more complex mappings than the base classifier used alone. However, the resulting “model” is very difficult to interpret.
Indeed, a true model, which has meaning across all of attribute space, never
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really exists except at the points corresponding to new instances.
The single-nearest-neighbour technique suffers from noise since the classification of new instances depends on the accuracy of the training instance that
happens to be closest to it. By taking a vote of the closest 10, the 10-nearestneighbour technique aims to reduce the effect of noisy examples.
One problem with nearest neighbour techniques that is not improved by
this, however, is the fact that the nearest samples are determined based on all
of the attributes. In this domain, there are many attributes that are largely
irrelevant. The height of the terrain behind the robot is of little interest if the
way forward is clear, for instance. As the distance measure takes all attributes
into account, training instances that are actually similar in terms of decision
making may end up far apart. This may be one reason why performance on
the task, and in crossvalidation, is low compared to J48.
Locally Weighted Learning uses a locally built classifier to classify training
instances and as a result, it may be less severely affected by noise. It can
also partially ignore irrelevant dimensions – Decision Stumps only consider a
single attribute. However, the initial weighting is still performed on Euclidian
distance across all attributes. While performance is better than 10-nearestneighbours, it is still considerably worse than J48 on both crossvalidation and
on the task.
It is also worth noting that although Locally Weighted Learning is fast to
learn, it is very slow to evaluate. While J48, trained on the largest dataset,
took around 20ms to classify instances on the task LWL took around 2 to 3
seconds. In this domain, a slightly longer training time is acceptable and in
practice, the time taken to train J48 was dominated by the time taken to load
the dataset from disk so the difference in training time between J48 and LWL
was minimal. We should also point out that Locally Weighted Learning was
unable to complete crossvalidation, even after two weeks of computation time,
which is why it has no crossvalidation bar in Figures A.2 and A.3.

A.2.4

Decision Trees

Decision trees partition the attribute space into a set of regions based on
recursive splits on single attributes. This splitting process resembles a tree,
with each node, or branch in the tree, corresponding to a split where a decision
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is made on a single attribute, and each leaf corresponding to a region of the
attribute space, hence the name decision tree.
Decision trees are generally built, or “grown”, from the training data by
selecting an attribute and split point that best separates training instances
of one class from another. To reduce the effect of overfitting of the training
data, the tree is “pruned” back based on some measure of how useful a particular branch is – a branch that does not contribute to the accuracy of the
classification gets replaced by a single leaf.
We have evaluated three different decision tree learners. The first is our
baseline J48 decision tree learner, which is implemented in Weka (Witten and
Frank, 1999) and derived from the C4.5 algorithm by Quinlan (1993). It grows
the tree by generating split points that maximise the information gain, or difference in entropy, between the unsplit dataset and the two new datasets that
result from the split. This continues until the dataset is sufficiently homogenous, no split point generates a sufficient difference in entropy or the minimum
number of instances in the dataset, M , is reached. For the purpose of this evaluation and the experiments in this thesis, we use the default parameters with a
minimum number of instances M = 2. The classification of each leaf is simply
the class that is most heavily represented by the training instances in the leaf.
J48 prunes by estimating the error rate of each subtree and comparing
it against the error rate if the subtree were replaced by a single leaf node
(and returned the most likely classification based on the training instances
that reach it). This process is controlled by a parameter, C, which governs
how confident the learner is in the error rate estimate. We use the default
parameter of C = 0.25. In Section A.3, we adjust both M and C to investigate
how sensitive our overall system is to variations in these parameters.
The Reduced Error Pruned Tree, or REPTree algorithm, is similar to J48.
It uses an information gain and variance based splitting criteria and prunes
using reduced-error pruning, or REP (Quinlan, 1988). REP requires that a
portion of the training data be set aside as a test set, we use the default as
implemented in Weka of 1/3 of the data. The tree is grown using 2/3 of
the data. Each subtree is evaluated on its accuracy on the remaining 1/3 of
the data and compared to the accuracy that would result if the subtree were
replaced by a single leaf. If the subtree is replaced by the leaf if the leaf is
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more accurate.
The last decision tree learner that we evaluate is the Naı̈ve Bayes Tree,
or NBTree, by Kohavi (1996). One problem with decision trees is that as
the dataset recursively splits, it becomes smaller and smaller until there are
insufficient numbers of training instances to produce a meaningful decision.
Instead of a single class label at each leaf, an NBTree has a Naı̈ve Bayes
classifier at each leaf. This allows the tree to split the dataset to a lesser
degree – the tree is much smaller – since it does not have to separate all the
data. It only needs to split the dataset to the point at which the Naı̈ve Bayes
classifier can accurately classify the data. The splitting criteria is based on
how well a Naı̈ve Bayes classifier can split the data. One feature of NBTrees
is that they largely maintain the readability of decision trees since the Naı̈ve
Bayes classifiers at the leaves are also relatively easy to interpret.
It is somewhat interesting to note that the difference in performance between REP Trees and J48 is minimal, both on-task and in crossvalidation.
The main difference between these two decision trees is the way in which they
are pruned. As we will see later, it appears changing the way in which J48
performs pruning doesn’t affect its performance much.
In almost all cases, the reference J48 classifier outperformed the NB Tree
classifier. This would seem to support the hypothesis that some attributes
are largely irrelevant, in fact this becomes more true the further down the
tree one looks, where examples become more specialised. At these points, it is
quite possible that Naı̈ve Bayes has too few examples to learn which attributes
should be ignored.

A.2.5

Rule Generators

Rule generators model the mapping from attributes to class labels by learning
a series of logic rules. These rules are evaluated in turn on the attributes and
if a rule is satisfied, the corresponding classification is returned. In a sense
decision trees can be seen as a type of rule generator as the series of splits that
are encountered during an evaluation of a new instance can be considered as
a conjunction of logical tests. We evaluated three rule generators, RIPPER,
RIDOR and ZeroR.
RIPPER, by Cohen (1995) uses an overfit-and-prune approach to learning
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rules. It interleaves rule growing and pruning to yield greater efficiency than
approaches that learn a whole set of rules and then prune. It partitions the
training data into test and training sets, learns a single rule that covers some of
the training set, performing reduced error pruning on the test set, deletes the
examples that were covered and then repeats. We use the JRip implementation
built into Weka.
The second rule generator we evaluated is RIDOR by Hall (2008). Short
for “RIpple DOwn Rule learner”, RIDOR produces rules that are similar to
Ripple-Down Rules by Gaines and Compton (1995) although it does so using
a slightly different process (Hall, 2009).
The third rule generator is ZeroR, standing for “Zero Rules”. This is also
known as the Default Class classifier as it simply returns the most likely class
given the training examples. Since this domain is biased towards “go-forward”,
this classifier is also equivalent to a “always-go-forward” policy.
The performance of RIPPER is largely comparable to that of J48, again in
both crossvalidation and on the task. For the Planes and Deviations feature
extractor, RIDOR and J48 are almost inseparable. In contrast, J48 performs
slightly better on the easier stepfields (Geometric and Structured Random)
when presented with attributes generated by the Block Patterns feature extractor. The Planes and Deviations feature extractor presents information in
a more “condensed” form, with some more general concepts, such as slopes
of areas, pre-computed. It is likely that RIDOR has a harder time extracting
these concepts from the relatively cruder attributes generated by the Block
Patterns feature extractor. RIDOR also appears to have trouble with large
numbers of attributes. Even after several weeks of computation time it was
unable to complete crossvalidation on the dataset with the Block Patterns
feature extractor.
Few would consider ZeroR as a viable policy in this domain. However, we
include it as a sanity check. If the task is easy to complete with a policy that
always returns the same action we would have to question how hard the task
really is.
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A.2.6

Meta-Learning Methods

For completeness, we evaluated two meta-learning or ensemble methods, Bagging (Breiman, 1996), in the form of the Bagging implementation in Weka,
and Boosting (Freund and Schapire, 1996), in the form of the AdaBoost implementation in Weka. Both of these techniques aim to improve the classification accuracy of an underlying learning technique. Bagging learns several
models from random subsets of the training data and combines them to form
a single model. Boosting trains a sequence of models, with the instances that
were misclassified by one model emphasised for the next. As our results show,
neither bagging nor boosting appears to improve the performance of the underlying learning techniques. Furthermore, they take longer to learn than the
underlying learning techniques as they must learn several models.

A.3

Comparison between J48 Parameters

We have used the J48 decision tree learner with the default parameters as used
in Weka. The decision tree is grown with a minimum number of 2 training
instances per leaf and then pruned with a confidence threshold of 0.25. In
this section we present experiments that seek to determine if any significant
improvement can be obtained by adjusting these parameters.
We tested several combinations of pruning confidence C and minimum
number of training instances M . Models were learned with each of these
parameters and tested in both crossvalidation and within the Situation-Action
control agent as per Section A.1. The values that we tried and the results of
the evaluations are shown in Figures A.4 and A.5.
Although there is some variation between the different parameters, there
appears to be no significant improvement from the default parameters among
the parameters that were tested. As the focus of this thesis is on the different
formulations for the control agents, it was determined that further attempts
to optimise the parameters to J48 were beyond the scope of this thesis.
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Appendix B

Explanation of Learning
Techniques
In this appendix, we provide an overview and explanation of the specific learning techniques that we make use of, with an emphasis on characteristics that
may be slightly unusual. We being with a review of Q-Learning, along with a
formal definition of the notation that we use in this thesis. This is followed by a
review of decision tree learning and, in particular, the way in which we extract
probability distributions from what is usually a classification technique, and
the way in which the implementation that we use deals with missing attributes.

B.1

Q-Learning

In Reinforcement Learning, an agent learns how to behave based on receiving a reinforcement signal, generally abstracted to a numerical reward and/or
punishment, for taking actions in its environment. From an outside perspective, the rewards are used to impose the external goals on the agent – they
define what we want the agent to achieve. Sutton and Barto (1998) is a good
reference for Reinforcement Learning in general. Q-learning is a type of reinforcement learning where the agent learns a function, the Q-function, that
estimates the expected reward that the agent can achieve. This function is
then used to form a policy that guides the agent’s behaviour.
In Q-learning, an agent operates within a Markov Decision Problem (MDP)
with the aim of maximising its expected total reward. An MDP is defined by
a set of states (which may be continuous and/or infinite) s ∈ S, a set of
actions that the agent may take in each state a ∈ A, a transition function
that maps from a state and an action to a probability distribution over future
states, P (s0 |s, a), a reward function which defines a positive or negative reward
for taking each action in each state, r(s, a) and a discount factor γ which
defines how rewards encountered far in the future are less valuable than those
encountered immediately.
241
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The optimal policy π ∗ (s) is defined as the policy that optimises the optimal
Q-function, Q∗ (s, a) specified in Equation B.1. This maps a state-action pair
to the total reward that the agent expects to receive if it takes action a in state
s and then follows π ∗ (s).
π ∗ (s) = argmax(Q∗ (s, a))

(B.1)

a

where Q∗ (s, a) is defined according to the Temporal-Difference (TD) equation
(Sutton, 1988),
Q∗ (s, a) = r(s, a) + γmax
(Q∗ (s0 , a0 ))
0

(B.2)

a

B.1.1

Model-Free Q-Learning

Q-learning is often used in a model-free context. The agent is able to detect
the reward (or punishment) that it receives each time it takes an action in a
state and it can identify the states between which it transitions when it takes
an action but it is not explicitly provided with the reward function r(s, a) or
a model for the state transitions, P (s0 |s, a). As a result, Equation B.2 cannot
be computed directly.
Instead, the agent may learn an approximation to Q∗ (s, a), denoted Q(s, a),
using stochastic gradient descent. It performs actions in its environment according to some exploration policy. Each time it performs an action, it observes
an instance of a transition from one state s to another (or possibly the same)
state, s0 . It incrementally updates Q(s, a) according to Equation B.3. The
learning rate, α, ensures that the Q-function converges in the presence of nondeterministic outcomes and is reduced over time as the Q-function converges.



Q(s, a) = (1 − α)Q(s, a) + α r(s, a) + γmax
(Q(s , a ))
0
0

a

0

(B.3)

In problems where there are many states, or where the states are continuous, the chances of the agent visiting the same state multiple times are very
small so a function approximator is used to model Q(s, a). A function approximator is a supervised learning technique that maps from some set of inputs,
in our case (s, a), to a continuous valued output, in our case the Q-values. The
function learns from the sample of (s, a) encountered and generalises these so

UNSW PhD Thesis: Learning Robot Behaviours by Observing and Envisaging. Raymond Ka-Man Sheh, 2010.

B.1. Q-LEARNING

243

that the value of Q(s, a) can be estimated for pairs of (s, a) that have not been
previously encountered.
Q-learning is often performed using an exploration policy that combines
exploitation of the Q-function that has been learned with exploration of the
domain to improve the Q-function. An example of this is Epsilon-Greedy
where each action that the agent takes has a probability  of being random
and probability (1 − ) of being π ∗ (s) according to the existing Q-function.
However, if the agent has an existing policy that can explore the MDP,
we can separate the problem into a learning phase and an execution phase.
In the learning phase, the agent just follows the exploration policy. The only
aim of this exploration policy is to allow the agent to experience as many
combinations of (s, a) as possible in order to thoroughly learn Q(s, a). The
exploration policy does not need to be able to satisfy the overall goal in an
optimal fashion although it does need to be able to cover states and actions
that lead it towards the goal. As the Q-function is not required during the
learning phase, Q-learning may be performed offline, using recordings of the
agent’s performance when executing the exploration policy.

B.1.2

Q-Learning with a Model

While Q-learning is often used in a model-free context, in our case we have
an estimate for the model for the transition function, P̂ (s0 |s, a) and we know
the discrete states S and reward function r(s, a). We therefore do not need
to perform stochastic gradient descent in order to obtain the optimal policy,
π ∗ (s).
We rewrite Equation B.2 to account for the availability of the reward function r(s, a) and an estimate of the transition probabilities P̂ (s0 |s, a) in Equation B.4, which is a form of the Bellman equation (Bellman and Dreyfus,
1962).
Q(s, a) = r(s, a) + γ

X
s0

P̂ (s0 |s, a)max
(Q(s0 , a0 ))
0
a

(B.4)

This equation requires an initial value for all non-terminal values of Q(s, a)
(such as zero). To solve this MDP, we repeatedly apply Equation B.4 to each
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of the states in turn until the Q-values converge1 . The optimal policy can then
be found as in Equation B.1.

B.2

Decision Tree Learning

Throughout this thesis, we have used the J48 Decision Tree learner (Witten
and Frank, 1999). This decision tree learner is based on C4.5 by Quinlan
(1993) and learns a decision tree by applying information theoretic rules to
recursively split the attribute space. A more complete discussion on the way
a decision tree is built may be found in (Quinlan, 1993; Mitchell, 1997; Russell and Norvig, 2003). In this section, we will describe specific and possibly
somewhat unusual features of decision trees that we use. In the rest of this
discussion we assume that the reader is familiar with general decision tree
terminology and, in particular, nodes, leaves and sub-trees.

B.2.1

Counts from Trees

A decision tree is usually associated with classification. A vector of attributes
is input into the root node of the tree and is recursively passed from node to
node on the basis of comparisons between the various attribute values and fixed
values stored at each node until execution reaches a leaf node. The recursion
then unwinds as the class label at the leaf node is passed back up the path of
execution to the root and returned as the classification of the attribute vector.
The three control agents have slightly different definitions for the attribute
vector. The Situation-Action and Action-Model control agents have an attribute vector that consists of the features from the feature extractor. These
features include the pitch and roll of the robot and the robot’s position relative
to the navigation corridor. The Sort Range Planning control agent also uses
an attribute vector consisting of features from the feature extractor but these
features only consist of a restricted set of terrain features. In this discussion,
we will refer to the attribute vector generically as s =< s0 , s1 , ..., sn >.
The classes also have different meanings and symbols in the tree control
agents. In the Situation-Action control agent, the class represented the action a ∈ A = {-, ↑, %, x, y, ., ↓, &}. In the Action-Model control agent,
1

In practice, numeric roundoff may result in the values never truly converging so we
repeat until the total change in Q-values between iterations falls below a threshold
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the class represented the abstract state outcome, s0 ∈ S 0 = {ON P LAN,
ST U CK, F LIP, OU T } while in the Short Range Planning control agent,
the class represented a discretised movement from one location to another,
δsdisc ∈ ∆Sdisc = {< X, Y, Θ >}. In this discussion we will use more general
notation and denote the class as c in a space of all classes C = {c0 , c1 , ..., cn }.
The class represented by each leaf is determined by the training examples
that were used to build the tree. A certain number of training examples reach
each leaf, which represent the training examples in that leaf’s partition of
the attribute space. The overall classification of the leaf is usually the most
frequent class among the training examples that reach that leaf.
The implementation of the J48 Decision Tree does not store this most likely
class. Instead, it stores the counts of the numbers of training examples of each
class that reach the leaf. When asked to perform classification, it simply returns the maximum likelihood classification based on these examples. Storing
the counts rather than the classification allows J48 to deal with unknown attributes, which we discuss shortly.
Instead of returning a classification, we can query the tree and directly
obtain the counts for the leaf that an attribute vector s reaches. In this thesis,
we denote these counts as Counts(c, s), meaning the number of times training
examples of class c were observed for the leaf that the vector of attributes s
reached in the tree.

B.2.2

Probabilities from Trees

If we only wish to obtain a single classification for an attribute vector from
the tree, we can use these counts directly in order to determine the most likely
class. However, in our control agents, we often require P̂ (c|s), that is, an
estimate of the probability of each class c given an attribute vector s.
One way of obtaining this estimate using the tree is to assume that all of the
training examples that reach the same leaf in the tree as the query attribute
vector s are sufficiently similar to it that we can estimate P̂ (c|s) based on the
observed counts of these training examples that belong to each class. We use
X s to denote the observations of training examples of each class that reach
the same leaf as query attribute s as shown in Equation B.5.
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X s = { X0 = Counts(c0 , s),
X1 = Counts(c1 , s),
..
.

(B.5)

Xn = Counts(cn , s)}
Using this notation, the estimate P̂ (c|s) becomes Equation B.6.
P̂ (c|s) = P (c|X s )

(B.6)

We use Bayesian theory to estimate P (c|X s ) from Counts(c, s). A full
discussion on the application of Bayesian theory may be found in resources
such as Carlin et al. (2004). What follows is an outline our specific application
of Bayes Rule to our problem.
We first compute the likelihood function in Equation B.7. Bayes Rule,
shown in Equation B.8, states that the posterior, which is the probability of the
class given the observations, P (c|X s ) is equal to a function of this likelihood
function and our prior belief in what the likely probability distribution of
P (c|X s ) will be. We denote this prior as G(c). Note that the prior cannot
depend on the data on which the likelihood function is based, X s .
Counts(c, s)
L(c|X s ) = P (X s |c) = P
Counts(c0 , s)

(B.7)

c0 ∈C
s

P (c|X ) = P

G(c) × P (X s |c)
(G(c0 ) × P (X s |c0 ))

(B.8)

c0 ∈C

We observe that this problem is a type of multinomial. We assume that the
examples reaching the leaf are samples drawn from some underlying distribution P (c|s) for the leaf that s reaches and we wish to estimate this underlying
distribution based on these examples. We can compute Equation B.8 quite
easily if we specify G(c) to be a Dirichlet distribution, which is the conjugate
prior of the multinomial.
A Dirichlet distribution is specified by a set of parameters, Dir(αc0 , αc1 , ..., αcn )
with one parameter α for each discrete class. The implications of using a
Dirichlet prior may be found in a textbook such as Carlin et al. (2004).
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A useful characteristic of our choice of prior is that Equation B.8 simplifies
considerably. The posterior distribution becomes mathematically equivalent
to taking the likelihood in Equation B.7 of the counts for each class plus the
corresponding α parameter for each class. This parameter can be treated as
pseudo-counts that we assume to exist prior to seeing any examples. Equation B.8 simplifies to Equation B.9.
P (c|X s ) = P

Counts(c, s) + αc
(Counts(c0 , s) + αc0 )

(B.9)

c0 ∈C

If we assume that we have no reason to favour one class over any other, all
of the parameters α will be identical. In this thesis, we use the term P RIOR
to denote the common values of α, as in αc0 = αc1 = ... = αcn = P RIOR.
Substituting this into Equation B.9 yields Equation B.10.
Counts(c, s) + P RIOR
P̂ (c|s) = P (c|X s ) = P
(Counts(c0 , s) + P RIOR)

(B.10)

c0 ∈C

This equation illustrates a useful intuitive property of the Dirichlet prior.
If P RIOR = 0, this equation simply becomes the ratio of the observations
of class c over the total observations. This can be interpreted as a prior of
purity. If we imagine only a single example reaching this leaf, the estimate of
P̂ (c|s) will be 100% at the class of that example and zero elsewhere. That is,
we assume that the underlying distribution P (c|s) is purely one of the classes,
even if we have no idea which class it is (and therefore no bias towards any of
the classes).
At the other extreme, if P RIOR is very large, we have a bias towards
uniformity. We will need to see very many training examples of a particular
class before the estimate P̂ (c|s) becomes pulled towards that class. In between,
we have P RIOR = 1, which is sometimes called a uniform prior and states
that any distribution is equally probable.
Therefore, the value of P RIOR reflects the number of observations that we
must see before we trust the observations more than the prior in the estimate
P̂ (c|s). Of course, if all we wish to do is extract a single classification, we
do not care about the value of P RIOR as it does not affect the maximumlikelihood classification (assuming all the values of α are identical). However,
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it can make a big difference if we wish to perform additional computation on
the resulting P̂ (c|s) such as combine it with another probability distribution
or use the relative probabilities of the different classes to make decisions.
The assumption that we do not favour any one particular class may seem
unusual. After all, the decision tree splits the attribute space into leaves using
its information theoretic conditions precisely because each leaf has a bias towards a different class. However, we should not use the data on which L(c, s)
is based in order to determine G(c) as G(c) and L(c, s) should be independent.
The best we can do is to assume that the leaf is biased towards one class and
choose a value of P RIOR ∈ [0, 1). There are exceptions to this, where we
wish to enforce a stronger assumption of uniformity and specify P RIOR > 1,
especially where there is a danger of noise in the training data, as we discuss
in Chapter 5.

B.2.3

Missing Attributes

In the preceding discussion, we have assumed that as the attribute vector
encounters each node in the tree, the node will pass execution on to one of its
children based on a test of one of the attributes in the vector. In our binary
decision trees, this test is a comparison with some set value. If the value of the
attribute is larger than the set value, execution is passed to one child, while
if the value is equal to or less than the set value, execution is passed to the
second child. This implies that each value in the vector, s =< s0 , s1 , ..., sn >
has a known value on which a decision may be made.
However, in our control agents, many of the attributes represent terrain
features that have been extracted from sensor data. In many cases, some of
these features may be unknown because the area of terrain that the feature
represents has not been seen by the terrain sensor.
Different implementations of decision trees react differently when asked to
classify a vector of attributes where some of the attributes are missing (Quinlan, 1989). In J482 and C4.5, when execution reaches a node that attempts to
perform a test on an unknown attribute, execution splits and recurses to both
children in parallel.
2

Note that we describe the scheme that the J48 implementation in Weka uses when
executing as a subclass of Classifier. The “Compile to Code” feature generates source code
that implements a much simpler scheme for missing attributes and gives different results.
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When the recursion eventually unwinds, both children will report different
results to this node. In the case of J48, this is always the counts for each of
the classes. J48 takes the weighted average of these counts and reports that
to its parent. This weighting is based on the proportion of training examples
that passed to each of its children. A similar technique is used during training
in order to build the tree from training data that contains missing attributes.
This splitting of execution may occur several times if s contains several
unknown attributes. A single test attribute vector s may therefore reach two
or more leaf nodes. The resulting counts Counts(c|s) will be the weighted
average of these leaves.
Earlier, we made the assumption that the training examples that reach the
same leaf as s are sufficiently similar to it that we can use Counts(c, s) as the
basis of an estimate for P̂ (c|s). We can now make the equivalent assumption
that the query attribute vector s is similar to the training instances in all of the
leaves that the split execution reaches, weighted by the proportions of training
data that fell either side of the split point in each node that needed to make a
comparison against an unknown attribute within s.
Through this thesis, we often make reference to “the leaf that attribute
s reaches”. Where attributes may be unknown, we automatically imply the
weighted combination of several leaves.
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Appendix C

Additional Results
As discussed in Chapter 7, we have trained and evaluated the different variations of the Situation-Action and Action-Model control agents with different
amounts of training data. For completeness, in this appendix we present the
results of those evaluations.
We have used the following abbreviations in the names of the different
variations of the different control agents:
Control Agent Type:
SA Situation-Action control agent
AM Action-Model control agent
MDP Short Range Planning control agent
Training Data:
A* Trained on data from the A* search based demonstrator
A*PF Trained on data from the A* search based demonstrator, including
Pre-Failure examples
Human Trained on data from the human expert demonstrator (note that in
some graphs, we also include the performance of the human on the task, these
are denoted “Human Expert”)
Feature Extractor:
Block Block-patterns feature extractor
Planes Planes and Deviations feature extractor
“Robot-Stuck” Detection (omitted if not present):
SD “Robot-Stuck” detection
ASD Alternate “Robot-Stuck” detection (Action-Model control agent only)
Ranking method (Action-Model control agent only):
Val Value-based ranking method
Rank Heuristic-based ranking method
For example, the control agent “AM-A*PF-Block-ASD-Rank” is the Action251
UNSW PhD Thesis: Learning Robot Behaviours by Observing and Envisaging. Raymond Ka-Man Sheh, 2010.

252

APPENDIX C. ADDITIONAL RESULTS

Model control agent, trained on data from the A* search based demonstrator
with pre-failure examples, using the Block Patterns feature extractor, alternate
“Robot-Stuck” detection method and the heuristic based ranking method. In
contrast, “SA-Human-Planes” is the Situation-Action control agent trained on
data from the human expert demonstrator (ie. Behavioural Cloning), using
the Planes and Deviations feature extractor and no “Robot-Stuck” detection.
We evaluated on the four terrain types, Geometric, Irregular, Structured
Random and Unstructured Random. We also evaluated control agents without
Robot Stuck detection on flat ground (on flat ground, there is nothing for the
robot to get stuck on). For completeness, we also present the crossvalidation
accuracy of the underlying models.
We measure and graph the following five metrics:
• Success rate: The percentage of runs in which the control agent succeeds in driving the robot across the stepfield.
• Stuck rate: The percentage of runs in which the robot became stuck.
• Flip rate: The percentage of runs in which the robot flipped over.
• Out rate: The percentage of runs in which the robot left the corridor.
Care should be taken when considering the failure metrics. A decrease in
the stuck rate may mean improved performance but it may also simply mean
that the robot flipped over more often, before it had a chance to become stuck.
Also, as we mentioned in Section 7.2.9, each point in these graphs show the
performance, and 95% confidence interval for a proportion, associated with
between 200 and 500 success/fail trials of a single example of a control agent
trained on the given amount of training data. The learning curves are unlikely
to be smooth, and the error bars will appear to understate the error, compared
to conventional learning rate curves that are the result of aggregating the
performance metrics of many examples of each agent trained on each amount
of training data. For space reasons, we have presented the Situation-Action
and Action-Model graphs with between four and eight graphs per page as
shown in Figure C.1.
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Block Patterns
feature extractor

Planes and Deviations
feature extractor

No robot stuck
detection

With robot stuck
detection
A* search based
demonstrator with
Pre-Failure examples

A* search based
demonstrator

Block Patterns
feature extractor

Planes and Deviations
feature extractor

No robot
stuck
detection

With robot
stuck
detection

A* search based demonstrator

No robot
stuck
detection

With robot
stuck
detection

A* search based demonstrator
with pre-fail examples (following page)

Block Patterns
feature extractor

Planes and Deviations
feature extractor

No robot
stuck
detection

With robot
stuck
detection

With
alternate
robot stuck
detection

Figure C.1: Layout of graphs for the Situation-Action control agent with the human expert demonstrator (top), the Situation-Action control agent
with the A* search based demonstrator and the Action-Model control agent with value based ranking (middle) and the Action-Model
control agent with heuristic based ranking (bottom).

UNSW PhD Thesis: Learning Robot Behaviours by Observing and Envisaging. Raymond Ka-Man Sheh, 2010.

APPENDIX C. ADDITIONAL RESULTS
254

100
80
60
40
20
0
100

100
80
60
40
20

10000

% Success Rate
SA-Human-Block

1000

# Training Examples

10000

% Success Rate
SA-Human-Planes

1000

100
80
60
40
20

10000

% Success Rate
SA-Human-Block-SD

1000

# Training Examples

10000

% Success Rate
SA-Human-Planes-SD

0
100

100
80
60
40
20

1000

Crossvalidation

Flat ground

# Training Examples
Irregular stepfields

0
100

Unstructured Random stepfields

# Training Examples
Geometric stepfields

Figure C.2: Success rates for the Situation-Action Control Agent trained on data from the human expert demonstrator.
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Figure C.3: Success rates for the Situation-Action Control Agent trained on data from the A* search based demonstrator.
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Figure C.4: Success rates for the Action-Model Control Agent with Value based ranking, trained on data from the A* search
based demonstrator.
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Figure C.5: Success rates for the Action-Model Control Agent with Heuristic based ranking, trained on data from the A* search
based demonstrator with no Pre-Fail examples.
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Figure C.6: Success rates for the Action-Model Control Agent with Heuristic based ranking, trained on data from the A* search
based demonstrator with Pre-Fail examples.
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Figure C.7: Stuck rates for the Situation-Action Control Agent trained on data from the human expert demonstrator.
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Figure C.8: Stuck rates for the Situation-Action Control Agent trained on data from the A* search based demonstrator.
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Figure C.9: Stuck rates for the Action-Model Control Agent with Value based ranking, trained on data from the A* search
based demonstrator.
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Figure C.10: Stuck rates for the Action-Model Control Agent with Heuristic based ranking, trained on data from the A* search
based demonstrator with no Pre-Fail examples.
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Figure C.11: Stuck rates for the Action-Model Control Agent with Heuristic based ranking, trained on data from the A* search
based demonstrator with Pre-Fail examples.
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Figure C.12: Flip rates for the Situation-Action Control Agent trained on data from the human expert demonstrator.
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Figure C.13: Flip rates for the Situation-Action Control Agent trained on data from the A* search based demonstrator.
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Figure C.14: Flip rates for the Action-Model Control Agent with Value based ranking, trained on data from the A* search
based demonstrator.
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Figure C.15: Flip rates for the Action-Model Control Agent with Heuristic based ranking, trained on data from the A* search
based demonstrator with no Pre-Fail examples.
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Figure C.16: Flip rates for the Action-Model Control Agent with Heuristic based ranking, trained on data from the A* search
based demonstrator with Pre-Fail examples.
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Figure C.17: Out rates for the Situation-Action Control Agent trained on data from the human expert demonstrator.
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Figure C.18: Out rates for the Situation-Action Control Agent trained on data from the A* search based demonstrator.
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Figure C.19: Out rates for the Action-Model Control Agent with Value based ranking, trained on data from the A* search
based demonstrator.
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Figure C.20: Out rates for the Action-Model Control Agent with Heuristic based ranking, trained on data from the A* search
based demonstrator with no Pre-Fail examples.
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Figure C.21: Out rates for the Action-Model Control Agent with Heuristic based ranking, trained on data from the A* search
based demonstrator with Pre-Fail examples.
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Figure C.22: Success, Stuck, Flip and Out rates for the Short Range Planning control agent, trained on 100,000 training
examples.
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